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Abstract
In this thesis we developed two approaches to the study of positive 
selection  and  genetic  adaptation  in  the  human  genome.  Both 
approaches are based on applications of network theory, and  take 
profit from  the next  generation  sequencing  datasets and  the 
biological annotations that are becoming available in recent times.

In the first approach, we studied how  the signals of  selection are 
distributed  among  the  genes  of  a  metabolic pathway.  We  use  a 
network  representation  of  the  pathway,  and  determine  if  given 
positions are  more likely to  be involved in  selection  events.  The 
main result is a model of how selection signals are distributed in the 
Asparagine N-Glycosylation pathway. In particular, we determined 
a different distribution of signals between the upstream part of this 
pathway, which has a linear structure and is involved in a conserved 
process,  and  the  downstream  part  of  the  pathway,  which  has  a 
complex  network  structure  and  is  involved  in  adaptation  to  the 
environment. 

In  the  second  approach,  we  applied the  concept  of  Genotype 
Networks  to  next  generation  sequencing data.  We use a  network 
representation of the set of genotypes observed in a population,  to 
obtain a picture of how human populations have explored the space 
of possible genotype. The main result is a genome-wide picture of 
how the populations of the 1000 Genomes dataset have explored the 
genotype  space.  We  also  found  that  the  genotype  networks  of 
coding regions tend to be more connected and more expanded in the 
space than non coding regions, and that simulated selection sweep 
have similar patterns compared to simulated neutral regions. 

The impact of this thesis is to make a little step forward towards 
understanding the forces  that  shaped the evolution of the human 
genome. The first approach contributes to a framework to combine 
selection signals in genes involved in the same process, and will 
allow to determine which selection signals we can expect on each 
gene of a pathway. The second approach provides a method that will 
become increasingly useful as larger datasets of human sequencing 
data will become available, and that will allow to study the impact 
of  genetic  diseases  on  the  genetic  variability  observed  in  a 
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population.
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Resumen
En esta tesis  hemos desarrollado dos métodos para el  estudio de 
patrones de selección positiva y adaptación genética en el genoma 
humano. Ambos métodos se basan en aplicaciones de la teoría de 
redes y aprovechan los datos de secuenciación de nueva generación 
y las anotaciones biológicas  disponibles en los últimos tiempos. 

En la  primera aplicación hemos investigado cómo las  señales  de 
selección  están  distribuidas  a  lo  largo  de  una  ruta  metabólica. 
Hemos utilizado una representación de redes de la ruta metabólica 
para estudiar si determinadas posiciones tienen más probabilidades 
de estar implicadas en eventos de selección positiva. El resultado 
principal  es  un  modelo  de  cómo  las  señales  de  selección  se 
distribuyen  en  la  ruta  metabólica  de  la  N-Glicosilación  de  la 
Asparagina. Más concretamente, hemos comparado la distribución 
de  las  señales  de  selección  entre  la  primera  parte  de  la  ruta 
metabólica, que tiene una estructura muy lineal y está involucrada 
en un proceso muy conservado, y la segunda parte de la ruta, que 
tiene una estructura de redes muy compleja y está involucrada en la 
adaptación al ambiente. 

En la segunda aplicación hemos aplicado el concepto de redes de 
genotipos  (Genotype  Networks)  a  datos  de  secuencia  de  nueva 
generación.  Hemos  utilizado  una  representación  de  redes  del 
conjunto de genotipos  observados en una población para obtener 
una imagen de cómo las  poblaciones han ocupado el  espacio de 
posibles genotipos.  El resultado principal es un análisis completo 
del  genoma  de  cómo  las  poblaciones  de  1000  Genomas  han 
explorado el espacio de genotipo.  También hemos encontrado que 
las  redes  de  genotipos  de  regiones  codificantes  suelen  estar  más 
conectadas  y  más  expandidas  en  el  espacio  que  en  las  regiones 
no-codificantes.  Además,  por  medio  de  simulaciones  hemos 
observado  que  un  evento  de  selección  positiva  lleva  a  patrones 
parecidos a los observados para regiones codificantes. 

Esta tesis pretende dar un pequeño paso adelante hacia una mejor 
comprensión  de  las  fuerzas  que  han  moldeado  la  evolución  del 
genoma  humano.  El  primer  método  desarrollado  contribuye  a 
valorar  cómo  la  estructura  de  una  ruta  metabólica  afecta  a  las 



XIV

señales de selección en genes involucrados en el mismo proceso. La 
segunda  aproximación  proporciona  una  metodología  que  será  de 
gran utilidad conforme las  bases  de datos  de genotipos  humanos 
vayan aumentando,  y que permitirá indentificar el impacto de una 
enfermedad  genética  en  la  variabilidad  observada  en  una 
determinada población. 
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Preface
Toward  the  end  of  the  18th century,  the  German  anthropologist 
Johan  Friedrich  Blumenbach  wrote  a  book  on  the  origins  of 
mankind, with the aim of demonstrating that all humans belong to 
the same species. The society of the 18th century was much more 
segregated than  our modern  society, and  some people,  including 
renowned scientists, believed that blacks and American Indians did 
not belong to the same species as the white man. Blumenbach, who 
was a strong opponent of racist theories, decided to write a book to 
demonstrate that all human have a common origin, and that there 
are no scientific basis for any discrimination.

Eventually,  Blumenbach succeeded  in  his  noble intentions, but  a 
little design mistake in  his book  led to a misinterpretation that he 
would not have desired. In his book, Blumenbach listed the human 
populations  in  the following  order:  American,  Mongolian, 
Caucasian,  Malaysian and  African.  Since  he believed  that  the 
human species originated in the Caucasian region, he explicitly put 
the  Caucasian population in  the middle,  as  a  way to remind his 
readers that all human beings have a common origin. Unfortunately, 
this tiny detail was interpreted as a prove that the  Caucasian was 
the purest of all human races. People believed that if even him, the 
most egalitarian scientist of the time, positioned white people at the 
center of the Geometry of races, it was because these had a special 
importance.

This error is representative of how delicate is to work in the field of 
Human Population Genetics. If Blumenbach had decided to list the 
populations in a different order, for example, by placing Caucasians 
in the second position, events like the Jim Crow's laws in the United 
States and even the Nuremberg laws in Germany  would not have 
had the same scientific justification they had. A whole life spent to 
demonstrate that all people are equal has gone forgotten because of 
a  bad  decision  in  listing  the  names  of  some  populations. 
Blumenbach was a  strong champion of  equality,  but  his  mistake 
affected the life of innocent people.

This thesis is dedicated to Johan Friedrich Blumenbach, with the 
hope that learning from his mistake will protect me from  making 
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similar  errors.  The work presented  here describes new methods  to 
analyze human population genetics data,  and specifically, to  detect 
genes and alleles that have given a selective advantage to a human 
population.  Nevertheless,  these  “selective  advantages”  are  only 
relative to events to which our ancestors have been exposed in the 
past. The only reason why we study them is to understand how our 
genome  works,  with  the  aim  of  designing  better  medicines  and 
improve our health conditions.

The field of Human Population Genetics is in a delicate position at 
this moment. We live in times of cheap genome sequencing, and we 
can expect that, in the close future, genome sequencing will become 
a component of our daily lives.  Moreover, the appearance of new 
communication media has  made  science  more  accessible  to 
everybody – with good and bad implications.  This means that  the 
research that is being written right now by population geneticists 
will  soon  be  read  by  not  only  by  scientists,  but  also  by  people 
moved by other interests. It is difficult to predict how our work will 
be interpreted, as it was difficult, in the 18th century, to predict how 
a  mistake  in  listing  populations  would  have  had  such  negative 
impact. 

I hope that those who will read this thesis will do it with a positive 
mind. I have tried with all my efforts to avoid any concept that may 
be misinterpreted, but my lack of experience may have not allowed 
me to find  all the potential flaws. I hope that the people who will 
read this thesis will be savvy when they encounter mistakes, and 
that  they  will  be  stimulated  to  learn  more  about  this  subject. 
Eventually, they will  discover that despite the errors that scientists 
can  make,  Blumenbach  was  right  in  his  intentions:  all  humans 
beings belong to the same species, and there are no scientific basis 
for any form of discrimination.

(This preface is inspired by the chapter “The Geometer of Race” in 
the book “I have Landed” by S.J.Gould, 2003, and by the book 
“Fatal Invention” by Dorothy Roberts, 2011)
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Detecting signatures of genetic adaptation 
in the Human Genome

The main  objective  of  this  thesis  has  been the  development  and 
application  of  new  approaches,  based  on  Network  Theory,  to 
identify  and  interpret  signals  of  genetic  adaptation  (or positive 
selection) in a genome. Although the methods presented here could 
be  applied  to  any species,  we  focused toward  understanding the 
events of genetic adaptation that occurred in the human species.

In  the  last  200,000  years,  since  the  appearance  of  the  first 
anatomically  modern  human,  our  species  has  faced  conditions 
which  our  ancestor  would  probably  have  never  imagined.  We 
survived to a wide range of new environments, spreading from the 
warm hearth of Africa, to temperate and cold climates all around the 
world. We adapted to new life styles, learning how to cultivate and 
domesticate  other  species,  and  switching to  a  diet  of  wheat  and 
milk. We fought against new pathogens and diseases, which in some 
occasions almost decimated our species, and that still cause millions 
of  deaths  in  modern  times.  Although  our  species  is  relatively 
younger  than  other primates,  we  also  have  had  a  difficult  and 
suffered evolutionary history.

It  is  likely that,  after  all  these vicissitudes,  our  genome has also 
changed compared to the genome of the first humans. The genomic 
traits responsible for survival in the wild must have been lost, while 
the mutations  for surviving to new environments and for fighting 
diseases must have been gradually selected and kept.  Some genes 
and some regions of the genome may  have  changed dramatically 
during  our  evolutionary  history,  while  other  regions  may  have 
remained  identical  all  through  so  many  generations.  As  the 
following chapters will illustrate, this thesis presents new methods 
to identify these cases of genetic adaptation in the human genome.
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How does the genome of a species 
evolve?

This section of the Introduction will describe the current view in the 
scientific community  about  how the genome of a species evolve, 
and  more  specifically,  about  how  the  genome  of  a species  is 
changed when the species adapts to  new environmental conditions 
or new life styles.  This  overview  will be useful to understand the 
state  of  the  art  of  the  field,  and  the  framework  in  which  we 
developed  our  approach  to  the  detection  genetic  adaptation  and 
selection presented.  How does the genome of a species evolve?  Is 
genetic adaptation to an environment governed by small or by large 
effect mutations? Is the majority of mutations that remain fixed in a 
species neutral or beneficial?

Darwin: evolution is a slow and gradual process

One of the oldest  debates in  modern  science  is  about  the speed of 
evolutionary processes. For more than one century,  scientists have 
discussed over whether evolution is a fast process, in which species 
adapt to the new environments thanks to large effect mutations and 
evolutionary “jumps”,  or whether  evolution is  a  slow process, in 
which  new  species  adapt  to  new  conditions after  a  gradual 
accumulation of small changes. This conflict originated in Darwin's 
book “The Origins of  the  Species”,  the same book that  coined the 
terms “evolution” and “natural selection”.

In fact, one of the main themes of  The Origins of the Species was 
gradualism,  the  theory  that  predicts that species  are gradually 
modified by the selection pressures on them, and that adaptation is a 
slow  process.  Darwin  started  his  book  by  describing  how  the 
domestication  of  animals  is  a  gradual  process,  in  which  humans 
produced new  varieties  after  a  slow  artificial  selection  lasted 
thousand of  generations. In  the  successive  chapters  of  the  book, 
Darwin extended this model to wild species, and he introduced the 
concept of natural selection,  presenting it  also as slow and gradual 
process, in which external factors slowly select the individuals that 
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are most fit in a given environment1.

Gradualism was  not  accepted  by  all  the  scientists who  followed 
Darwin.  Perhaps  the  most  notable skeptic  of  gradualism was  sir 
Thomas Huxley, a person very close to Darwin.  Despite being one 
of  the persons who supported evolution the most,  Huxley  did not 
share the same views on gradual selection, as he believed that new 
species  appear  thanks  to  large  effect  mutations  and  swift 
evolutionary  changes.  Huxley  never  understood why  Darwin 
insisted  on  the  “unnecessary  difficulty”  of  adopting  a  theory  of 
gradual evolution,  and never accepted it completely.   (Blinderman 
and Joyce 1998). 

The difference of opinion between Darwin and Huxley led to the 
born of two distinct schools of thought on how evolution proceeds. 
One famous  sentence pronounced by Darwin during a debate  with 
Huxley, “Natura non facit saltum” (Nature does not make “jumps”) 
gave  name  to  saltationism, one  of  the  first  theories  opposed  to 
gradualism. According to saltationism, genetic adaptation happened 
through  “evolutionary  jumps”,  large  effect  mutations  that  create 
individuals with a different phenotype, which in optimal conditions 
give rise to a new species. 

The debate on the speed of evolution has actually more influence on 
modern science than what most people believe. Gradualism, and the 
theories  that  opposed  to  it  (saltationism,  mutationism, 
catastrophism) have been interpreted in a political meaning, making 
it difficult  to  distinguish  how  much  of  our  modern  beliefs  are 
influenced  by non-scientific  matters.  Gradualism has been  used in 
opposition to Marxist theories,  as a way to deny the “evolutionary 
jumps” between social categories  proposed by  communism.  After 
Darwin,  gradualism has  been  the  flag  theme  of  eugenics,  the 
pseudo-science  that  proposed  the  improvement  of  mankind  by 
genetic  means. On the other hand, gradualism is also the founding 
stone of population genetics, the field to which this thesis belongs.

1 This gradualist view was inspired by the theory of gradual geological changes 
proposed by Charles Lyell (one of Darwin's mentors), and was based on the 
scientific evidences collected by Darwin for years before the publication of 
the book. 
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Ronald Fisher: a theory of population genetics

The  debate  between  gradualism  and  saltationism  (together  with 
similar theories, such as mutationism and catastrophism)  ended up 
in  favor of gradualism.  This is  mostly due to the efforts made by 
Ronald  Fisher,  who,  during  more  than  30  years  of  excellent 
scientific  work,  set  up  a  statistical  framework  of  population 
genetics,  showing  that  evolution  within  populations  is  a  gradual 
process.  Saltationist theories were almost  forgotten, and they were 
rediscovered only in the 1970s, although under different names.

Figure  1:  Gradualism  and  Saltationism (schema).  A. According  to  
gradualism,  speciation  occurs  after  the  slow accumulation  of  small  effect  
mutations.  The  genetic  variance  within  a  population  increases,  until  the  
differences between individuals are so high that they originate a new species.  
This is the type of evolution described by Darwin in On the Origins of the  
Species. B. According to  saltationism, speciation occurs after a large effect  
mutation,  and generally after drastic environmental chagnes.  (figure freely  
inspired from (Singh et al, 2012, Nei 2013), and other literature).
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One of  the  most  important  contributions  made by Fisher  in  this 
debate is  an  article  published  in  1918  entitled  “The  Correlation 
Between Relatives on the Supposition of Mendelian Inheritance”. In 
this  article,  Fisher  showed  how  most  quantitative  traits,  like 
height  and  brain  size, can  be  explained  by  a  multitude  of 
low-effect loci (or genes) (Fisher 1918). This article connected the 
field of genetics with the field of biometrics (which is the field that 
studies quantitative traits in humans, like height, brain size,  and so 
on)  and  allowed  to  explain  the  variation  of  phenotypic  traits 
observed in  natural  conditions  in  light  of  a  gradual  evolutionary 
process.

The observation that quantitative traits can be explained by multiple 
low-effect loci is important for what regards the aims of this thesis. 
If most loci in the genome have a low effect on the phenotype, it is 
consequential  that,  even if  a  phenotype is  selected  for  giving an 
advantage to the fitness of a population, the selection acting on the 
genetic loci that control the phenotype will be weak. For example, if 
the  height  of  an  individual is  controlled  by  100  loci,  and  the 
environment gives a selective advantage of 0.9 to the fitness of tall 
individuals, then  each locus will contribute only by 0.9/100=0.009 
to the fitness. This implies that even if a phenotypic trait is strongly 
advantaged in a population, the selective force acting on each locus 
associated to it will be weak. 

For  many  years  after  the  publication  of  Fisher's  article  on 
biometrics, the common view in the scientific community was that 
most of the genome is exposed to very weak selection, and that only 
minor-effect mutations contribute to adaptation to the environment. 
Under  these  assumptions,  even  if  a  phenotypic  trait  is  strongly 
selected, the effects of selection on the genome will be very weak. 
Large-effect  loci,  capable  of  making  strong  contributions  to  the 
fitness, and candidates for strong selection,  were  considered  to be 
very rare. If these conclusions are correct, then the development of 
this thesis would have been very difficult, as as weak signatures of 
selection would be more technically challenging to identify.
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Fisher and Biometrics: quantitative phenotypes are determined 
by a large number of small-effect loci

The article published in 1918 by Fisher, in which he connected the 
fields  of  Biometrics  and  genetics,  deserves  a  more  detailed 
explanation. In this article,  Fisher made important  observations on 
how a  population  adapt  to  new environments,  and  proposed  that 
strong events  of  selections  are  rare.  Thus,  this  section  describes 
Fisher's 1918 article in more details.

Biometrics  is  the  field  that  identifies  and  studies quantitative 
characters in humans,  like  height, weight, intelligence, brain size, 
and  more.  This  field  saw  a  period  of  great  development  at  the 
beginning  of  the  20th century,  mostly  within  the  framework  of 
eugenics.   Two of the most renown  scientists in Biometrics were 
Karl  Pearson  and Samuel  Morton,  who  worked  on  describing 
differences in brain size and other anatomical properties in different 
human populations.  Remarkably,  one technique invented  by Karl 
Pearson for biometrics, the Principal Component Analysis, has been 
later adopted in population genetics, and to date is probably one of 
the most used data analysis techniques used in this field.

A common view in Biometrics was that most quantitative traits, like 
height,  weight,  intelligence,  and  others, follow  a  normal 
distribution. So, if we measure the height of all the individuals of a 
given population,  we can expect to find a  normal  distribution of 
measurements, centered on a given mean and dispersed with a given 
standard deviation. Today we know that some quantitative traits can 
have  a  non-normal  distribution  in  a  population,  but  some 
biometricists  of  the  early  century  considered  that  the  normal 
distribution of traits  as  a dogma (e.g.  the Galton's  board  (Galton 
1877; Stigler 2010)).  So,  early-century biometricists believed that 
not-normally distributed traits were very rare2.

In  the  paper  published  in 1918,  Fisher  showed  how the  normal 
distribution  observed  for  many  quantitative  phenotypes can  be 
explained  by  a  combination  of  multiple  small-effect  loci.  For 
example,  the  normal  distribution  of  heights  in  a  population  of 
plants,  where  the  environments  and  other  factors  affecting  the 

2 An interesting book on this topic is Stephen Jay Gould's “The Mismeasure of 
Man”
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development can be controlled, can be explained by assuming that 
there is a high number of genes controlling the height, and that each 
of these genes makes only a small contribution. 

To better clarify this concept, Figure 2 describes an example based 
on the distribution  of height in a population.  In this example, the 
distribution of height in this population has a mean centered around 
170, and a standard deviation of 1.  Figure 2A and Figure 2B show 
the distribution that we would expect if height was determined by a 
high number of low-effect loci on the genome (Figure 2A), or a low 
number of large-effect loci (Figure 2B). The plot in the first figure 
is much more similar to the continuous distribution that we observe 
on  real  data,  than  the  plot  in  Figure  2B. This  observation  was 
interpreted by Fisher as that quantitative traits are much likely to be 
obtained  by a  combination of small-effect genes, rather than by  a 
sum of a few large-effect genes. 

One  important  consequence  of  the  observation  that  quantitative 
phenotypes are determined by a high number of small effect loci is 
that large-effect loci are rare. To better illustrate this concept, Figure
2C shows the distribution of heights that we can expect if one locus 

Figure  2:  The distribution of heights in a population (as well as many other  
quantitative traits) can be better explained by  a multitude of  low-effect loci,  
rather  than  a  few large-effect  loci.  A. Expected distribution of  height  in  a  
population,  modeled on a binomial distribution, and  assuming that  height is  
determined by an high number of small effect loci. B. Expected distribution of  
height,  assuming that  it  is  determined  by  a  low number  of  loci,  each  one  
having a large (and equal) effect. C. Expected distribution of height, assuming 
that most loci have low effect and one locus has a major effect than the others.  
Inspired by Fig 2.1 in “Rapidly Evolving Genes and Genetic Systems”, (Singh 
et al. 2012).
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has a major effect on the genotype. The plot does no longer show a 
normal  distribution,  but  rather,  it  has a  bimodal  distribution,  in 
which  a  group  of  individuals,  homozygous for  one  allele  in  the 
major-effect loci, have a height of about 165, and another group, 
homozygous for the other allele in the major-effect locus, have a 
height of about 175. The rest of diversity in height would be due to 
the other small-effect loci, or to other factors.

Since the common opinion in Biometrics at the time was that most 
quantitative traits are normally distributed, situations like the one in 
Figure  2C were  considered  to  be  extremely  rare.  Thus,  the 
conclusion was that in nature, most phenotypes are controlled by a 
multitude of  genes,  each one making a  small  contribution to  the 
phenotype.  Most  of  the  variation  observed  in  population  was 
considered to be caused by a multitude of small-effect loci, while 
large-effect  loci  were  considered  to  be  very  rare.  This  has  a 
consequence for the objectives of this thesis, because it would mean 
that major effect loci are rare, and that consequently, large signals of 
selection are uncommon.

The geometric model: how do populations explore the fitness 
landscape?

Apart from the study on biometrics, a famous contribution made by 
Fisher  to  support  gradualism  is  the  metaphor  of  the  geometric 
model.

In  this  metaphor,  the  fitness  landscape  is  represented  as  an 
imaginary multi-dimensional sphere, in which the center represents 
the  best  fitness  combination,  and  where  the  individuals  of 
population  lay  in  a  point  of  the  sphere. Figure  3 shows  a 
representation of  the geometric metaphor, taken from  (Orr 2005). 
Each mutation  has the effect  of moving  the population in a new 
position of the space. If the mutation is advantageous to the fitness, 
the population  is moved  closer to the center of the sphere. On the 
other  hand,  if  a  mutation decreases the fitness,  the population is 
moved towards the outer layers of the sphere. In the extreme cases, 
a strongly negative mutation can move the population outside of the 
sphere, leading to a deleterious phenotype.
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Since the  position of optimal fitness is located at the center of the 
sphere, any new mutation that appears in the population has higher 
probability of having a negative effect  than of being positive.  In 
fact,  if  we imagine that  we are on a point  of the surface of  the 
sphere, and that we make a step into a random direction, we are 
much  more  likely  to  move  farther  from  the  center,  rather  than 
towards the center  of the sphere.  So,  in  this  model,  most  of the 
mutations that appear in a population have a negative effect on the 
fitness,  and  only  a  few  have  a  positive  effect  and  increase  the 
adaptation of the population.

Fisher used this  metaphor to  explain that,  to navigate the fitness 
landscape,  large-effect  mutations  are  more “dangerous”  than 
low-effect mutations.  In fact,  if  a mutation  makes the population 
move toward a random direction of the sphere, and if the probability 
of moving toward a worst position is much higher, it will be much 
safer  to  make  small  steps  instead  of  large  ones. It  can  be 
mathematically  demonstrated  that  infinitesimally  small  mutations 
can  have  up  to  50% of  probability  of  being  positive,  while  this 
probability decreases dramatically as the  effect of the mutation is 
increased.  So,  Fisher  proposed  a  model  of  evolution  in  which 
populations evolve by making very small steps toward the position 
of optimal fitness, and in which large-effect mutations are rare.

Later  works,  as will  be explained in the next sections,  expanded 
Fisher's metaphor and adapted it to DNA and protein sequences. In 
this  thesis,  we  presented  a  new  method  to  look  at  genotypic 
diversity  in  human  populations,  partially  inspired  by Fisher's 
metaphor,  and to a model that will be presented in one of the next 
chapters  (the  protein  space  by  Maynard-Smith).  In  our  case,  we 
represent the space of possible genotypes as a network, instead of a 
sphere, and we do not make any assumption on the fitness (since we 
do now know which is the fittest genotype). Like in Fisher's model, 
our method assumes that population move very slowly on the space, 
by steps of  at most  one mutation at  a time.  This method will  be 
described in more details in section later in this Introduction (page 
40), and in chapter “Results 3” of this thesis.
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Kimura: Neutral Theory of Molecular Evolution

For many years after Fisher's work, the common view in population 
genetics was that most of the loci in the genome have a small effect 
on  the  genotype,  and  that  evolution  happens by  gradually 
accumulating mutation on small effects loci. Gradualism was also 
initially  included  as  a  key  element  in the  theory  of  Modern 
Synthesis, which was an effort of putting together all the evidences 

Figure  3: The geometric model, by Fisher. The landscape of fitness can be  
represented  by  a  multi-dimensional  sphere,  in  which  each  dimension  is a  
phenotypic trait, and where the center represents the optimal fitness. Each 
mutation  makes  the  population  move  in  a  random  direction.  Small-effect  
mutations have an higher chance of being beneficial, while the probability of  
a  mutation  of  being  positive  decreases  drastically  as  the  change  on  the  
phenotype increases. Figure taken from (Allen Orr, 2005)
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on evolution  in different fields, from paleontology to systematics, 
into a single unified theory3. For many years, the existence of large 
effect loci was considered rare and usually negative for evolutionary 
processes.

At  the  beginning  of  the  '60s,  the  invention  of  the  protein 
electrophoresis  technique  allowed  new  insights  on  how  genetic 
variability accumulates within populations.  This technique allowed 
to characterize all the isoforms of a protein present in a population 
or  a  species.  Before  electrophoresis,  all  the  predictions  made  in 
population genetics were based on the observation of  phenotypic 
traits, on systematics, and on fossil evidences; nothing was known 
about  the underlying  genetic  components.  Protein  electrophoresis 
allowed, for the first time, to verify the framework of population 
genetics on real genetic data.

Protein electrophoresis showed that the amount of genetic diversity 
in a population was much higher than what was theorized before. In 
particular,  the  Japanese  scientist  Motoo  Kimura  estimated  that, 
given the amount of protein variation observed in hemoglobin and 
other proteins,  mammals should have accumulated one substitution 
every 2 years (KIMURA 1968). This was too high compared to the 
previous estimate  made by Haldane in 1957, which predicted one 
substitution every 1,200 years (or every 300 generations, assuming 
a generation time in mammals of 4 years) (Haldane 1957). A similar 
estimate,  based on a more complete dataset, was obtained by King 
and Jukes one year after Kimura's paper (King and Jukes 1969). The 
amount of genetic diversity observed using experimental techniques 
was too high to be explained by the gradual model  proposed by 
Darwin.

These observations led to the formulation of the “Neutral Theory of 
Evolution”  by  Kimura.  This  theory  poses  that  the  majority  of 
substitutions have neutral or nearly neutral effect, and that the main 
force  driving  evolution  is  randomness  (also  called  genetic  drift). 
The  wide  range  of  protein  isoforms  observed  thanks  to  protein 
electrophoresis  was explained by the hypothesis that most of these 

3 Gradualism was included in the original formulation of Modern Synthesis, 
but this position was challenged in the 1970s, after Kimura's work on the 
Neutral Theory, and when Eldredge and Gould (1972), and Stanley (1979) 
proposed the theory of punctuated equilibrium.
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variations do not actually make any contribution to the fitness, and 
that they are accumulated in the population just because of random 
genetic drift.

Neutral Theory and large-effect beneficial mutations

In Kimura's  neutral  theory, genetic drift is the main force driving 
evolution.  Neutral  and  negative mutations  are the common source 
of polymorphism, and beneficial  mutations have only a marginal 
role. Moreover, under this model, most mutations, independently of 
their  effect,  are  lost  after  their  appearance,  because  of  random 
processes. At the same time, new mutations can arise in frequency 
in  a  population  just  because  of  randomness,  and  most  of  the 
variation observed on real data is the product of a purely random 
process.

Kimura's  original  theory  included  only  neutral  and  negative 
mutations,  but  we can infer what would be the role of beneficial 
mutations  if  genetic  drift  was the  strongest  force  modeling 
evolution.  In this case,  a beneficial mutation can become fixed  in 
the population only under two conditions. The first condition is pure 
luck:  just  as  many  neutral  and  deleterious  mutations,  some 
beneficial mutations can arise in frequency because of genetic drift, 
even  if  their  beneficial  effect  is  low.  The  second  alternative 
condition  is when a mutation has a beneficial effect that is strong 
enough  to  overcome  the  barrier  of  random  drift.  Large-effect 
beneficial mutations have a higher probability of becoming fixed, 
and their chances increase if the selection coefficient is larger  and 
the effective population size is not too small (Otto and Jones, 2000; 
Otto, in “Rapidly Evolving Genes and Genetic Systems”, chapter 
2).

One  consequence  of this  observation  is  that,  under  the  neutral 
model,  the  contribution  of  minor-effect  mutations  to  genetic 
adaptation is lower than what predicted by Fisher.  As explained in 
the chapter describing the metaphor of the geometric model, Fisher 
proposed that small-effect mutations are better suited to navigate the 
“fitness landscape”. He mathematically proved that a mutation in a 
low-effect locus can have up to almost 50% of probability of having 
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a positive effect,  if its effect is infinitesimally  small.  Mutation in 
major-effect  loci,  on  the  other  hand,  had a  significantly  larger 
chance of being negative. 

Nevertheless, Fisher's geometric model did not take into account the 
effect of genetic drift.  In fact, Fisher did not consider that genetic 
drift  was  a  major  force  in  driving  evolution,  mostly  because  he 
developed  his  framework  much  before  the  advent  of  protein 
electrophoresis.  Although it  is true that  mutations in  minor-effect 
loci have a better chance of being positive,  they also have a larger 
probability of being lost, because their effect is not strong enough to 
overcome  the  barrier  of  genetic  drift.  In  his  book  The  Neutral  
Theory  of  Molecular  Evolution,  Kimura  noted  that,  in  Fisher's 
geometric model,  “even if a mutant had a 1% contribution to the 
fitness, the chance is only 2% that it will eventually spread through 
the population” ((Kimura 1984) , page 35).

The observation that most small-effect positive effect mutations are 
lost because of drift has an important consequence for the objectives 
of this thesis. In fact, if most minor-effect mutations are lost, then 
major-effect  mutations  acquire  more  importance  in  shaping 
evolution and genetic adaptation. In this context, a mutation having 
a  large  effect  has  a  higher  chance  of  being  fixed,  compared  to 
small-effect  mutations  that  can  be  lost  because  of  genetic  drift. 
Recent estimate predicted that, in order for a mutation to be fixed, 
the selection coefficient on it must be stronger than ~100/Ne, where 
Ne is the effective population size (Kelley et al. 2006; Teshima et al. 
2006; Akey 2009). These observations are useful in orienting us in 
our  search  for  signatures  of  genetic  adaptation  in  the  human 
genome,  as  they  open  the  theoretical  possibility  that  a  few 
large-effect  mutations  have  driven  genetic  adaptation  to 
environment in our species.

Neutralism and Selectionism

Kimura's  work  started another  debate  about  the  evolution  of  a 
genome:  the debate between selectionists and neutralists.  On one 
side,  neutralist proposed that  the majority  of mutations  that appear 
during the history of a species are neutral or deleterious, and that the 
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main force that drives the fixation of a mutation is random genetic 
drift. On the other side, selectionists, who continued Darwin's view 
on natural selection, proposed  that  beneficial  mutations  are  more 
common than neutral mutations, and that  most  mutations  become 
fixed because of natural selection.

The  debate  between  neutralists  and  selectionists  is  still  open 
nowadays. There are many evidences in support of both schools. In 
support of neutralists, there it is the evidence of a “molecular clock” 
of  evolution,  showing  that  among  species,  mutations  are 
accumulated at a constant rate. The molecular clock was discovered 
in the sixties by Zuckerkandl and Pauling (Zuckerkandl and Pauling 
1962;  Takahata  2007),  who,  studying  the  evolution  of  globin 
sequences among species,  observed that the number of amino acid 
changes that have taken place between pairs of globin sequences 
increases proportionally with the distance separating  two  species. 
The existence of a molecular clock supports the neutralist theory: if 
evolution  was  governed  by  adaptation  and  selection,  the  rate  of 
amino acid changes between species would not be so constant.

There  are  also  many  evidences  in  support  of  selectionists.  For 
example, it has been shown that a good portion (between 30% and 
90%) of nucleotide changes in the Drosophila genus become fixed, 
as they are beneficial (Andolfatto 2007; Shapiro et al. 2007; Wagner 
2008a). Another  study  has  found  that  57%  of  the  amino  acid 
substitutions in  wild mice can be explained by positive selection 
(Halligan  et  al.  2010).  Another  evidence  for  selectionism is  the 
presence of convergent evolution – if two species have evolved the 
same trait under two different evolutionary path, this suggests that 
there are evolutionary pressures  advantaging the evolution of the 
trait. 

Maynard-Smith: adaptive walks in the protein space

While the debate between neutralism and selectionism was taking 
place  in  the  1970s,  other  frameworks to  understand  genetic 
adaptation were proposed. In particular, one of these models was the 
concept  of  “adaptive  walks  in  the  Protein  Space”,  introduced by 
John Maynard Smith  in an article published in 1970.  This model 
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was unfortunately ignored for a few decades (probably eclipsed by 
the magnitude of the debate between neutralism and selectionism), 
and rediscovered only in the 1990s.

The  Protein  space  is  a  representation  of  all  the  possible  protein 
sequences  for a given region, produced by all the combinations of 
the 20 amino-acids for each position. For example, for a region of 
100  bases,  the  protein  space  is  composed  by  20100  sequences 
(Maynard Smith 1970)(Orr 2005).  Fisher and Wright had already 
proposed similar metaphors (e.g. Fisher's metaphor of the geometric 
model,  and Wright's fitness landscapes),  but these were based on 
genetic traits rather than sequences. Maynard-Smith was the first to 
introduce that  the space of all possible protein sequences is finite 
(although  very  large),  and  that  evolution  takes  place  within  this 
space of sequences (Orr 2005).

Genetic adaptive processes can be represented as “walks” within the 
protein space. Let's imagine that the environment in which a species 
lives is suddenly changed, so that the species has to evolve a new 
protein  sequence  of  optimal  fitness.  The  search  for  this  new 
sequence will be done through a walk in the protein space, in which, 
mutation after mutation, and generation after generation, the species 
will  gradually find new sequences.  Each individual of the species 
will  have  a  slightly  different  protein  sequence, until  one  new 
individual “discovers” the sequence that gives the optimal fitness. 

These adaptive walks in  the protein space can be represented as 
chains, or networks, of mutations, connecting all the intermediate 
sequences that are explored by the population. If we assume that at 
most one mutation takes place between two generations, then we 
will  be able  to represent  all  the sequences that have appeared at 
least  once  in  the  history  of  a  species  as  a  chain.  Quoting 
Maynard-Smith's  words, “if  evolution  by  natural  selection  is  to  
occur,  functional  proteins  [or  DNA  sequences]  must  form  a  
continuous network which can be traversed by unit mutational steps  
without  passing  through  non-functional  intermediates”  (Maynard 
Smith 1970). 
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Reconciling neutralism and selectionism

In  recent  times,  a  paradigm  to  resolve  the  conflict  between 
neutralism and selectionism has been proposed. This paradigm is 
based  on  a  derivation  of  the  concept  of  “adaptive  walks  in  the 
protein space” proposed by Maynard-Smith, and by the successive 
literature  on  the  topic.  Instead  of  representing  the  space  of  all 
possible proteins, these works are based on a representation of other 
systems, such as  all  the possible  RNA sequences, or  all  possible 
metabolic reactions. A more detailed description of these works will 
also be given later in this Introduction (page 40).

As  proposed  by  Maynard-Smith,  we  can  represent  evolutionary 
trajectories as chain of genotype sequences, which are occupied by 
the individuals of a species over many generations. In the literature, 
these chains  are  called  Genotype  Networks, or  Neutral  Networks, 
although  the  term Genotype Network is  more appropriate  in  our 
context, as we do not know a priori the fitness of the genotype. An 
example  of  Genotype  Networks  is  given  in  Figure  4,  in  which, 
starting  from the  orange genotypes  on the  left,  a  population  has 
evolved toward the genotypes in green, on the right.

One  important  observation  that  can  be  made  from  this 
representation is that neutral mutations can have, on the long run, a 
beneficial  effect.  In  fact,  even  if  a  mutation  does  not  give  an 
immediate advantage to the individual that carries it, it may “move” 
the population closer  to a  sequence of  higher  fitness,  raising the 
probability  that  one  descendant  of  the  individual  will  achieve a 
better fitted sequence. For example, in Figure 4, the blue sequences 
marked  as  “neutral”  do  not  give  any  selective  advantage  to  the 
individuals  who carry  them;  however,  these  mutations  allow the 
population to explore the genotype space, raising the probability of 
finding a beneficial mutation. The last of the blue sequences is only 
one mutational  step away from a beneficial  mutation (marked in 
red). 

Under this model, evolution proceeds by cycles of neutral evolution, 
in which neutral mutations are accumulated, followed by regimes of 
selection, in which only the beneficial mutations are fixed (Wagner 
2008a, (Manrubia and Cuesta 2010)).  During the phases of neutral 



INTRODUCTION    18

evolution, populations explore the sequences near to the  previous 
position of optimal fitness, in a random way. Although these neutral 
mutations do not give advantage to the individuals who carry them, 
they increase the genetic variability in the population, increasing the 
portion of space explored. When one of these neutral mutations gets 
close to a beneficial mutation, then a regime of selection may start – 
the  individuals  that  carry  the  beneficial  mutation  will  have  an 
advantage  over  the  others,  so  most  of  the  previous  “neutral” 
mutations will gradually disappear. 

This  network-based  framework  allows  us  to  understand  that  our 
definition of “neutral” mutation may actually be incorrect.  In fact, 
even if a mutation does not have an immediate beneficial effect, it 
may contribute to finding new optimal sequences. Thus, neutralism 
and  selectionism  may  be,  in  the  end,  two  aspects  of  the  same 
process (Wagner 2008a).

Figure 4: Andreas Wagner: adaptive evolution is governed by cycles of neutral  
evolution  and  positive  selection.  Genotypes  that  have  a  neutral  (or  even  
negative) on the phenotype can be beneficial if they move the population closer  
to a position of higher fitness. Image reproduced from (Wagner 2008a).
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So, how to detect genetic adaptation in the Human 
Genome?

As explained in  the  beginning of  this  Introduction,  this  thesis  is 
inspired by the question: how has our genome evolved, since we are  
humans? The previous sections resumed how the common view on 
the basis of genetic adaptation have changed, since Darwin's times. 
This  historical  introduction  is  useful  to  understand  what  can we 
expect  from  an  analysis  of  the  whole  genome.  Are  there  any 
signatures of genetic adaptation in the human genome?  If there are 
cases of genetic adaptation in the human genome, will they involve 
strong  signals  distributed  among  few  genes,  or  weak  signals 
distributed among many genes?

The debate between gradualism and  saltationism has given us one 
part of the answer. For many years, scientists have been convinced 
that genetic adaptation is governed by an accumulation of gradual 
changes  on  small-effect  loci.  However,  Kimura's  work  on  the 
Neutral  Theory  of  Evolution  suggested  that  most  mutations  on 
small-effect loci are lost because of genetic drift, and that mutations 
on major-effect loci may have a greater importance than what was 
expected before. The solution to this conflict stands probably in the 
middle: mutations on major-effect loci are important in adaptation 
to  an environment,  but  gradual  adaptation on small-effect  loci  is 
also involved.

On the other hand, the debate between neutralism and selectionism 
has  given  us  another  part  of  the  answer.  In  particular,  the 
network-based  reconciliation  of  these  two  views,  based  on 
Genotype Networks, proposes that evolution proceeds by cycles of 
neutral  evolution,  followed by regimes of positive selection.  The 
accumulation of neutral mutations is important in the search for the 
optimal  fitness,  and  even  mutations  that  have  a  (slightly) 
detrimental  effect  can,  on  the  long  run,  move  the  population 
towards positions of better fitness.

Part of this thesis is based on the hypothesis described above. In the 
following chapter, we will overview the cases of genetic adaptation 
known  for  the  human  species, identified  thanks  to  the 
methodologies described in the “Methods” section of this thesis. In 
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the next two chapters we will illustrate how we used network theory 
to 1) develop a framework in which we use biological pathways as a 
proxy to distinguish selection events on large or low effect genes, 
and 2) an implementation of Genotype Networks for human data.
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Known cases of positive selection and 
adaptation in the human genome

In recent times, the availability of large datasets of human genotype 
data allowed the identification of many examples of genes involved 
in positive selection events during our evolutionary history. Most of 
these  analyses  are  based  on  the  tests  described  in  the  Methods 
section of this thesis (page 58).

It  must be said that,  unfortunately,  most of  the literature on this 
theme diverge, and in many cases genes identified as being involved 
in  events  of  selection  in a  study are  not  confirmed  by  other 
publications  (Akey 2009).  These differences can be explained by 
the incompleteness of the dataset used, by different demographic or 
theoretical assumptions, or by a different power of the methods used 
to  identify  signals  of  selection  (e.g.  some  tests  are  better  at 
identifying recent complete or incomplete sweeps, while others are 
better at identifying ancient complete or incomplete sweeps). In any 
case,  there  is  an  agreement  on  a  number  of  events  of  selection 
events in the human genome.  The following sections will describe 
the most important of these cases, while some of these examples are 
also summarized in Figure 5. 

Figure  5: A summary of the loci under positive selection in human  
populations. Image taken from (Vitti et al. 2012)
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Resistance to Malaria and Infectious diseases

Infectious  diseases  and parasites  have  been  one  of  the  strongest 
selective pressures in the evolution of our species. The Black Death 
in the XIV century killed almost half of the population in Europe, 
while  malaria,  chagas,  tuberculosis,  and  many  others,  still  kill 
hundreds  of  thousands  of  people  every  year.  In  particular,  it  is 
believed that  the human species has been  particularly affected by 
infectious diseases,  because the development of urban centers, and 
the  switch  to  agriculture  and  domestication,  has  favored  the 
spreading  of  pathogens  (Wolfe  et  al.  2002;  Cagliani  and  Sironi 
2013).

The first person to propose that parasites and infectious diseases are 
a strong force  of selection in  human populations was the British 
scientist  John  Bunderson  Haldane.  In  an  article  in  the  1940s 
(Haldane 1949), Haldane observed that many blood-related genetic 
disorders,  such  as  sickle  cell  anemia,  and  many  forms  of 
thalassemia,  are prominent in regions were malaria is endemic.  To 
explain this observation, he proposed that the alleles associated to 
this  disease  may  have given  a  selective  advantage  against 
Plasmodium, the parasite  that causes malaria.  This hypothesis was 
confirmed  a few years later,  when it was discovered that the HbS 
allele  of  the  HBB gene,  associated  with  sickle-cell  anemia,  also 
provided resistance against this parasite (Allison 1954). 

In recent times, some new  analysis based on genome-wide scans 
have  confirmed  Haldane's  hypothesis  (Kwiatkowski  2005;  Hill 
2006;  Sabeti  2008).  In  fact,  genome-wide  scans  have identified 
signatures of selection, usually restricted to African populations, in 
some genes involved in interactions with the malaria parasite.  For 
example, the test XP-EHH (see Methods) gives a signal for positive 
selection in the Yoruba population for the genes HBB and HBD (see 
Figure  6 -  calculated  from  the  1000  Genomes  data,  in our 
unpublished  (Pybus  et  al,  2013,  unpublished.  See “List  of 
Publications”)).  The same test  shows a signature of selection for 
another gene,  the Duffy  antigen/chemokine receptor (DARC,  also 
known as FY or CD234), which encodes a membrane protein that is 
also the receptor for the malarian parasite  Plasmodium vivax (see 
Figure 7) (Sabeti, Varilly, et al. 2007). 
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Figure 7: Signatures of selection on the DARC gene in African populations.  
The top orange track shows the XP-EHH between YRI and CEU, while the  
bottom orange track shows the FST between YRI and CHB. Screenshot taken 
from  our  1000  Genomes  Human  Selection  Browser  (Pybus  et  al  2013,  
unpublished. See Appendix V).

Figure  6:  Signatures of  selection on the HBB and HBD genes in African  
populations.  The green track shows the XP-EHH scores for a comparison  
between  CEU  (Europeans)  against  YRI  (Africans)  populations.  The  blue  
track shows the XP-EHH for a comparison between CHB (Asian) and YRI  
populations.  Screenshot  taken  from  our  1000Genomes  Human  Selection  
Browser (Pybus et al, 2013, unpublished. See “List of Publications”).
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Lactose tolerance

Another  well  known case  of  adaptation  in  the  human  species  is 
lactose tolerance. In nature, most mammals cease the production of 
lactase, the enzyme for digesting lactose, after reaching adult age. 
However, certain human populations have developed  the ability to 
synthesize lactase even after the phase of lactation, therefore being 
able to drink milk even in adult age.  This adaptation to drinking 
milk has been explained by the domestication of cattle: the ability to 
digest an additional source of energy and proteins would have given 
a selective advantage to the first cattle breeder (Ingram et al. 2009).

The first  evidences for selection on the gene for the synthesis of 
lactase,  LCT,  date back to  (Cavalli-Sforza 1973). In recent times, 
(Bersaglieri et  al.  2004) found the presence of an unusually long 
haplotype  in  Northern  European  populations.  This  haplotype 
includes two alleles known to be clinically  associated with lactose 
tolerance; moreover, estimates based on decay of haplotypes date its 
appearance  to  about  10,000-15,000  years  ago  (Bersaglieri  et  al. 
2004),  which  is  compatible  with  the  earliest  archaeological 
evidences for cattle domestication. Evidences for selection on LCT 
have been confirmed by other genome-wide scans for selection.  In 
(Nielsen et al. 2005), an application of the CLR test (see Methods) 
on  the  whole  Hapmap  data  identified  a  signal  on  LCT  as  the 
strongest evidence for selection in European populations.

Skin pigmentation

Skin  pigmentation,  as  well  as  hair  and  eye  pigmentation,  is  an 
important  factor  in  the  adaptation  to  the  environment.  Since 
pigmentation  is  involved in  the  protection  against  UV light  and 
vitamin D synthesis,  it is a good candidate for showing variability 
between populations that adapted to live in different climates. Many 
examples of genes under selection have been found among those 
associated to skin, hair, and eyes pigmentation;  a recent review on 
this theme is (Sturm, 2009).

Skin and hair pigmentation is mostly determined by the amount and 
type of melanin  pigments (Matts  et  al.  2007).  The production of 
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melanin occurs in a specialized organelle called melanosome, and it 
is dependent on the concentration of Calcium and on the pH. One of 
the key genes involved in the production of melanine is TYR, which 
catalyzes the first two steps in the melanin synthesis pathway; while 
two other key genes, TYRP1 and DCT, have been show to alter the 
biochemical properties of melanin. Evidences for selection in  TYR 
have been found in European populations, analyzing the Hapmap II 
data (Norton et al. 2007), while evidences for selection in DCT have 
been found in Chinese populations  (Myles et al. 2007),  suggesting 
that light skin pigmentation evolved as separate events in these two 
populations. 

Other genes involved in the production of melanin, and known to be 
under  selection  in  a  human  population,  are:  SLC24A5,  OCA2,  
SLC45A2, MC1R, KITLG, EGFR, DRD2, PPARD, ASIP (Soejima et  
al. 2006) (Izagirre et al. 2006). The product of SLC24A5 is a carrier 
involved  in  the  regulation  of  calcium inside  the  melanosome;  a 
polymorphism in  the  coding  sequence  is  nearly  fixed  for  the 
ancestral  allele  in  African  and East  Asian  populations,  while  the 
variant allele is nearly fixed in European populations  (Lamason et 
al.  2005).  The  product  of  OCA2  regulates  the  pH  in  the 
melanosome, and this gene is known to be associated  to a type of 
albinism (hypopigmentation). It is also known that the OCA2 locus 
accounts for 74% of the variation in human eye color,  and three 
SNPs within this gene have the highest statistical association with 
blue/non-blue eye color. Other evidence supporting the hypothesis 
of selection in this locus is that it is located in a very long haplotype 
with diminished heterozigosity in the genome of modern Europeans 
(Duffy et al. 2007).
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Network Theory applied to Population 
Genetics: the Pathway Approach

The previous section described some cases of genetic adaptation to 
new environments  in  the human genome.  The existence of  these 
cases of selection  seems to  contrast with  the “gradualist” view, in 
which  genetic  adaptation  is  driven  by  mutations  fixed  on 
large-effect  loci.  If  gradual  evolution  was  the  strongest  force  in 
shaping adaptation  in  the  environment,  we should  not  expect  so 
many cases of positive selection.

Nevertheless,  we  must  take  into  account  that  the  current 
methodologies  to  identify  patters  of  genetic  adaptation  are  not 
powerful enough to detect the small “gradual” mutations predicted 
by pure gradualism.  The  current methodologies,  described in  the 
Methods section of this thesis, can only  identify  signals of  strong 
selection  sweeps  occurred  in  a  population.  Smaller  signatures  of 
selection,  such  as  those  predicted  by  gradual  adaptation  to  the 
environment,  are  covered  by  errors  in  the  sequencing  steps,  by 
wrong  demographic  models,  and  by  background  variation. 
However, it may be wrong to conclude that genetic adaptation to 
new environments in the human species has been governed by  a 
“non-gradualist”  rule:  we  can  only  conclude  that  our  current 
methods are not powerful enough to detect gradual adaptation.

As a way to improve this situation, in this thesis we worked on  a 
framework to study how the signals of selection detected by current 
methods are distributed within a biological pathway.  Since  all the 
genes  of  a  biological  pathway  contribute  to  the  same  trait,  it  is 
reasonable to assume that, if a phenotype is selected for giving an 
advantage to the fitness, then the signals of selection predicted by 
gradualism will  be  distributed among the genes of the pathway.  If 
gradual  adaptation  really  occurs,  then  the  signatures  of  selection 
predicted should  be distributed among the genes  involved  in  the 
pathways that contribute to the trait.

We refer to this methodology as the Pathway Approach. Explained 
in  more  detail,  in  the  Pathway  Approach  we  make  use  of  the 
annotations  available  on  biological  pathways  in  the  current 
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databases, and we construct a network representation of a biological 
pathway.  Then,  we use  the  network  centralities  described  in  the 
Methods section of this thesis  to  attribute a score of importance to 
each  gene  in  the  pathway.  These  scores  are  combined with  the 
results  obtained  in a  scan  for events of selection in  the genome, 
allowing to determine if genes  in key positions of a pathway are 
more  or  less  prone  to  be  involved  in  selection  processes.  If  we 
understand how signals of selection are distributed in a pathway, we 
can improve our ability to detect the smaller selection events, by 
giving a weight to the signals detected dependent on the importance 
of the gene in contributing to the trait.

The Pathway Approach: theory and hypothesis

Figure 8 shows a network representation of a hypothetical pathway 
of genes.  Each node of the  network  represents a  gene,  and each 
edge  represents  that  the  two  genes  connected  share  a  common 
reaction. The same representation could be applied to other types of 
pathways  (physical interactions, phosphorilation cascades, etc..) but 
in this thesis we focused only on metabolic interactions.

For each of the genes represented in  Figure 8, we can calculate at 
least  two  parameters:  its  position  in  the  network,  and  its  node 
degree. The position of a gene corresponds to how many genes act 
before it: for example, the gene  labeled “A”, pointed by the label 
“upstream” in the figure, has a position of 1, as there are not genes 
acting before it. The degree of a gene corresponds to the number of 
gene to which it interacts. For example, the node labeled as “E” in 
the figure has a degree of 4, as it interacts with 4 other genes (one 
upstream and three  downstream).  The “Methods”  section  of  this 
thesis  describes  other  parameters  that  can  be  calculated  in  a 
network, but here we will describe only the position and the degree.

Our hypothesis is that the probability of observing a strong selection 
signal  on  a  gene  should  depend  on  the  importance  of  the  gene 
within the pathway. This is because the combined effect of being a 
beneficial mutation and of occurring in a key gene will amplify the 
overall impact of the mutation. This hypothesis is also visualized in 
Figure  8,  in  which  the  intensity  of  the  color  represents  the 
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probability  of  finding  a  strong  signal  of  selection  on  the  gene. 
Darker nodes indicates a higher probability of finding a selective 
sweep,  while  lighter  nodes  indicate  lower probability. It  must be 
noted that, as will be explained in the next section, a similar pattern 
can be expected for purifying selection.

More precisely, genes in upstream positions of a pathway, and genes 
that have a higher number of connections (higher degree), should be 
more likely to show strong selective signals than other genes.  If a 
gene has many connections, then a beneficial mutation occurring on 
it will have effect on a higher number of other genes. For example, 
in Figure 8, if gene E (which has many connections) is affected by a 
mutation  that  improves  the  efficiency  of  the  reaction  that  it 
catalyzes on it, then also the reactions controlled by F, G, H, and I 
will be influenced. Thus, the global impact of a beneficial mutation 
on  gene  E  will  be  higher,  increasing the  probability  of  that  the 
mutation passes the barrier of genetic drift, and becomes retained in 
the population.

On the  contrary,  a  beneficial  mutation  occurring  in  genes in  the 
periphery of the pathway, or in  genes that  have  few connections, 
will have a lower effect on the phenotype. For example, a beneficial 

Figure 8:  Schematic representation of  a biological pathway.  
Each node represents a gene, and each edge represents an  
interaction  between  two  genes,  such  as  a  substrate  in  
common or a physical interaction.



29    INTRODUCTION

mutation that increases the efficiency of gene I may not have a great 
impact  on  the  fitness,  since  this  gene  is  in  the  periphery  of  the 
pathway. Thus, the overall effect of the mutation will be lower, and 
the probability of losing it  for genetic drift  will  be higher  (these 
concepts are broadly inspired from (Hartl et al. 1985)).

The pathway approach, for purifying selection

It  is  important  to  note  that the  same  patterns  proposed  in  the 
previous  section  for  positive  selection  can  also  be  applied  to 
purifying selection. In fact, genes in key position of a pathway will 
also be subject to stronger selective constraints, as a mutation on 
them may have larger impact. In this case, the strength of purifying 
selection would show a similar patter than positive selection: only 
that the genes that we expect to be more likely to show signals of 
selection, will be more likely to be conserved. 

More precisely, genes in the upstream positions of a pathway  can 
also  be  expected  to  be  more  selectively  constrained,  because  a 
deleterious mutation on them would have an effect on the whole 
pathway downstream. In fact, if a deleterious mutation happen in 
the gene A in  Figure 8, the function of all  the other genes in the 
pathway (B, C, …, I). On the other hand, if a mutation appears on 
the most downstream position of the pathway, such as the position 
“I”, the function of the most of the other genes in the pathway (for 
example, “C”, “D”, “G”, “H”) will not be affected. So, we expect 
that  genes  in  “upstream”  positions  of  a  pathways  to  be  more 
conserved and less prone to be involved in positive selection events. 

Similarly,  genes  that  have  a  high  number  of  interactions  (high 
degree), should also be more conserved than the other genes. The 
higher the number of interactions of a gene in a network, the higher 
is the probability that a deleterious mutation will have a lethal effect 
on  the  phenotype.  For  example,  a  mutation  in  the  gene  “E”, 
highlighted as “Higher  Degree” in the figure, will affect the three 
genes downstream of it. A mutation in the genes “C” or “D”, which 
are at  the same relative  position as  “E”,  will  not  have  the same 
effect on the phenotype.  So, we expect that genes having a high 
degree are also more conserved among species and less prone to be 
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involved in positive selection events.

Previous Literature on the “Pathway approach” between species

Prior to the work done during this thesis, there it was little literature 
on the correlation between pathway structure and selection  at the 
level of intra-species variation.  This topic was  better characterized 
at  the  level  of  divergence  between  species: in  fact,  most  of  the 
works  from which we took inspiration for  this thesis  are based on 
inter-species comparisons.

It  must be said that there is an important difference between the 
methods  that  can  be  applied  to  study  evolution  at  the  level  of 
species, and the methods within species. Most of the methods used 
to study the evolution of a gene  between  species focus on finding 
purifying  selection,  while  most  of  the  methods  for  intra-species 
variability,  comparing  populations, focus  on  identifying  positive 
selection and adaptation.  One reason of this difference is that  the 
studies  on  intra-specific  variation  are  usually  based  on  Single 
Nucleotide Variant (SNVs) datasets - and, since SNVs are markers 
selected for being the most variable positions among individuals of 
a population, they are not well suited to detect purifying selection. 
On the other hand, when analyzing inter-species data, we can use 
the  McDonald/Kreitman  test,  which compares  the  ratio  of  non 
synonymous  and  synonymous  mutations,  to  find  regions  that 
evolved under positive and/or purifying selection.

When looking at conservation between species, the current literature 
indicates that upstream genes have a tendency to evolve slower than 
those  downstream.  The  first  work  on  this  topic was  made  by 
(Rausher  et  al.  1999) on the  anthocyanin pathway in plants  (see 
Figure  9). The  anthocyanin  pathway is  a  very  simple  and linear 
pathway,  composed  by  6 enzymes  that  catalyze  consecutive 
reactions.  The authors found a gradient of selective constraints, in 
which genes upstream are more conserved,  and genes downstream 
were proportionally less conserved. 

Many successive works confirmed that  upstream positions  have a 
tendency to be more conserved than downstream positions, although 
with some exceptions (Alvarez-Ponce et al. 2009; Alvarez-Ponce et 
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al. 2011). This pattern was found for the Ras pathway (Riley et al. 
2003), the terpenoid biosynthesis pathway (Ramsay et al. 2009), the 
gibberellin pathway (Yang et al. 2009), the carotenoid biosynthesis 
pathway  (Livingstone and Anderson 2009), and confirmed for the 
anthocyanin pathway again  (Lu and Rausher 2003).  In particular, 
one of these articles (Ramsay et al. 2009) introduced a novel way to 
count the position of a gene in a pathway, counting only the branch 
points.  It  must be noted that a recent study has found that when 
factors such as gene expression and connectivity are taken in into 
account, such polarity is not observed, at least in the human signal 
transduction network (Alvarez-Ponce 2012).

Apart from the works on pathway position, some literature analyzed 
the correlation between the number of connections (the Degree) and 
conservation.  One  of  the  first  works  on  this  direction  has  been 
(Fraser et al. 2002), in which the authors showed that genes having 
more  connections  in  S.  cerevisiae are  also  more  evolutionarily 
conserved. This article opened to a debate in the literature, in which 
(Jordan et al. 2003) proposed that the results by (Fraser et al. 2002) 
were due to false positives in the protein-protein interaction dataset 
used, and to which Fraser answered with a more complete analysis 
(Fraser et al. 2003).  In general,  the current view is that there  is a 
correlation between number of interactions and conservation,  both 
at the level of the interactome (e.g (Bloom and Adami 2003; Fraser 
and Hirsh 2004),  and at the level of the metabolome (Vitkup et al. 
2006),  although,  there  are  still  concerns  about  the  experimental 
techniques used to reconstruct the network (Shen et al. 2007).
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Figure  9:  Structure  of  the  Anthocyanin  biosynthesis  pathway,  taken  from 
(Rausher et al 1999). This pathway shows a gradient of conservation, in which  
upstream genes are more conserved than downstream genes.
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The Pathway Approach: pathways or metabolome? 

One of the major difficulties  in developing a “Pathway Approach” 
is that the status of annotations of pathways in databases is still not 
complete.  We  have  annotations  for  a  portion  of  the  whole 
“metabolome”, but most of the metabolic reactions occurring in our 
cells  have not been characterized yet.  This is particularly true for 
the  human  species,  in  which  most  reactions  can  not  be 
experimentally  verified.  It  is  possible  that  in  the  future  our 
knowledge  of  the  whole  metabolome will  increase,  but  for  the 
moment,  developing  a  Pathway  Approach  on  the  whole  set  of 
interactions is sensitive to including too many incorrect and missing 
annotations.

Following  this  reasoning,  we  decided  to  develop  our  “Pathway 
Approach” by starting from the bottom. We started first by focusing 
on small pathways, using only those that  are better annotated.  The 
knowledge gained by analyzing smaller systems will be useful to 
study  the  whole  metabolome,  once  the  annotations  will  become 
sufficiently reliable. In our particular case, we decided to focus only 
on one pathway, the one for Asparagine N-Glycosylation.

The pathway of Asparagine N-Glycosylation

Asparagine  N-Glycosylation  is  one of the most common forms of 
modification for proteins in the cell surface (Apweiler et al. 1999). 
In  N-Glycosylation,  a  sugar  called  N-Glycan  is  attached  to  an 
Asparagine  amino-acid  of  an  unfolded  protein.  This  form  of 
modification  is  almost  ubiquitous  in  our  cells:  to  describe  the 
importance  of  this  form  of  modification  in  our  body,  we  can 
imagine that the surface of  each cell  in  our body as  a  forest,  in 
which membrane proteins are the trees, and N-Glycans are the leafs. 

The pathway  that  synthesizes the  N-Glycan  attached  during  the 
N-Glycosylation  process  is  well  characterized  in  the  scientific 
literature.  The main reason why this pathway is well characterized 
is that this pathway has a great importance in the biotechnological 
industry. The system of N-Glycosylation in yeast is more primitive 
than  the human,  and many drugs produced in yeast need a further 
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N-Glycosylation processing in order to be efficiently assimilated by 
the human body. Thus, this pathway has been studied since the early 
70's, and today almost all the reactions and genes involved in it are 
well characterized. 

Asparagine N-Glycosylation is  a  very  conserved pathway among 
species.  In  fact,  almost  all  eukaryotic  organisms  use  the  same 
enzymes  and  the  same  process  to  produce  the  N-Glycan.  The 
enzymes for the first steps of this pathway are conserved from yeast 
to human, while only the last processing steps differ. In one of the 
works produced in this thesis we analyzed the conservation of these 
genes among primates, and we observed that the genomic sequences 
of these genes are quite well conserved (Appendix I). 

One important function of N-Glycosylation is the control of protein 
folding.  One intermediate product  of this  pathway, the N-Glycan 
precursor,  is  used  as  a  label  to  distinguish  proteins  that  have 
achieved  proper  folding  in  the  Endoplasmic  Reticulum.  The 
N-Glycan precursor is attached to secreted and membrane proteins 
while  these  are  still  being  translated  and  translocated  in  the 
Endoplasmic Reticulum. If  a  protein does not achieve the proper 
folding  after  a  certain  time,  the  N-Glycan  is  modified  in  a 
characteristic  way.  The  degradation  system  interacts  with  the 
N-Glycan attached to a protein, and, according to the structure of 
this sugar, either degrades the protein, or it translocate it to the next 
processing steps (Caramelo and Parodi 2008).

Apart  from  increasing  the  stability  of  membrane  proteins, 
Glycosylation has a key importance in the immune system.  Each 
protein on the surface of a cell must expose an individual-specific 
repertoire of Glycosylation modifications. This repertoire is used by 
the  immunity  system,  to  distinguish  the  cells  of  the  body  from 
pathogens and other  intruders;  in fact, a pathogen must mimic the 
characteristic repertoire of Glycosylation in order to survive in the 
host. This fueled the hypothesis that the downstream part  of this 
pathway, involved in the diversification of the sugars that end on the 
cell  surface,  but  not  in  the  protein  folding  quality  control,  is 
involved in adaptation to environments in which certain pathogens 
are endemic (e.g. (Green et al. 2007; Paulson 2007; Inforzato et al. 
2012)).  (continues in the next pages)
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Figure  11: Upstream part of the N-Glycosylation pathway.  Image taken from 
(Varki and et al)

Figure  12:  Simplification of  
the  downstream  part  of  
N-Glycosylation  (only  some 
reactions  are  shown).  This  
part is a complex network of  
metabolic  reactions.  Image 
taken  from  (Hossler  et  al.  
2006)

Figure  10:  The  same  protein  can  have  a  different  forms  of  Glycosylation,  
depending on cell type and conditions.

Protein A on 
an  
eritrocite

Protein A on a 
epithelial cell

Protein A on 
a dead cell
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Similarly, Glycosylation is also important for the development of 
tissues:  each  tissue  has  a  specific  repertoire  of  Glycosylation 
modifications, which are used by the neighbor cells to identify the 
type of the cell that exposes them  (see  Figure 10).  Probably as a 
consequence  of  this  function,  most  genes  of  this  pathway  are 
associated  to  congenital  disorders,  related  to  brain  and  tissue 
development. In particular, the genes in the first processing steps are 
all related to at least one severe congenital disorder  (Haeuptle and 
Hennet 2009; Jaeken 2010). 

In  this  thesis,  we  present  three  works  on  the  N-Glycosylation 
pathway. The first is a model that we presented to the Reactome 
database, and is described in chapter “Results 1”. The second work 
is  an  analysis  of  the  intra-specific  variation  in  this  pathway  in 
human  populations.  This  work,  which  is  presented  in  chapter 
“Results  2”,  describes  how  this  pathway  can  be  split  into  tow 
halves, each one exposed to different evolutionary constraints. The 
third work is an analysis of adaptive selection  of this pathway in 
primates, and is described in Appendix I.
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Status of Pathway Annotation in databases

Our  work  on  developing  a  Pathway  Approach  has  met  with  an 
unexpected difficulty: the status of the annotation of pathways in 
databases.

Unfortunately, the problem of pathway annotations in databases is 
serious.  During this  thesis  we have lost much time in dealing with 
annotations of pathways in databases. Any person who would spend 
more than a few months of time in checking a pathway in a database 
would  know that much time  and careful revision  is needed  before 
using any data from it. 

After  almost  one  year  spent  in  annotating  the  N-Glycosylation 
pathway, we found that there were many mis-annotations in other 
databases  related  to  this  pathway.  We  reported  some  of 
theseannotations  in  a  short  letter  to a  peer  reviewed journal  (see 
Appendix  II).  In  particular,  in  this  paper  we  highlighted  the 
problems  found  in  three  major  databases:  Gene  Ontology,  a 
database  for  terms  annotations;  String,  a  database  for 
computationally  predicted  pathways;  and  KEGG/Pathways,  a 
database of manually annotated metabolic pathways.

Figure 13 shows an example of the errors we found for this pathway 
on the Gene Ontology (GO) database. In this case, when using Gene 
Ontology, we found that the term N-Glycosylation was used with an 
ambiguous meaning.  The  same  term was used to  indicate all  the 
proteins that participate in the metabolic pathway that produces the 
N-Glycan  sugar,  and  also  used  some  proteins  that  are  target  of 
N-Glycosylation.  This  was  an  ambiguous  annotation,  because 
proteins like membrane receptors  that do not have any enzymatic 
activity  were  confused  with  proteins  in  the  N-Glycosylation 
pathway.  After  contacting  the  Gene  Ontology  customer  services, 
they confirmed us that almost half of the annotations for this term 
were wrong, and they fixed the problem in the subsequent release.

Figure 14 shows a case of mis-annotation from the String database. 
In this  case,  the gene “ALG2” (Asparagine Linked Glycosylation 
gene  2)  was  merged  with  a  similarly  named  gene,  ALG-2 
(Apoptosis  Linked  Gene  2).  Thus,  the  interactions  annotated  for 
“ALG2”  and  “ALG-2”  were  mixed  together,  generating  a  very 
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wrong  network  for  N-Glycosylation,  in  which  tumor-associated 
transcription  factors  in  the  nucleus  interacted  directly  with 
N-Glycosylation  enzymes  in  the  Golgi.  Another  similar  problem 
was found for ALG11.

Finally, Figure 15 shows an example of mis-annotation found in the 
KEGG-Pathways  database.  In  this  case,  we  discovered  that  the 
pathway for N-Glycosylation was only partially annotated, and the 
downstream part, including about 30 genes, was missing. Moreover, 
an important branching point in the pathway was annotated in the 
wrong position, about 2 positions downstream of what was known 
in the literature. 

These  errors  that  we found in  the  annotations  underline  that  the 
databases of pathways and interactomes are useful only for having a 
general picture of the structure of a pathway.  These resources are 
very good for having an overview of which genes are involved in a 
pathway, and which interactions occur between genes in a pathway; 
however, they require a degree of manual revision in order to be 
useful.  Moreover,  trying  to  use  these  resources  for  a  large  scale 
study  on  the  metabolome or  the  interactome will  be  very  risky, 
because many small errors and mis-annotations will accumulate and 
influence the results.

Figure  13: Mis-annotation of the term "N-Glycosylation" in Gene Ontology.  
When we worked  with  the  N-Glycosylation  pathway in  GeneOntology,  we  
found that the same term referred to two different processes: the synthesis of  
the  N-Glycan  precursor  (figure  on  the  left),  and  N-Glycosylated  proteins  
(figure on the right)
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Figure  14: 
mis-annotation of the  
ALG2 gene in String.  
The  annotations  for  
the  ALG2  gene 
(Asparagine  Linked 
Glycosylation  2)  
were merged with the  
annotations  for  the  
ALG-2  gene 
(Apoptosis  Linked 
Gene – 2). Moreover,  
many  known 
interactions of ALG2 
were  missing  when 
this  screenshot  was 
taken.

Figure  15: Detail  of mis-annotation of  the N-Glycan precursor biosynthesis  
pathway  in  KEGG.  The  tri-furcation  point  should  be  before  MAN2  (blue  
arrow) while in KEGG it was annotated after MGAT2 (red arrow). 
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Network Theory applied to Population 
Genetics: the Genotype Network 
approach

As explained in the first part of this Introduction, the neutralist and 
the selectionist  views can be reconciled if  we adopt  a “network” 
based  representation.  If  we  study  how  populations  explore  the 
Protein Space through “adaptive walks”, we can see how adaptation 
is governed by cycles of neutralist  changes, in which the genetic 
variability is increased, followed by cycles of positive selection, in 
which positions of local fitness are improved.

During  this  thesis,  we  took  inspiration  from  Maynard-Smith's 
metaphor of the protein space to develop a new method to study 
genetic  variability  within  populations.  Instead  of  analyzing the 
space of protein sequences, we focused on all the possible Single 
Nucleotide  Polimorphisms  genotypes  that  can  be  observed  in  a 
population.  Therefore,  we  study  the “Genotype Space”  of human 
populations,  while  the  network  of  all  the  genotypes  that  are 
explored in a population is called the “Genotype Network” of that 
population.  The  chapter  “Results  3”  of  this  thesis  describes  the 
manuscript that presented this method to the scientific community.
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The Genotype Networks method: definitions

The  method  of  the  “Genotype  Networks”  is  better  explained  by 
making an example of how  we have  implemented  the method  for 
human  sequencing  data. Moreover,  to  explain  it,  it  is  better  to 
concentrate on a small region of the genome, as the Genotype Space 
for the whole genome would be too big to be represented. Thus, let's 
imagine that our objective is to study how a population has explored 
the  space  of  a  region  composed  by  5  Single  Nucleotide 
Polimorphisms or Variants (SNVs).

For a region of 5 SNVs, we can represent the space of all possible 
genotypes as a graph, in which each node is a possible  genotype, 
and two nodes are  connected if  they share only one mutation of 
difference. Figure 16 below shows a representation of the Genotype 
Space for a region of 5 SNV.  In mathematical terms, this graph is 
known as a “Hamming graph”. 

On top of the graph of the Genotype Space represented in Figure 16, 

Figure  16: The Genotype Space of 5 loci, represented as a Hamming  
graph.
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we can highlight  all  the nodes that  are  effectively observed in  a 
given population. For example, in Figure 17, all the nodes in green 
represent  the  haplotypes  that  are  observed  in  a  population.  For 
similarity with the literature in Systems Biology, we define that the 
subgraph in  green,  representing  all  the  haplotypes  observed in  a 
population, is the “Genotype Network” of that population.

In theory,  if  there is  no selection,  and there are  no demographic 
limitations,  a  population  can  be  expected  to  explore the  whole 
Genotype Space. Figure 18 illustrates this concept. After a sufficient 
number of generations,  a population will occupy the whole space, 
and the Genotype Network would overlap the whole space.

Nevertheless, in empiric data, we usually observe a situation similar 
to Figure 17 rather than Figure 18. Populations usually explore only 
a  portion  of  the  space,  and not  all  the  nodes  are  occupied.  Our 
manuscript, included in Results 4, illustrates how we used network 
theory  to  mathematically  describe how  human  populations  have 
explored the Genotype Space.
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Figure  18:  Under  no  demographic  model  and  no  selection  pressures,  a  
population should occupy the whole Genotype Space.

Figure 17: Definition of Genotype Network. All the haplotypes observed in a  
population are marked in green. We define that the subgraph of green nodes  
is the "Genotype Network" of that population.
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Other applications of the Genotype Space method in 
Systems Biology

The method of the “Genotype Networks”, and of the representation 
of the genotype space, is very flexible and has been applied to many 
other systems. In general, Genotype networks are used in the field 
of Systems Biology to determine the ability of a system to reach 
new innovations.  Genotype Networks have been used to determine 
how many mutational steps are needed to convert an RNA sequence 
to another having a different function, and to determine how much 
the metabolic network of a species is robust to the loss or gain of 
enzymes.

One  important  difference  between  our  implementation  of  the 
Genotype Network method and the application in Systems Biology 
is that we do not use any information on the phenotype. Since we do 
not have much information on the phenotype for human populations 
yet,  we limited our method to study only the  genetic  variability. 
More  precisely,  the  phenotype  that  we  are  studying  is  just  the 
“viability of a genotype, or its presence in real data.  In any case, 
comparing  our  implementation  with  other  applications  of  the 
method to other systems can help understand the method.

Lessons from Metabolic Networks

One system to which the method of Genotype Networks has been 
applied is the evolution of metabolic networks  (Samal et al. 2010; 
Dhar et al. 2011; Matias Rodrigues and Wagner 2011). In this case, 
the objective of the study was to determine how many enzymes can 
be lost (or gained) in a microbial species, without altering the ability 
to survive under a given environmental condition.  Moreover, these 
applications allowed to study how many mutations are needed for 
an organism to evolve the ability to survive to another environment 
– more specifically, the ability to survive in a different medium.

In the case of metabolic networks, each node of the space is a string 
of binary numbers, in which each locus represents the ability of a 
bacterial organism to produce a series of enzymes. The symbol “1” 
means that the organism is able to produce a certain enzyme, while 
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“0” means that it can not synthesize it. For example, an organism 
having a genotype of “11000” would be able to synthesize the first 
two enzymes  included in the analysis, but not the other three.  The 
genotype  “00000”  would  not  be  able  to  synthesize  any  of  the 
enzymes studied.

The  conclusions  obtained  from this  application  of  the  Genotype 
Network method is that metabolic networks are quite plastic, in the 
sense that they are able to withstand many changes without altering 
the function  (Matias Rodrigues and Wagner, 2011). The metabolic 
network of an organism can be mutated almost to 70% of reactions, 
and still preserve the ability to survive on a given sugar as the only 
source of carbon (this would correspond to Genotype Networks that 
have  a  large  Diameter).  This  is  an  important  property  of  how 
metabolic  networks  evolve,  because  it  means  that  a  species  can 
withstand many “neutral” mutations, and navigate a large portion of 
the space of all possible metabolic networks, without changing the 
phenotype.

Lessons from evolution of RNA sequences and structures

Another application of the Genotype Network has been the study of 
evolvability  in  RNA sequences,  with  respect  to  their  secondary 
structure  (Schultes and Bartel 2000; Wagner 2008b).  In this case, 
the  objective  of  the  study  was to  determine  how much  a  RNA 
sequence can be changed, without altering the secondary structure. 
Moreover, this application allows to study how many mutations are 
needed to evolve a new RNA fold, having different function, from 
another.

In the case of RNA sequences, each node of the network represents 
a possible RNA sequence, and each Genotype Network represents 
the  set  of  sequences  that  have  the  same  fold.  Thanks  to  this 
representation,  it  is  possible  to  study if  a RNA fold is  robust to 
mutations (Average Degree),  and also how heterogeneous are the 
sequences that correspond to the same fold. Moreover, it is possible 
to compare two different RNA folds, and see how many “neutral” 
mutations are needed to evolve one from the other, and how many 
paths there are between two folds.
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One of the conclusions of this application of Genotype Network is 
that  the  sequence  of  a  RNA  molecule  can  be  changed  quite 
dramatically, without altering the fold  (see  Figure 19).  Thus, most 
mutations are “neutral” with respect of the effects on the RNA fold, 
to  the point that we can mutate all the  positions of the sequence 
without  altering  the  secondary  structure.  This  plasticity  of  RNA 
folds to mutations is an important property in determining how the 
space  of  all  RNA sequences  is  explored,  because  it  allows  the 
accumulation of many neutral mutations, which improve the search 
for new folds and functions.

Another  result  from  this  application  is  that RNA folds  can  be 
classified into two groups: a class of “major” RNA folds, which can 
be  accessed  by  the  majority  of  RNA sequences,  and  a  class  of 
“minor” folds, which can be produced only by few RNA sequences. 
We  can  hypothesize  that  the  search  for  new  RNA folds  occurs 
mostly within the folds of the “major” class, which can sustain a 
higher  number  of  mutations  without  altering  the  secondary 
structure.  The “minor” folds are found mainly thanks to the search 
for new folds that takes place within the class of “major” folds. 
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Contributing to the Bioinformatics 
community

The field of Bioinformatics is at the edge between two very vast and 
important  fields:  Biology  and  Computer  Science.  As  such, 
developing a good skills sets in Bioinformatics requires very hard 
efforts. To be a full status bioinformatician, a person must acquire a 
good competence in Biology, which itself can take years to achieve; 
and  at the same time, he or she must also achieve good skills in 
Computer Science, which can also take years to obtain. 

The  situation  is  made  worse  by  the  fact  that,  as  new 
high-throughput  technologies  are  developed,  science  is  moving 
toward a more computational approach.  Modern scientists have to 
invest  more  time  in  developing  computational  skills,  rather  than 
laboratory  skills. Some scientists  are  taken  in  the middle  of  this 
revolution: they developed skills for producing data in laboratories, 
and now they need to  switch their  knowledge toward the use of 

Figure 19: evolutionary innovations in RNA folds. The sequence of a RNA  
molecule  can  be  mutated dramatically,  without  altering  the  secondary  
structure. In this extreme case, all the positions have been mutated, but the 
secondary fold is the same. This plasticity of RNA structure to mutation is  
an important property for the exploration  and finding  of new RNA folds.  
Image taken from the eteRNA video game (http://eterna.cmu.edu/web/ )

http://eterna.cmu.edu/web/
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computational tools, and they have to achieve good programming 
skills in a short time.

Given  these  premises,  it  is  clear  that any  person  working  in 
bioinformatics  must  contribute  to  reduce  the  gaps  between 
computational and experimental science. We need to make it easier 
for  scientists  trained  in  the  lab  to  get  in  contact  with  computer 
programmers,  and  vice-versa.  In  this  context,  it  is  important  to 
communication between these two fields easier.

During this thesis, we presented two works on the line of improving 
communication between Biology and Computer  Science.  Both of 
these publication are related to Biostar, an online community where 
Bioinformaticians can ask technical questions on tools used in the 
field,  exchange  opinions  on  the  quality  and  status  of  online 
resources and databases, and discuss about the methodology of how 
to do science. 

The  first  of  these  publication  is  the  paper  where  we  presented 
Biostar  to  the  rest  of  the  scientific  community.  When  Biostar 
reached a critical mass of users and activity, we decided to publish a 
paper into a proper journal, to reach a wider audience. The second 
of these publications is paper that came our after a discussion on 
Biostar, and that aims at improving the quality of the discussions on 
online forums for bioinformatics. 
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Figure  20: Screenshot of Biostar, an online resource for questions and answers  
related to Bioinformatics, developed as a side project during this thesis.
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What is a network?
A network is a mathematical entity in which a set of objects, called 
nodes or vertices, are connected together. The connections between 
nodes are called edges, and each edge represent the existence of a 
relationship between the two nodes connected. For example, Figure
25 shows a simple network, composed by seven nodes (A, B, C, D, 
E, F) and six edges.

Network  Theory  is  the  science  that  studies  the  application  of 
networks to different disciplines, such as biology, social sciences, 
programming,  and  physics.  Thanks  to  network  theory,  we  can 
represent complex systems, such as social networks or the spreading 
of a disease, and identify elements that have an importance for the 
flux of information within it.

In  this  thesis,  we  applied two  new  approaches  to  study  human 
variation,  both based on applications of the Theory of Networks. 
The  first  approach  is  based  on  a  network  representation  of 
biological pathways,  to understand if genes in key positions of a 
pathway are more or less likely to show signatures of selection. The 
second  approach  is  based  on  a  network  representation  of  how 

Figure 21: Simple example of a network.
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populations explore the genotype space, to understand the impact of 
small and gradual mutations. Both these approaches are described in 
the following sections.
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Node Centralities

One advantage of using a network representation of a system is that 
we  mathematically  attribute  a  measure  of  “importance”  to  each 
node  of  the  network.  There  are,  however,  many  definitions  of 
“importance”,  so there are also many different ways to calculate  it 
in a network. Collectively, these measures of the importance of a 
node in the network are called network centralities. In this thesis, 
we made use of mainly  four  network centralities: the Degree,  the 
Eccentricity, the Closeness, and the Betweenness.

Degree of a Node

The degree of a node is simply the number of neighbors of the node. 
For example, if a node has three neighbors, then its degree is 3. To 
illustrate better this concept, in Figure 22 the degree of node A is 1, 
while  the  degree  of  node  B  is  3.  If  the  network  represents  a 
biological pathway, the degree of a node is a measure of how many 
genes will be “affected” by any change or mutation in the node. 

Figure  22:  Simple  network,  used  to  illustrate  the  
definitions  of  degree,  eccentricity,  and  closeness  of  a  
node.
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Eccentricity of a Node

The eccentricity of a node is the maximum of the distances between 
the node and all the other nodes in the network.  For example, in 
Figure 22, the eccentricity of node A is two (in reference to C or D), 
while the eccentricity of node B is one.  The eccentricity measures 
how “peripheral” is the node in the network:  nodes that have low 
eccentricity are in the middle of the network, while nodes with high 
eccentricity are in the periphery.

Closeness of a Node

The closeness of a node is a measure of how “close” is the node to 
all the other nodes in the network. More specifically, the closeness 
of a node is the inverse of the sum of all distances of the node to all 
the other nodes in the network. Node closeness can range from 0 to 
1,  where  nodes that are more “close” to all the other nodes in the 
network  have lower values.  For example,  in  Figure 22,  the node 
with the lowest closeness is node B, while the node with the highest 
closeness is A.  If the network represents  a biological pathway, the 
closeness can be interpreted as how fast a node will be reached by 
any information traveling in the network.

Betweenness of a Node

The betweenness of a node is a measure of how critical is a node for 
the “information flow” within the network.  More specifically,  the 
betweenness of a node depends on how many “shortest paths” pass 
through the node. A node having a high betweenness will be in a 
bridge  position  of  the  network,  and  it  will  likely  connect  two 
different clusters of nodes together.  Figure 23 shows a network in 
which  the  nodes  A,  C  and  F  have  a  high  betweenness.  Any 
information bit passing from one group of nodes (e.g. from E to I) 
would have to necessarily pass through A, C, F, as these nodes are 
in the shortest (and in this case, unique) path between the groups.
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Properties of the Network

Apart from attributing a measure of “importance” or centrality to 
the nodes of a network, we can also study some properties of the 
structure of the network itself. In this thesis, we focused on two of 
such properties of the network: the number of components, and the 
average path length.

Number of Components of a Network

A connected component of a graph is a subgraph in which each pair 
of  nodes  is  connected  through  a  continuous  path.  This  is  better 
illustrated by making an example: thus, Figure 24 shows a network 
composed by two components, one containing the nodes (A, B, C, 
D, E, F), and one containing the nodes (G, H, I, J). All the nodes 
within each component can be reached through a continuous path, 
but  it  is  not  possible  to  move  from  one  component  to  another 
without making at least one “jump”.

Figure 23: a network in which some nodes (A, C, F) have a high betweenness.
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Average Path Length and Diameter

The  average  path  length  is  the  average  of  all  the  shortest  paths 
between any pair of nodes in a network. Similarly, the  diameter is 
the value of the longest of the shortest paths between any pair of 
nodes. For example, in Figure 25, the diameter of the network is 2 
(the path that goes from A to C), while the average path length is (2 
+ 1 + 1) / 3 = 1.33. If we imagine that the network represents an 
information  flux,  these  properties measure  how  rapidly  the 
information will flow to all the nodes of the network – lower values 
of average path length and the diameter correspond to a fast flow of 
information.

Figure 24: a network composed by two components

Figure  25:  diameter  and  average  
path length of a network
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Methods to detect positive selection and 
population differentiation

What is a Selective Sweep?

Identifying a locus under selection in the genome is a very difficult 
technical challenge. In fact, a locus under selection represents a tiny 
spot in the  whole  genome,  surrounded  by  a  sea  of  bases  under 
neutral  evolution  or genetic  drift.  For  example,  identifying  a 
selection  event  restricted  to  a  single  Single  Nucleotide  Variant 
(SNV) means that we have to look for an event that affects only a 
single position, in a genome composed by about three billion bases.

Fortunately, we  can  exploit  some  properties  shared  by  selection 
events to identify them more easily. The most important of these 
properties is that, if a selection event lasts for a sufficient number of 
generations, the genetic variability in the region nearby is reduced, 
producing  what is know as a  selective sweep  (Smith and Haigh 
2009). To better illustrate the concept, Figure 26 shows the effect of 
a selection event after a sufficient number of generations. If a new 
mutation has a beneficial effect on the fitness of the individual that 
carries it, then the frequency of all the alleles in the loci close to the 
mutation will  also increase  in the population.  All  the alleles that 
were present in the individual in which the mutation appeared will 
be “hitch-hiked”, and they will rise in frequency in the population, 
not because they give a selective advantage, but only because they 
are  in  linkage  with  an  allele  that  is  being  selected. The  genetic 
diversity in the region close to the beneficial mutation will decrease, 
leading to an increase in the homozygosity in the region.

In recent times, several methods have been developed to identify the 
signatures of a selective event in the genome, by taking advantage 
of the properties of the selective event itself  and of the selective 
sweep that it causes.  In particular, the methods developed to date 
can be grouped into three categories, according to which property of 
the selective sweep they are based to: methods based on Population 
Differentiation, methods based on Allele Frequency Spectrum, and 
methods based on Linkage Disequilibrium Decay (Biswas and Akey 
2006).  The  next  sections  will  illustrate  these  three  classes  of 
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methods to detect positive selection signals.

Methods based on Expected Heterozygosity and Population 
Differentiation

The  FST statistics,  developed  by Sewall  Wright,  is  a  measure  of 
population differentiation, based on the comparison of the expected 
heterozygosity  in  two populations.  Values  of  FST  typically  vary 
between 0, meaning that there is no differentiation between the two 
populations  analyzed,  and  1.0,  meaning that  he  populations  are 
fixed for different alleles (Norrgard and Schultz 2008). 

The  FST  can  be  used  to  regions  showing  signatures  of  local 
adaptation in a population.  We start from the assumption that  the 
pairwise  FST,  calculated  among  genome  and  between  two 
populations,  can be expected to be  around 0.  Thus,  by comparing 
the FST of a given region against the FST  of all the regions of similar 
size in the rest of the genome, we can determine if it shows a value 
that is significantly higher or lower than what can be  expected.  In 
this case, a high value of Fst can be explained by an event of local 
adaptation occurred in one of the two populations.

When  the  first  datasets  of  whole  genome  Single  Nucleotide 
Genotypes, such as Hapmap and Perlegen, became available, the FST 

Figure 26: Effects of Selective Sweep. (Vitti et al. 2012) 
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has  been  one  of  the  first  statistics  to  be  applied  to  the  whole 
genome. In one of these studies, (Akey 2009) scanned 26,530 SNPs 
in three populations to detect regions with elevated levels of FST, 
detecting  174 candidates for being target  of selection.  In another 
study, (Barreiro et al. 2008), the authors analyzed 2.8 million SNPs 
from the Hapmap II dataset (Frazer et al. 2007), and identified 582 
genes  showing high  FST  in  the  human  genome,  including  a  high 
score  in  African  populations  for  a  gene  involved  in  malaria 
resistance  (CR1),  and  a  high  score  in  a  gene  in  non-African 
populations for a gene involved in diabetes susceptibility (ENPP1).

Unfortunately, the FST is known to be very sensitive to a wide range 
of factors, from demographic structure  to ascertainment bias. The 
FST assumes  that  the  populations  analyzed  diverged  in  a  given 
moment  in  the  past,  and  that after  this  separation  event,  both 
populations have remained genetically isolated both from each other 
and from other populations. Another critical problem in FST is that it 
is sensitive to the ascertainment bias that is  introduced in the SNP 
selection  phase  in  projects  like  Hapmap  and  Perlegen. If  the 
ascertainment protocols vary among regions, this may in itself lead 
to  genomic  variation  in  FST (Nielsen  2004).  Because of  this  and 
other factors, high scores of FST are usually not enough to provide 
evidence  of  local  adaptation  in  a  population,  but  they  must  be 
complemented by other tests for neutrality (Nielsen 2005) (Gilad et 
al. 2002).

In this thesis, we used the  FST  to study the genes involved in  the 
Asparagine N-Glycosylation pathway (see chapter “Results 1”). Our 
hypothesis was that we expected distinct patterns of FST in the two 
parts  of  the  pathway,  as  the  upstream  part  of  this  pathway  is 
involved  in  a  process  conserved  in  all  populations,  while  the 
downstream part is involved in processes related to local adaptation.
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Methods based on Site Frequency Spectrum

Another class of methods to detect positive selection is based on the 
Site Frequency Spectrum.  In short, the Site Frequency Spectrum is 
the distribution of how many loci in a given region have a certain 
minor allele frequency.  Probably the best way to  explain what the 
Site  Frequency Spectrum is  to visualize it  as a histogram  of  the 
allele  frequencies  of  a  dataset  of  SNPs4.  For  example,  figure  27 
shows the Site Frequency Spectrum of chromosome 22 from the 
1000 Genomes data.

A test based on the Site Frequency Spectrum,  developed recently 
and applied to  Single Nucleotide Variants  data, is  the Composite 

4  the only difference between an histogram and the spectrum is that in the 
former, the count of alleles is used, while in the latter, the frequency is used

Figure 27: folded Site Frequency Spectrum of chromosome 22 in  
1000  Genomes  data  (Phase  I)
(alleles with a frequency < 0.01 have been filtered out)
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Likelihood Ratio (CLR) (Nielsen et al. 2007). The CLR test is based 
on the concept that the Site Frequency Spectrum of a region under 
selection is different than the spectrum of regions under neutrality. 
In particular,  the spectra of regions under selection show a general 
reduction of diversity, an excess of rare alleles, and an enrichment 
of high frequency derived alleles (Nielsen et al. 2005). 

The  original  publication  describing  the  CLR test  (Nielsen  et  al, 
2005)  introduced two implementations. The first of these, referred 
to as “Test 1”, simply identifies regions whose frequency spectrum 
is significantly different from the genomic background. The second 
implementation,  referred to as “Test 2”,  is based on a parametric 
model, that can be applied to predict the likelihood that a region is 
affected by a selective sweep. Recently, other tests based on the site 
frequency spectrum have been developed, based on different models 
of the sweep (Ferretti et al. 2010). 

The  most  common  application  of  the  CLR  is  the  Test  2.  More 
specifically, the Test 2 is based on the assumption that the expected 
Site  Frequency  Spectrum  of  a  region  under  selection  can  be 
modeled as a function of the following parameters:  the distance of 
the  locus  from  the  selected  position,  the  population  size,  the 
recombination, and the selection coefficient of the sweep. The first 
step in the calculation of the CLR test is to infer the effect of two of 
these  parameters,  the  population  size  and  the  recombination,  by 
calculating the Site Frequency Spectrum from  the whole genome. 
Once we have inferred these parameters, we can divide the genome 
into  windows,  and  apply  the  parametric  model  to  calculate  a 
probability of observing the frequency spectrum of a given windows 
under the assumption of selection.

The CLR has some good technical advantages over other tests for 
selection. One advantage of the CLR method is that, since we infer 
the demographic parameters from the genome, we do not need to 
predict them  from any theoretical demographic model.  This is  an 
important feature, as it is very difficult to build a correct model of 
human demographic history,  and even in the best  scenario,  these 
models are only approximations of the reality. Another advantage of 
the CLR is that, since the only data required is the allele frequency, 
we do not require phased haplotypes in order to run it, eliminating a 
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data  processing  step  (the  phasing  of  the  haplotypes) that  is  a 
possible source of errors.

A recent extension of the CLR test is the cross-population CLR test 
(XP-CLR) (Chen et al. 2010). In brief, the XP-CLR is based on the 
comparison  of  two  populations,  and  identifies regions  of  the 
genome whose Site Frequency Spectrum changed more rapidly than 
what expected, from the time of separation of the two populations. 
By  comparing  the  spectrum  of  the  same  region  in  different 
populations,  the  XP-CLR allows  a  more  precise  detection  of 
selective sweeps that occurred after the divergence time of the two 
populations analyzed.

Methods based on Extended Haplotype Homozygosity, and 
Linkage Disequilibrium Decay

As described previously, a property of a selective sweep is that the 
homozygosity  in  the  region near  the  selected  allele  is  increased. 
This  is  because  the  alleles  of  the  loci  close  to  the  beneficial 
mutation  are “hitch-hiked”  by the selection sweep,  and the alleles 
present in the individual where the original mutation appeared will 
increase in frequency.  More precisely,  if the beneficial mutation is 
selected with a sufficient strength,  then  recombination will be not 
fast  enough  to  break  the  haplotype  in  which  the  mutation  has 
appeared,  leading  to  the  appearance  of  a  long  homozygous 
haplotype block in the population. A famous case is the presence of 
a  long  haplotype  block  in  the  lactase  gene  (LCT)  in  northern 
European  populations,  associated  with  ability  to  digest  lactose 
(Bersaglieri et al. 2004).

The  length  of  the  homozygous  haplotype  block  caused  by  a 
selective sweep will  depend on different  factors.  The first  is  the 
strength  of  the  selection  event:  high  impact  beneficial  mutations 
will cause longer haplotypes.  The second  factor  is the number of 
generations since the selection event.  A third  factor  is the strength 
of  recombination.  Recombination  will  slowly  disrupt  the 
homozygous  haplotype  present  in  the  individual  in  which  the 
mutation  appeared,  with  a  strength  that  depends  on  the  genetic 
distance  from  the  beneficial  mutation.  Thus,  recombination  will 
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cause a “decay” of haplotype homozygosity around the mutation.

The  decay  of  haplotype  homozygosity  can  be  used  to  detect 
selection sweeps caused by a sufficiently strong beneficial mutation, 
and that occurred a sufficiently low number of generation ago. The 
first  test  based  on  this  property  is  the  Extended  Haplotype 
Homozygosity (EHH) (Sabeti et al. 2002), which measure the decay 
of  homozygosity  as  a  function  of  the  genetic  distance  from  a 
position. Another test is the integrate Haplotype Score (iHS) (Voight 
et  al.  2006),  which  compares  the  decay  of  the  derived  and  the 
ancestral  alleles.  The iHS is based on the assumption  that,  if  no 
selection  event  has  occurred,  then  the  haplotype  homozygosity 
decay of the ancestral and the derived alleles will have the same 
shape; but, if the derived or the ancestral allele is selected, then the 
haplotype homozygosity  will  be increased compared to  the other 
allele. Another test based on  this property is the  cross-population 
Extended  Haplotype  Homozygosity  (XP-EHH)  (Sabeti,  al,  et  al. 
2007), which compares the haplotype homozygosity in a population 
against  another  population.  This  test  is  powerful  to  detect  recent 
sweeps that  occurred in  one population but not in  the other.  For 
example,  the  HBB  gene,  associated  with  malaria,  shows  a 
significant XP-EHH score in the Yoruba populations (see Pybus et 
al,  2013,  unpublished,  Appendix  IV) compared to  the  European. 
This  suggests  the  presence  of  a  selective  sweep  in  an African 
population that has been exposed to endemic malaria, compared to a 
European population, in which malaria is not endemic.
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The main  aim of  this  thesis  has  been to  apply  the  principles  of 
network theory to the study of human genetics. In particular,  the 
main  scope  has  been  to  develop  new  methods  to  identify  and 
interpret signals of genetic adaptation and selection in the human 
genome.   In  order  to  do  so,  we  pursued a  series  of  smaller 
objectives.

The first set of objectives is related to understand how a molecular 
pathway can be represented as a network.  This has been important 
in  order  to  define  the  direction  of  the  thesis,  and  to  determine 
whether it was more appropriate to analyze single pathways or the 
whole metabolome.

1. Investigate the status of the art of pathway annotations in the 
current database.  Specifically,  determine  how pathways are 
annotated in different databases,  and contribute to improve 
the status of the art by providing new annotations.

2. Determine how a  biological  pathway can be  modeled  as a 
network.  Create  a  network  representation  of  a  pathway, 
specifically of the pathway of Asparagine N-Glycosylation.

The  second  set  of  objective  is  relative  to  the  application  of  a 
“pathway approach”,  to  understand  how selection  signals  can  be 
interpreted in light of the pathway structure.

3. Study  the  relationship between  pathway  structure  and 
selection in the Asparagine N-Glycosylation pathway.

4. Apply distinct measures of network centralities to determine 
the  importance  of  each  gene  in  the  Asparagine 
N-Glycosylation  pathway.  Determine  if  these  positions 
correlate with selection signals.

5. Are  the  two  parts  of  the  Asparagine  N-Glycosylation 
pathway,  upstream  and  downstream  of  the 
Calnexin/Calreticulin  cycle,  exposed  to  different  selective 
pressure, according to the their role?

The  third  set  of  objectives  is  relative  to  the  application  of  the 
concept “Genotype Networks” to human genotype data.

6. Determine  how  the  Genotype  Networks  method  can  be 
applied to human sequencing data. 
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7. Determine  if  the  Genotype  Networks  of  coding  and 
non-coding regions have different patterns

8. Use simulations to determine what would be the impact of a 
strong selection  sweep on the  properties  of  the  Genotype 
Network of a region.

Finally, the last set of objectives is relative to contribute back to the 
scientific community.

9. Work towards reducing the gap between experimental and 
bioinformatics  research,  by  contributing to  the creation of 
new online resources for discussion.
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Overview of the Results
During the development of this thesis we co-authored a total of ten 
publications,  eight of which  have been published in peer-reviewed 
journals,  and  two currently  in  the  process  of  revision.  Here,  we 
include three publications as the main result of the thesis, while the 
other  works are  listed  in  the  “List  of  Publications”  section,  and 
included in the appendix sections.

The work presented in Results 1 describes the process of annotating 
the pathway of the Asparagine N-Glycosylation database (Dall’Olio 
et al. 2011). Complementary to this article is the publication of the 
letter  included  in  the  Appendix  II,  in  which  we  made  some 
propositions  on how to improve the process  of contributing to a 
biological database (Dall’Olio et al. 2010).

The  work presented in Results  2 describes the application of the 
pathway approach to the Asparagine N-Glycosylation pathway,  to 
human  population  genetics  data (Dall’Olio  et  al.  2012).  A 
complementary  article  is (Montanucci  et  al.  2010),  included  in 
Appendix  I,  presenting  an  analysis  of the  same  pathway  but 
studying the conservation of these genes  among some great-apes 
species.  Another  complementary  work  is  (Luisi  et  al.  2011),  in 
which  we  applied  the  pathway  approach  to  the  insulin/mTOR 
signalling pathway, also at the level of human population genetics.

The work presented in Results 3 describe our implementation of the 
Genotype Networks  method  for  human population  genetics  data. 
This  work  presents  our new  approach  to  detect  signatures  of 
adaptation in the human genome. The results of this analysis will be 
included the “1000 Genomes Human Selection Browser”, another 
resource  produced  during  this  thesis  but  currently  unpublished 
(Pybus et al, 2013, see “Appendix IV”).

Other works presented in this thesis include two publications related 
to  Biostar,  an  online  community  for  questions  and  answers  in 
bioinformatics. These are presented in (Parnell et al. 2011) and in a 
PLoS Computational Biology  editorial  (Giovanni M. Dall’Olio et 
al. 2011). 



73    OVERVIEW OF THE RESULTS



RESULTS 1: ANNOTATION OF N-GLYCOSYLATION PATHWAY    74

Results 1: The annotation of the 
N-Glycosylation Pathway in the 
Reactome Database

Dall'Olio GM, Jassal B, Montanucci L, Gagneux P, Bertranpetit J, 
Laayouni  H.  The  annotation  of  the  asparagine  N-linked 
glycosylation  pathway  in  the  Reactome  database.  Glycobiology. 
2011  Nov;21(11):1395-400.  Doi:  10.1093/glycob/cwq215.  Epub 
2011 Jan 2. 

Available from http://www.ncbi.nlm.nih.gov/pubmed/21199820 

http://www.ncbi.nlm.nih.gov/pubmed/21199820
http://glycob.oxfordjournals.org/content/21/11/1395.long
http://glycob.oxfordjournals.org/content/21/11/1395.long


RESULTS 2: PATHWAY ANALYSIS OF N-GLYCOSYLATION    82

Results 2: Distribution of events of 
positive selection and population 
differentiation in a metabolic pathway: 
the case of Asparagine 
N-Glycosylation

Dall'Olio  GM,  Laayouni  H,  Luisi  P,  Sikora  M,  Montanucci  L, 
Bertranpetit  J.  Distribution  of  events  of  positive  selection  and 
population  differentiation  in  a  metabolic  pathway:  the  case  of 
asparagine N-glycosylation. BMC Evol Biol.  2012 Jun 25;12:98. 
doi: 10.1186/1471-2148-12-98. 

Available from:. http://www.ncbi.nlm.nih.gov/pubmed/  22731960    

http://www.ncbi.nlm.nih.gov/pubmed/22731960
http://www.ncbi.nlm.nih.gov/pubmed/22731960
http://www.biomedcentral.com/1471-2148/12/98
http://www.biomedcentral.com/1471-2148/12/98
http://www.biomedcentral.com/1471-2148/12/98


RESULTS 3: THE GENOTYPE SPACE    98

Results 3: Human Population Genetics and 
the concept of Genotype Space

Dall'Olio  GM,  Bertranpetit  J,  Wagner  A,  Laayouni  H.  Human 
Population  Genetics  and  the  concept  of  Genotype  Space. 
Submitted for publication.



99    RESULTS 3: THE GENOTYPE SPACE

Human Population Genetics and the concept of Genotype 
Space

Dall'Olio Giovanni Marco1, Bertranpetit Jaume1, Wagner Andreas2, 
Laayouni Hafid1

1 Institut de Biologia Evolutiva (CSIC-Universitat Pompeu Fabra), 08003 Barcelona, Catalonia, Spain
2 Institute of Evolutionary Biology and Environmental Studies, University of Zurich.

Abstract

In 1970, John Maynard-Smith introduced the concept of “Protein 
Space”,  a representation of all the possible protein sequences,  as a 
framework to describe how evolutionary processes take place.  The 
protein space is “explored” by  populations,  which,  mutation after 
mutation, and through  generations  of  individuals  carrying similar 
sequences,  reach  positions  of  optimal  fitness.  Quoting 
Maynard-Smith's  words,  “if  evolution  by  natural  selection  is  to 
occur,  functional  proteins  [or  DNA  sequences]  must  form  a 
continuous network which can be traversed by unit mutational steps 
without passing through non- functional intermediates”.

After more than 40 years from the original Maynard-Smith's paper, 
we  adapted  the  concepts  of  Protein  Space  and  of  networks  of 
sequences  to the  analysis  of  human  sequencing  data.  This  time, 
instead of studying protein sequences, we focused on the variation 
that can be represented from Single Nucleotide Variants data, and 
we  used  the  1000  Genomes  dataset  to  determine  how  human 
populations have explored this genotype space. Our results include 
a  genome-wide  survey  of how the genotype networks formed by 
these  populations  vary  along  the  genome,  and  a  framework  to 
calculate  the  properties  of  these  networks  from sequencing  data. 
Moreover, we found that, in coding regions, these networks tend to 
be both more “extended” in the space,  and also more connected, 
than in non-coding regions.

The application of the concept of genotype networks can provide a 
new  opportunity  to  understand  the  evolutionary  processes  that 
shaped  our  genome.  If  we  learn  how  human  populations  have 
explored the genotype space, we can achieve a better understanding 
of  how selective  pressures  such  as  pathogens  and  diseases  have 
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shaped the evolution of a region of the genome, and how different 
regions  have  evolved.  Combined  with  the  availability  of  larger 
datasets  of  sequencing  data,  genotype  networks  represent  a  new 
approach to the study of human genetic diversity.

Introduction

Until  recently,  the cost of genome sequencing has prohibited the 
analysis  of  many  complete  genomes  sampled  from  a  human 
population,  rendering  a  comprehensive  view  of  human  genetic 
variation  inaccessible  (Pigliucci  2008).  With  the  rapid  decline  in 
sequencing cost, large public datasets of human genome sequences 
are becoming available, and are opening the door to new approaches 
to study human population genetics. However, in order to benefit 
from this opportunity,  we need to develop new methods to study 
genetic variation, and develop new ways to adapt existing methods 
to large datasets.

One opportunity provided by abundant sequence data is to apply the 
tools of graph theory and network analysis to genomic data sets. 
One useful concept in this regard is that of a genotype network, a 
graph whose nodes are DNA sequences (genotypes or haplotypes), 
and where two sequences are connected by an edge if they differ in 
a  single  nucleotide.  The concept  of  genotype network  is  derived 
from  the  metaphor  of  “adaptive  walks  in  the  fitness  landscape, 
proposed  by  (Maynard  Smith  1970),  and  has  been  expanded  in 
successive literature (Orr 2005). Until now, genotype networks have 
not  been applied  extensively  to  human  population  genetics  data, 
because the number of samples needed to construct a network is 
high. However, this difficulty is being alleviated through the deluge 
of newly available whole genome data. 

Genotype  networks have also been referred to as neutral networks 
(Lipman and Wilbur 1991; Fontana and Schuster 1998).  However, 
the name of genotype network is more appropriate if we do not have 
information  on  the  phenotype. Genotype  networks  have  become 
useful in evolutionary systems biology to study the “evolvability” or 
“innovability” of a set of genotypes with the same, broadly defined, 
phenotype  (such  as  viability)  and  to  determine  whether  a  given 
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phenotype is robust to mutations  (Manrubia and Cuesta 2010). In 
the case of human variation data, we usually do not have access to 
phenotype information, but we can use geographic information as a 
proxy to study the evolvability  in a population living in the same 
geographic  area,  and  within  individuals  sharing  a  common 
evolutionary history.

In this paper, we develop a suite of tools to calculate the properties 
of genotype networks from genotype data. We apply these tools to 
the 1000 Genomes data  (Durbin et al. 2010) to determine how the 
properties of such genotype networks are distributed in our genome. 
We  also  analyzed  whether  these  properties  have  a  different 
distribution in coding functional  regions compared to non-coding 
functional regions, and we used coalescent simulations to determine 
the effect of a selection sweep on these properties. These tools and 
our analysis provide new insight on how genes and regions of the 
human genome have evolved during our evolutionary history, and 
provide a new approach to analyze large datasets of human genetic 
variation.

Results

Description of the Genotype Networks method

For  a  given  region  of  the  genome,  we  can  build  a  network 
representation of all the genotypes that can be potentially observed, 
based on  the combinations of  all  alleles at each  Single Nucleotide 
Polimorphism  (SNV).  We  define  this  representation  of  all  the 
possible  genotypes  in the region  as  the “genotype  space”  of that 
region. As an example, Figure 1A shows the  genotype  space for a 
region in which five SNVs occur. In the space shown in Figure 1A, 
each node represents one possible  genotype, while two nodes are 
connected if they differ in a single nucleotide. For each  genotype, 
“0” represents the reference allele of the SNV, while “1” represents 
the alternative allele. 

In  empirical  data,  populations  usually  do  not  occupy  an  entire 
genotype space, but only a portion of it.  As an example, in Figure 
1B, all  the green nodes represent  genotypes that  are  observed at 
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least once in a hypothetical population, while all the grey nodes do 
not occur in the population. We define this portion of the genotype 
space as the “Genotype  Network” of that population.  The method 
we propose is based on studying the properties of these genotype 
networks,  such as how much it  is extended in the space,  or how 
much  the  genotypes  are  connected.  Representing  the  whole 
genotype  space would be computationally  too expensive,  but  we 
can  simply  represent  the  genotype  network  of  a  population  and 
study its properties.

The advantage  of  using  a  network  representation  is  that  we can 
apply principles from graph theory to mathematically describe the 
structure  of  a  genotype network  and  its  organization  within 
genotype space. In particular, we focus on two classes of attributes 
of genotype networks. The first class is suitable to understand how 
much of  genotype space is filled by a  genotype  network, and how 
far  the  network  reaches  through this  space.  The second  class  of 
attributes relate to the connectivity of the network, and what is the 
impact of a mutation on an individual.

For  the  first  class  of  attributes,  which  describe  how  much  the 
network is  extended in the space,  the relevant  properties  are  the 
number  of  vertices,  the  average  path  length,  and  the  average 
closeness of the network. As an example of how two populations 
could  differ  in  these  attributes,  Figure  1C  shows  the genotype 
networks  of  two  hypothetical  populations,  one  having  a high 
average  path  length  and  closeness  (yellow nodes),  and the  other 
having a low average path length and closeness (blue nodes). Even 
though the  two populations  contain  the  same number  of  distinct 
genotypes (vertices),  the  yellow  population  is  genetically  more 
heterogeneous, and its individuals are more diverse genetically, than 
the  individuals  of  the  blue  population.  Specifically,  the  yellow 
population  contains  individuals  that  have  very distant  genotypes, 
such as “00000” (all loci having the reference allele) and “11111” 
(all loci having the alternative allele), while in the blue populations, 
the  genetically  most  distant  individuals  have  at  most  two allelic 
differences (e.g. “00001” and “01001”). In other words, the average 
path  length and the  average  closeness of a population’s  genotype 
network can be used as an estimate of how genetically diverse are 
the  individuals  within  a  population,  and how far  the  population. 



103    RESULTS 3: THE GENOTYPE SPACE

reaches through genotype space. 

Fig.Results3 1:  Examples of genotype networks and their properties. A. 
Example of genotype network, for a region including 5 loci or Single 
Nucleotide variants (SNVs). The space of all possible genotypes is represented 
as a graph (whole network, including gray and green nodes). In this graph, 
each node represents one possible genotype, and each edge represents that the 
two nodes connected have only one position of difference. On this graph, we 
can mark the genotypes observed in a population, and define it as the genotype 
network of that population (green nodes). B. Genotype networks of two 
populations (yellow and blue). The green population has a large average path 
length and diameter, while the blue population has a short average path length 
and diameter. C. Genotype network of a population having a high average 
degree and tight connectivity. D. Genotype network of a population having low 
average degree and sparse connectivity.
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For the second class of attributes, which relate to the connectivity of 
the  genotype  network,  the  relevant  properties  are  the  number  of 
components and the average degree. Figure 1D and 1E show two 
hypothetical genotype networks that differ in these properties. Both 
networks occupy the same number of nodes, but the network in Fig 
1D is  much more  highly connected  than the  network in  Fig 1E. 
Specifically, in the network of Fig 1D, most nodes are connected to 
at least three other nodes, whereas the network in Fig 1E is much 
more fragmented. Most nodes have only one or two connections, 
and some groups of nodes are not interconnected. Computing the 
number of components and the average degree allows us to quantify 
network connectivity.

The potential importance of the connectivity of a genotype network 
can  be  illustrated  by  considering  the  effect  of  a  random  point 
mutation  to  an  individual  in  the  network:  The  greater  the 
connectivity of the network, the more likely it  is that the mutant 
genotype is also part of the  genotype  network. For instance, if we 
mutate a random node in the network in fig 1D, we are more likely 
to end up in a node that is already in the network, than if we mutate 
a  node in  the network of  fig  1E.  In other  words,  the number of 
components and the average degree can help estimate the robustness 
of a population to mutations.

A suite to calculate Genotype Network properties from a vcf file 

We implemented a suite of scripts to parse a Variant Call Format 
(vcf) file and calculate several genotype network properties from it. 
The suite is available at  https://bitbucket.org/dalloliogm/vcf2space 
and allows to calculate these properties from any vcf file. An issue 
tracker is available on the same site, and eventual changes to the 
code after the submission of this paper will be tracked. Additional 
scripts for plotting results, and statistical analysis are included in the 
suite.  The  repository  includes  further  documentation  on  how  to 
install and execute the script. The code and files used to calculate 
the results included in this paper are stored in a different repository, 
including many  intermediate  files  related  to  parsing  the  1000 
Genomes  datasets  and  executing  coalescent  simulations, at 
https://bitbucket.org/dalloliogm/genotype_space. 

https://bitbucket.org/dalloliogm/genotype_space
https://bitbucket.org/dalloliogm/vcf2space


105    RESULTS 3: THE GENOTYPE SPACE

What is the size of the region that can be analyzed with the 1,000 
Genomes data?

In  order  to  correctly  reconstruct  the  Genotype network  of  a 
population, we need to have enough individuals so that the majority 
of  the  genotypes  that  are  present  in  the  population  are  also 
represented at least once in the samples. If the sample size is small, 
most of the genotypes present in the population will be missing, and 
the  reconstructed  networks  will  be  fragmented  into  many 
unconnected components. On such fragmented networks, network 
centralities such as the degree and path length can not be calculated 
correctly, in a mathematical sense.

To circumvent the problem of insufficient sample size, we can split 
the genome into small regions, and analyze them separately.  If we 
only consider a short genomic region, spanning a small number of 
Single  Nucleotide  Variants,  then  the  size  of  the  network will  be 
smaller, and the probability of having sampled enough individuals 
will be proportionally higher. Thus, if we calculate the properties of 
the genotype network on a  small  regions,  and then use a sliding 
window  approach  to  scan  the  whole  genome,  we  can  have  a 
genome-wide picture of how these properties are distributed. 

The  length  of  the  window  in  which  we  can  split  the  genome 
depends  on  the  number  of  sequences  present  in  a  dataset.  To 
evaluate  the  optimal  window  size  for  calculating  fairly 
representative  genotype  networks  on  the human  DNA sequence 
from the 1000 Genomes data (Durbin et al. 2010), we calculated the 
distribution of network properties for regions of different sizes that 
span between 3  to  31 SNVs.  Figure 2 shows the  distribution  of 
several network properties obtained by varying the region size. It is 
based  on  the  1000  Genomes  data  from human  chromosome 22, 
using  overlapping  windows  (other  chromosomes  show  the  same 
patterns). Similarly,  Figure 3 shows the same distribution, but on 
neutral simulations  (see Methods). In the case of the simulations, 
we used 5,000 genotypes for each population.

Based on these figures, we evaluated that a good compromise, given 
the number of samples in the 1,000 Genomes dataset, is to analyze 
regions of about 11 SNVs.  If we analyze regions of 11 SNVs, the 
number of Components is  usually lower than 5, meaning that the 
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networks are not too fragmented. In the ideal case we would want to 
have networks in which the number of components is always 1, but 
this never happens in the real case, and not even when simulating 
5,000 genotypes per population.  Moreover,  Figure 2 and Figure 3 
show that for a size of 11 SNVs, all the three populations analyzed 
(Asian, African, and European) have the same average number of 
components.  This  allows  to  compare  all  the  network  properties 
among  populations,  without  worrying  about  the  effect  of  the 
number of components. 
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How many samples will be needed to analyze regions larger than 
11 SNVs?

We also evaluated the effect of the sample size on the distribution of 
network properties. Figure 4 shows how various network properties 
are distributed after subsampling a different number of samples per 
population (where each sample is a haploid chromosome – e.g. each 
diploid individual is represented as two distinct samples), from 100 
to 758, using networks of 11 SNVs. For each value of sample size, 
we repeated the subsampling 5 times,  taking different individuals 
each  time.  This  figure  allows  us  to  compare  the  distribution  of 
network properties in all three populations, using the same number 
of  individuals  for  each  population.  Unfortunately,  the  analysis  is 
limited  by  the  population  that  has  the  lowest  number  of 
chromosomes, the African one, which contains 370 chromosomes. 

Figure  5  shows  the  same  distribution,  but  based  on  neutral 
simulations,  and  subsampling  from  100  to  5,000  samples.  This 
analysis allows us to estimate the distribution of network properties 
if we had a dataset larger than 1000 Genomes under a pre-defined 
demographic model.  In  particular,  it  shows that  for  a  number of 
samples larger than about 4,000  samples, most properties reach a 
“plateau” distribution. This means that, for networks of 11 SNVs, 
adding more than 4,000 samples does not add more information on 
the evolution of the region. Thus, for datasets of more than 4,000 
chromosomes, regions larger than 11 SNVs can be analyzed.
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Correlation between Network Properties

Figure  6  shows  the  pairwise  correlations  between  Network 
Properties  for  data  based  on chromosome 22.  Each panel  in  the 
figure shows the pairwise distribution between two properties, one 
on the X axis, and other on the Y axis, as defined in the diagonal 
panels.  The first  two  rows  and columns show the effect of region 
size (the number of bases occupied by each 11 SNV window), and 
of recombination on the other properties. These two panels allow to 
determine  if  the  distribution  of  a  given  network  property  is 
influenced by the physical or genetic longitude of the region, and if 
we have to correct for these factors when comparing different sets 
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of regions – e.g. in the coding and non coding analysis.  Notably, 
there is a significant effect of Recombination on the average degree 
(r=0.34), on the number of  vertices (r=-0.29), and  on the  average 
path length (r=0.23). Given this relationship, we took into account 
recombination  when  comparing  the  distributions  of  network 
properties  between  coding  and  non-coding  regions,  and  in  other 
analyses.

The other panels in Figure 6 shows the pairwise correlation between 
all  the  other  network  properties.  Some  other  properties  of  the 
genotype networks  are  also  correlated  between  each  other.  In 
particular,  the  average  degree and the number of  vertices have a 
correlation coefficient r of 0.80, meaning that networks composed 
by more nodes tend also to have larger degree.  This correlation can 
be a  mathematical  artifact,  due  the  fact  that  a  higher  number of 
nodes in a network increases the probability that two nodes will be 
connected. This factor must be taken into account when comparing 
different sets of genotype networks, and it is advisable to compare 
regions that have the same number of vertices.

Figure 6 also shows that the  average  degree and the  average  path 
length  have  a  correlation  coefficient  of  0.70.  This  correlation  is 
particularly strong for low values of  average  degree and  average 
path  length,  while  it  is  weaker for  larger  values.  A  possible 
explanation is that when  the overall size of the network is small, 
when two nodes are connected, both the degree and the path length 
increase.  To  avoid  any  bias  imposed  by  the  correlation  between 
these two properties, we also calculate the average closeness of the 
network,  which  provides  information  similar  to  the  average  path 
length, but is less strongly correlated with the average degree.

Distribution of Network Properties between Populations

Figures 2 and 4 allow us to compare the distribution of network 
properties between the three continental groups, Asians, Africans, 
and Europeans, for chromosome 22. Moreover, Figures 3 and 5 also 
allow to compare the same distributions for a dataset of simulations, 
based  on  the  known  demographic  models  for  these  three 
populations.
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Overall,  European  and  Asian  populations  tend  to  show  similar 
values compared to African populations.  This is to be expected for 
the simulations (Figure 3 and 5), as the only event that separates 
these two populations in the demographic scenario is a population 
split. However, Figure 2 and 4 shows that this result is confirmed in 
the chromosome 22 data,  as  European and Asian populations are 
closer  to  each  other  than  to  African  populations.  This  is  in 
accordance with the current knowledge on the demography of these 
populations.

In general,  the  genotype networks of African populations tend to 
have more vertices, greater average path length, and greater average 
degree than the European and Asian populations. Figure 4 shows 
that,  based  on  chromosome 22,  African  population  also  have  a 
lower average closeness than the other populations, and a number of 
components  within  European  and  Asian  populations;  however, 
simulated data show that this pattern is reversed for a larger number 
of individuals (Figure 5). Thus,  it is difficult to determine whether 
African  populations  have  a  lower  closeness  and  number  of 
components  than  the  other  populations.  Larger  sample  sizes  of 
African populations may provide more accurate measures.

Genome-wide Scan of Genotype Network Properties in the 1000 
Genomes data

We  calculated  the  Genotype  Network  properties  for  the  1000 
Genomes dataset, including all the chromosomes other than the 22. 
Results are available as a track hub for the UCSC Genome Browser 
at  http://genome.ucsc.edu/cgi-bin/hgTracks?
db=hg19&hubUrl=http://bioevo.upf.edu/~gdallolio/genotype_space
/hub.txt , and as csv files on request. The browser shows the number 
of  vertices,  number of  components,  average  path length,  average 
degree,  and  average  closeness  of  the  genotype networks  of  the 
global population, plus separate tracks for three continental groups 
(European,  Asian,  and  African  populations).  Figure  7  shows  a 
screenshot of the browser.

http://genome.ucsc.edu/cgi-bin/hgTracks?db=hg19&hubUrl=http://bioevo.upf.edu/~gdallolio/genotype_space/hub.txt
http://genome.ucsc.edu/cgi-bin/hgTracks?db=hg19&hubUrl=http://bioevo.upf.edu/~gdallolio/genotype_space/hub.txt
http://genome.ucsc.edu/cgi-bin/hgTracks?db=hg19&hubUrl=http://bioevo.upf.edu/~gdallolio/genotype_space/hub.txt
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Genotype Networks of Coding and Non-Coding regions

We used the functional annotations from the 1000 Genomes website 
to determine whether the presence of a coding or of a non-coding 
functional  SNV  has  an  effect  on  the  properties  of  a  genotype 
network.  In  particular,  we  classified  all  the  networks  into  four 
categories, according to the functional effects of the SNVs included. 
The classes are:

• networks containing only functional coding SNVs;

• networks containing only functional non-coding SNVs;

• networks containing both functional coding and functional 
non-coding SNVs;

• networks  based  on  SNVs  for  which  no  annotation  is 
available and which have no known functional effect.

Fig.Results3 7: Screenshot of the UCSC Genome Browser track hub. 
Available at http://genome.ucsc.edu/cgi-bin/hgTracks?
db=hg19&hubUrl=http://bioevo.upf.edu/~gdallolio/genotype_space/hub.t
xt 

http://genome.ucsc.edu/cgi-bin/hgTracks?db=hg19&hubUrl=http://bioevo.upf.edu/~gdallolio/genotype_space/hub.txt
http://genome.ucsc.edu/cgi-bin/hgTracks?db=hg19&hubUrl=http://bioevo.upf.edu/~gdallolio/genotype_space/hub.txt
http://genome.ucsc.edu/cgi-bin/hgTracks?db=hg19&hubUrl=http://bioevo.upf.edu/~gdallolio/genotype_space/hub.txt
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These annotations are based on (Khurana et al. 2013). 

To  compare  networks  based  on  windows  formed  by  SNVs  that 
belong to  different  annotation  classes,  we applied  an  analysis  of 
covariance,  using  the  annotation  category  as  a  grouping variable 
and the recombination rate as a covariable. This analysis aims at 
comparing  the  functional  categories  for  genotype  network 
properties  after  the  recombination  rate  effect  is  excluded.  This 
analysis  is  performed  separately  for  each  continental  group. 
Networks based on SNVs for which no annotation is available are 
not  included  in  this  analysis  as  a  clear  interpretation  for  this 
category cannot be provided. 

Overall,  all  three  classes  of  networks  have  different  number  of 
connected  components,  a  difference  that  is  significant  in  all 
continental  groups.  Networks  containing only coding SNVs have 
fewer connected components than non-coding SNVs (see Table 1). 
Moreover, networks including both coding and non-coding SNVs 
have  intermediate values  between  the  two  other  sets.  These 
differences hold in almost all cases when pairwise comparisons are 
performed, even when a Bonferroni multiple testing correction is 
used. 

Figure 8 shows the distribution of scores for chromosome 22 in the 
European populations. Similar plots for all the other chromosomes 
are  available  in  Supplementary  Materials  S2  (NOTE:  results  for 
other chromosomes not ready yet).  Regarding the other network 
properties,  networks  containing  only  coding  SNVs  tend  to  have 
more  vertices,  greater  average  path  length,  and  greater  average 
degree, than non-coding networks. Figure 8 show the distributions 
of  these  quantities  in  the  European  populations.  Overall,  these 
results show that networks including coding SNVs tend to be less 
fragmented (they have fewer  components) than regions including 
non-coding  SNVs,  but  at  the  same time,  also  more  extended  in 
genotype space (higher  path length), and more robust to mutations 
(higher average degree). A caveat from this analysis is that even if 
the  differences  between annotation  categories  reach  statistical 
significance in almost all comparisons and for almost all properties, 
the magnitude of the observed differences are small in general. A 
biological  appreciation  of  these  differences  and  its  evolutionary 
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implications  must  be  taken  into  account  to  obtain  a  meaningful 
interpretation.

Fig.Results3 8: Distribution of network properties, comparing SNV 
functional annotations. Each point show the mean +/- 2 standard 
deviations of the mean for a class of networks.
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Distribution of Network Properties in a simulated neutral vs 
selection dataset

Figure 9 compares the distribution of Network Properties between 
two  simulated  datasets,  representing  a  neutral  and  a  selection 
scenario. The neutral scenario is based on a simulation based on the 
known  demography  for  the  European,  Asian  and  African 
populations,  while the selection scenario is  based on a simulated 
sweep in which the selected allele reaches a final frequency of 0.99. 
It must be noticed that the selected scenario represents a very strong 
selective sweep, while it has been recently shown that such strong 
events were probably rare in our evolutionary history  (Alves et al. 
2012).  Nevertheless,  this  analysis  allows  us  compare  whether  a 
selective  sweep  has  an  impact  on  the  property  of  the  Genotype 
Network of a population.

In  general,  the  neutral  and  selection  scenarios  lead  to  genotype 
networks  with  a  comparable  number  of  components,  and  also  a 
similar average closeness. However, the selection scenario leads to 
a higher number of  vertices,  average  path  length, and  degree than 
the  neutral  scenario.  Thus,  for  strong  selective  sweeps,  the 
Genotype  networks  tends  to  be  both  more  extended in  genotype 
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space (the genotypes observed are more heterogeneous), and at the 
same time it is more connected.

Methods 

Genotype Datasets and Individuals

We downloaded  Single  Nucleotide  Variant  (SNV)  genotype  data 
from  the  Phase  I  release  of  the  1000  Genomes  dataset 
(ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/phase1/analysis_results/in
tegrated_call_sets/)   on  January  2013  (revision  2ff9d3af6cde  in 
(Dall’Olio 2013)). Using the suite vcftools  (Danecek et al. 2011), 
we removed all the SNVs having a minor allele frequency in the 
global  population  lower  than  0.01,  and  a  coverage  lower  than 
2-fold.  We  considered  only  phased  SNVs,  and  did  not  analyze 
chromosomes  X and Y.  A total  of  11,684,193 SNVs passed  this 
filtering, with an average of one SNV every ~250 bases. 

Based on a  principal  component  analysis (results not shown), we 
excluded all 242 American individuals (labels MXL, CLM, PUR, 
and ASW on the 1000 genomes website), as these appeared to be 
genetically admixed with individuals from three other continents. 
The  resulting  dataset  is  composed  of  850  individuals,  or  1,700 
haploid  sets  (chromosomes)  grouped  into  individuals  from three 
continents,  African  (AFR),  Asian  (ASN),  and  European  (EUR). 
Table  S1  in  Supplementary  Materials  describes  the  grouping  of 
individuals  in  the  three  main  continental  groups.  Removing  the 
admixed individuals makes the interpretation of  genotype network 
properties  easier.  Moreover,  keeping  only  African,  Asian  and 
European  populations  allows  us  to  compare  empirical  data  with 
simulations,  as  a  demographic  model  for  these  populations  is 
available (Schaffner et al, 2005).

We downloaded functional annotations on SNVs were downloaded 
from  the  1000  Genomes  ftp  website  ( 
ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/phase1/analysis_results/fu
nctional_annotation/annotated_vcfs ).  These  annotations  were 
generated  by  the  1000  genomes  consortium,  using  the  Variant 
Annotation Tool  (Habegger et al. 2012)(Khurana et al. 2013). The 

ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/phase1/analysis_results/functional_annotation/annotated_vcfs
ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/phase1/analysis_results/functional_annotation/annotated_vcfs
ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/phase1/analysis_results/integrated_call_sets/
ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/phase1/analysis_results/integrated_call_sets/
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dataset of “functional coding” SNVs includes SNVs that are in a 
protein coding region, and that are transcribed and included in the 
mature  transcript.  The  dataset  of  “functional  non-coding”  SNVs 
includes all the SNVs in non-coding regions that lie in transcription 
factor  binding  sites  and  in  UTR  regions,  plus  all  the  SNVs  in 
regions that are transcribed but do not have any function, such as 
those in pseudogenes. All the other SNVs are included in a dataset 
called “no functional effect known”, which includes all the SNVs 
for which no annotation is available. Intronic SNVs are included in 
this latter set, if there is no evidence for any functional effect.

Construction of Genotype Networks

We developed a custom framework to parse a Variant Call Format 
(vcf)  file,  generate  a  genotype network  from  it,  and  calculate 
network properties. The code is available at  (Dall’Olio 2013), and 
can be applied to any  vcf file encoding SNV data, such as those 
usually  obtained  in  large-scale  sequencing  projects.  The  igraph 
library (Csardi and Nepusz 2006) and its python bindings are used 
to represent graphs and to calculate network properties, except for a 
custom implementation of the weighted average path length and the 
weighted  average  degree  of  a  graph,  which  were  implemented 
in-house. 

Figure 10 shows a scheme of the protocol used to convert a vcf file 
to a  genotype network. The first step is to apply the Minor Allele 
Frequency  filter  of  0.01  described  above,  and  to  remove  all  the 
unphased  genotypes  and  the  SNVs  that  do  not  pass  a  sufficient 
quality score. Then, to generate the networks, we consider the two 
haplotypes of each individual as separate entities. Each genotype is 
encoded  as  a  binary  string,  where  “0”  represents  the  reference 
allele, and “1” the alternative allele, using the annotations from the 
vcf  files  downloaded from 1000 Genomes  (triallelic  loci  are  not 
included  in  the  1000  Genomes  dataset).  After  encoding  all  the 
distinct genotypes observed in a population, we build a network in 
which each node represents one genotype, and an edge connects two 
nodes if they differ in a single allele between each other, i.e., if the 
Hamming  distance  between  their  binary  string  representations  is 
equal to one. 



119    RESULTS 3: THE GENOTYPE SPACE

Description of Network Properties

An extended description of all the network properties implemented 
in our scripts is given in Supplementary Table S1. Here, we describe 
in details the most important: the  number of  vertices, the  average 
path  length and  diameter, the  connectivity, and the  average  degree 
and average closeness.

The  number  of  vertices  is  equivalent  to  the  number  of  distinct 
genotypes  present  in a population. In particular, it is equivalent to 
the  Dh  statistics  described  by  (Nei  1987).  As  an  example,  the 
network in figure 1B has 17 vertices, while both networks in Figure 
1C have exactly six vertices. 

The  average  path  length is the average of all the possible shortest 
paths between pairs of genotypes in the network, and it corresponds 
to the average number of single nucleotide changes that it takes to 
move from any node in the network to another. In the example of 
Figure 1C, the yellow network has an average path length of 2.33, 
and the blue network has 1.67. 

The closeness of a node is the inverse of the sum of all shortest path 
lengths between  the node and all  the other nodes in the network. 
Thus,  a  low  value  of  closeness  means  that  most  nodes  in  the 
network are close to the given node.  The average closeness of a 
network is a measure of the average “proximity” of all the nodes in 
the network. In the case of Figure 1C, the Average Closeness is 0.44 
for  the  yellow  population,  and  0.61  for  the  blue  population. 
Genotype networks  of  populations  that  have  explored  a  greater 
portion of genotype space would have a higher number of vertices, 
a higher average path length, and a lower average closeness.

A connected component of a graph is a subgraph in which each pair 
of nodes is connected through a continuous path. Thus, the number 
of components of a network is the number of subgraphs connected 
by at  least  one edge,  and that are reachable without  any “jump” 
between nodes. For example, the network in fig 1B contains a single 
component, while the network in fig 1E contains three connected 
components,  as  there  are  three  group  of  nodes  that  are  not 
connected between each others. 

The  Degree  of  a  node  is  the  number  of  its  neighbors,  nodes 
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connected  to  it  by  an  edge.  For  example,  in  fig  1D,  the  node 
“01000” has a Degree of one,  as it  is connected only to another 
node, while the node “01100” has a Degree of four, as four edges 
emanate from it. The Average Degree of a network is the average of 
the degrees of all the nodes in the network: in figure 1D, it is 2.20. 
Nodes without edges are called isolated and have degree zero. For 
networks with more than one component and some isolated nodes 
(e.g.,  Figure  1E),  all  components  (including  isolated  nodes)  are 
included in the calculation of the average degree. For example, the 
network  in  figure  1E has  an  Average  Degree  of  1.54.  Genotype 
Networks robust to mutations tend to have few Components and a 
high Average Degree.

Simulations

We implemented two sets of coalescent simulations, one simulating 
neutral  evolution,  and  one  simulating  a  selective  sweep.  We 
performed these simulations using the cosi software (Schaffner et al, 
2005),  version  1.2.1.  Specifically,  we  simulated  3  populations 
(African, European, and Asian) of 5,000 individuals each, under the 
known demographic models for them (Schaffner et al. 2005). The 
parameters  used  for  the  simulations  represent  an  out-of-Africa 
migration event 3,500 generations ago, followed by a split between 
European and Asian populations 2,000 generations ago, and, in the 
case of simulations with selection, a selective sweep  in which the 
selected variant  has  a  selection  coefficient  of  0.0150 and a  final 
frequency of the selected allele of 0.99. The exact parameters used 
for the simulations  are  available  in the repository of this  project 
(Dall’Olio 2013).  After performing the simulations,  we applied a 
filter of Minor Allele Frequency > 0.01, removing all the SNVs that 
had a low frequency in all three populations, i.e., we used the same 
criteria that we had used to filter the 1,000 Genomes data. These 
two datasets of simulations allowed us to estimate the distribution 
of network properties under a well-defined demographic model, and 
to estimate the  distribution of these properties for a larger sample 
size  (5,000  chromosomes per  population).  Moreover,  these 
simulations allowed us to evaluate the effects of a strong selective 
sweep on the properties of Genotype Networks.
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Tools and libraries used

Figure 1 was generated using the Cytoscape software (Smoot et al. 
2011). To manipulate genome-wide data, we used the Bedops (Neph 
et al. 2012) and the Bedtools (Quinlan and Hall 2010) suites.

Discussion

In this paper we provided a tool to apply the concept of genotype 
networks to the study of Human Population Variation. We applied it 
to the whole genome data in from the 1000 Genomes dataset, and 
determined that, for the sample size present in the 1000 Genomes 
data, it is optimal to split the genome into windows of 11 SNVs, and 
build networks based on this size.  Based on simulations, we can 
predict that, in order to study regions larger than 11 SNVs, we will 
need more than 4,000 chromosomes, or 2,000 individuals. We also 
analyzed  how  these  properties  are  distributed  across  the  whole 
genome.  In  particular,  the  genetic  recombination is  significantly 
correlated with the  average  degree of the networks,  although the 
correlation  coefficient  is  relatively  low.  Some  properties  of  the 
genotype networks are also correlated between each other, and the 
average degree and the average path length give partially redundant 
results.

Coding regions are more robust to mutations, and explore larger 
portions of the space

Our  analysis  of  the  1000  Genomes  data  showed  that  SNVs  in 
coding regions  tend to  have  small,  but  significant  effects  on  the 
distribution  of  network  properties.  More  specifically,  networks 
including  coding  SNVs  tend  to  have  both  a  high  average  path 
length,  and  a  high  average  degree,  compared  to  non-coding 
functional  SNVs.  This  suggests  that  networks  from  regions 
including coding SNVs are both richer in genotype diversity (based 
on average path length and closeness), and more robust to mutations 
(based on the  average  degree).  Interestingly,  these results  can be 
combined with our analysis on simulated regions under neutral, in 
which  regions  simulated  under  a  selection  scenario  have  also  a 
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higher number of vertices, average path length, and average degree. 
Thus,  coding  regions  and  simulated  selected  regions  have  in 
common the property of having a larger number of vertices, average 
path length, and average degree than the rest. 

In principle, these observations may seem to contradict one another: 
If a population has explored a large proportion of genotype space, it 
should also have a lower  degree. Moreover, it would be expected 
that  non  coding  regions,  which  are  exposed  to  weaker  selective 
constraints  than  coding  regions,  would  show  more  variable 
genotypes, therefore having higher  average  path  length. However, 
previous works on the evolution of RNA sequences have shown that 
robust  genotype networks are  also more expanded in the spaceis 
(Wagner  2008).  Robust  networks  can  resists  random  mutations 
better, so they can explore larger portions of genotype space, and 
still preserve their connectivity. Networks of non coding regions, on 
the other hand, tend to be more fragmented, as is shown by their 
average  number  of  components.  This  fragmentation  delays 
non-coding  regions  from  exploring  large  portions  of  genotype 
space.

Current Limitations: Recombination and Mutation size

A limitation of the method presented in this paper is that it does not 
take  into  account  the  effect  of  recombination  on  the  genotype 
network. A recombination event would have the effect of a “jump” 
in  the  genotype  space,  in  the  sense  that  the  descendants  of  the 
individual affected will occupy a node in a distant position of the 
space. This means that, in the case of recombination events, we will 
observe  a  higher  number  of  components  in  the  network.  In  the 
implementation currently presented, there is no way to distinguish if 
the fragmentation of a network is due to recombination events, to 
population demography, or other factors. Future and intensive work 
are needed to identify how recombination events can be identified 
from the structure of the genotype network. 

Another  limitation  is  that  the  method  assumes  that  at  most  one 
mutation event can occur between one generation and the next. If 
two or more mutations occur in an individual, the next generation 
will be in a node that is two or more steps away from the previous. 
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This means that we may observe two unconnected components, one 
corresponding to the descendants who inherited the mutation, and 
the  corresponding  to  the  descendants  that  did  not  inherit  the 
mutation. As a consequence, other network properties such as the 
degree and the average path length will become misleading. For the 
moment, an option to use a different distance in the definition of the 
network is implemented in the script provided, but further work is 
needed to understand the proper way to include multiple mutations 
in the model. In any case, since we limited the analysis to windows 
of 11 SNVs at a time, the probability of observing more than one 
mutation per generation can be neglected. 

Applications: identify the footprints of diseases

A potential  application  of  this  method  is  the  identification  of 
footprints left in genotype space by alleles involved in diseases. In 
principle, if an allele has a negative effect in a population, it would 
split the space into two portions, one carrying the disease-associated 
allele,  and one carrying  the healthy  allele.  We can expect  that  a 
population would prefer to occupy the portion of the space that is 
free from the disease allele,  creating a  “bubble” in  the  genotype 
space, around which the genotypes of a population are distributed. 
If we can learn how to identify the patterns characteristic of this 
situation, we can develop methods to identify the footprints that a 
disease  allele  would  leave  in  a  genotype  network,  and  identify 
potentially  risk-associated  information analyzing  only  data  from 
healthy individuals.  This could also be applied to many Genome 
Wide Association Studies, where the comparison of the  genotype 
network of healthy and affected individuals could lead to a better 
understanding of which loci are affected by a disease. 
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Tables

Table 1: Wilcoxon test comparing coding and non coding functional 
regions.
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General Overview
In this thesis we have contributed to two approaches to the study of 
human population genetics, both based on applications of principles 
of  Network Theory.  The  first  approach  makes  use  of  a  network 
representation  of  biological  pathways,  in  which  we  used  node 
centralities to attribute a score of “importance” to each gene in a 
pathway,  and  determined if  these  scores  of  importance  are 
correlated  with  the  genetic  signatures  on  each gene. The second 
approach  is  an adaptation of  Johan Maynard-Smith's metaphor of 
the “Sequence Space”, and of the most recent concept of “Genotype 
Netowrks”,  providing  a  new  method  to  determine  how  human 
populations have explored the space of possible haplotypes.  These 
two new approaches provide new insight on how genes and regions 
of the human genome have evolved during our evolutionary history.

Apart from the development of these two approaches, we carried 
out  some  important  complementary  tasks.  We  annotated  the 
pathway of Asparagine N-Glycosylation in Reactome,  providing a 
computational model of the pathway and contributing it to a renown 
resource.  During the process, we also  proposed  a way to improve 
the process of reporting errors to a biological database. At the same 
time, we also  contributed to improving the status of resources  for 
bioinformatics online, helping setting up  a resource called  Biostar, 
which today receives about 100,000 visits per month.
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Improving the annotations in Pathway Databases

Chapter  “Results  1” of  this  thesis  illustrates  the  process  of 
annotating  the  Asparagine  N-Glycosylation  Pathway  in  the 
Reactome database. This work has provided a computational model 
for this pathway,  filling a gap around a pathway that was already 
well  characterized  in  the  literature  but  not  in  the  annotation 
databases.  This model is freely accessible by other scientists,  it is 
integrated with the other pathways annotated in Reactome, and it is 
available under a broad variety of formats used in bioinformatics. 

At the same time, we also corrected many errors in the annotation of 
this pathway in other databases  (Dall’Olio et al.  2010). Although 
this work  of polishing the annotations in other databases  is  not of 
immediate impact, it  contributes to remove a number of sources of 
errors  and  inaccuracy,  and will  improve  the  results  obtained  by 
other scientists.  Many researchers will probably never be aware of 
our contribution, but they will benefit from it in their work.

Within  the  framework  of  this  thesis,  the  work  done  on  the 
annotation of the Asparagine N-Glycosylation pathway has been of 
crucial  importance.  Thanks  to  this  work,  we  obtained  a  deep 
knowledge of the status of the art of annotations in databases, which 
allowed us to take decisions on how to proceed in our “Pathway 
Approach”.  We discovered that,  although a lot  of work has been 
made in producing databases of metabolic reactions, these databases 
are not ready yet for a large scale analysis of the metabolome. This 
brought  us  in  the  direction  of  focusing  our  efforts  on  a  single 
pathway,  refining  the  its  representation  as  a  network,  instead  of 
moving to other pathways and to large scale analysis.

Asparagine N-Glycosylation: a model for studying how 
the structure of a pathway is related to the 
selective constraints

As chapter “Results  2” illustrates, the pathway of N-Glycosylation 
has revealed to be a nice model to study how the forces of selection 
act  on the different  genes  of  a  pathway.  In fact,  if  we split  this 
pathway into two halves, relative to the Calnexin/Calreticulin cycle, 
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we obtain two smaller pathways that  can be  taken as two extreme 
cases of pathway structure. The upstream part of this pathway is  a 
linear  pathway,  in  which  each  gene  catalyzes  only  one  or  two 
reactions, and the final product is a sugar whose structure is subject 
to functional constraints.  The downstream part of the pathway is  a 
very  complex  network,  in  which  few  enzymes  catalyze  a  broad 
range of  reactions,  and the number  of  outputs  is  in  the  order  of 
thousands. 

Our  analysis  on  the  intra-specific  genetic  variability  in  the 
N-Glycosylation pathway, within human populations, showed that 
the  downstream  part  of  the  pathway  contains  more  events  of 
population differentiation (measured by FST) than the upstream part. 
This is in agreement with our expectations, as the downstream part 
is involved in a broader spectrum of functions, while the upstream 
part  is  involved  in  a  single  and  well  conserved  process.  In 
particular,  the  downstream  part  has  an  important  role in  innate 
immunity,  and the  higher  overall  distribution  of  genetic 
differentiation  may  be  explained  by  local  pressures  caused  by 
pathogens,  which  changed  the  glycosylation  repertoire  in  some 
human populations.

When looking at the correlation between gene position and genetic 
differentiation, we found a correlation between FST and both node 
degree and eccentricity.  The correlation with node degree can be 
considered in light of another analysis that has been done during 
this thesis, in which  we analyzed the conservation of the genes in 
this pathway at the level of great apes ((Montanucci et al, 2011, see 
Appendix I).  In this  paper,  we found a correlation between node 
degree and the rate of non-synonymous substitutions,  showing that 
genes having high degree are also more conserved. Thus, it appears 
that genes having high degree tend to be mode conserved within 
species,  but more differentiated at  the level of human population 
variability.

When  looking  at  positive  selection,  we  found  that  in  the 
N-Glycosylation  pathway,  there  is  no  correlation  between  iHS 
scores (a test for  positive selection), and  the centralities analyzed. 
However,  we identified  some  signatures  of  positive  selection  on 
genes that are known to be in important positions of the pathway. 
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These genes are partially identified as being in key positions by the 
network analysis, and their importance is confirmed in the literature. 
One of these genes is GCS1, which shows a signature of selection in 
European,  Middle  East  /  North  Africa  and  Central  South  Asian. 
GCS1 is  the first  enzyme to act on the product  of the  N-Glycan 
precursor biosynthesis pathway, and its activity is key to direct the 
protein  folding  quality  control  mechanism.  The  signature  of 
selection in this gene may suggest  the appearance of a beneficial 
mutation  in  the  ancestor  of  these  populations.  Two  other  genes 
showing  signatures  of  selection  are  MGAT3 (in  East  Asia)  and 
MAN2A1 (in Sub Saharian Africa and East Asia). These two genes 
are “competitors” between each other,  as  their action redirect  the 
final  product  of  glycosylation  towards  one  of  two  classes,  the 
“hybrids” and the “complex” glycans.  The presence of a signal of 
selection  in  these  two  genes  may  indicate  a  change  in  the 
glycosylation repertoire of these two populations.

Genes in key position of a pathway are more likely to 
show signatures of positive selection

The results of our analysis showed that some genes in key position 
of the pathway are involved in signatures of selection. In particular, 
the signatures of selection are distributed on genes that regulate the 
flux  toward  different  classes  of  N-Glycosylation:  GCS1,  which 
controls  the  entrance in  the Calnexin/Calreticulin  cycle;  MGAT3, 
which  redirects  the  pathway  towards  the  production  of  hybrid 
glycans; and the MAN2A1, which redirects it towards the production 
of complex glycans. 

These  results  can  be  considered  in  relation  with  similar  results 
obtained for the insulin/mTOR pathway,  presented in  (Luisi et al, 
2011).  In this other work, we found a correlation between degree 
and  signatures  of  selection,  a  pattern  that  we  also  found  in  the 
N-Glycosylation  pathway  (although  not  significant  after  a 
Bonferroni correction).  Although these two pathways are involved 
in  different  mechanisms  (one  is  a  metabolic  pathway,  while  the 
other is a signaling pathway), these results support the hypothesis 
that  highly connected genes are more likely to be involved in an 
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event of positive selection.

Exploring the Genotype Networks of Human Genetics 
Variation

Chapter “Results  3” of this thesis illustrates our application of the 
concept  of  Genotype  Networks  to  human  sequencing  data.  The 
concept  of  Genotype  Networks  was  already  theorized  by 
Maynard-Smith  more  than  50  years  ago,  and  applied  to  many 
systems such as  the  evolution  of  RNA sequences  and  metabolic 
networks. However, it was never applied to human intra-population 
genetic  data,  mostly  because  the  number  of  samples  needed  to 
construct a full network  in this context is too high. Now that  new 
technological advances lowered the cost of sequencing a genome, 
and allowed the creation of large databases of human sequences, the 
application  of  Genotype  Networks  to  human  genetic  variability 
becomes a possibility. This opens the doors to new opportunities to 
understand the genetic variability in our species.

One property that can be inferred by the application of Genotype 
Networks is the overall extension of the network. Regions in which 
the Genotype Networks are more extended (e.g. high average path 
length  and  low  closeness)  are  more  heterogeneous  genetically, 
meaning that genotypes that are genetically far within each other 
can be observed in the same population. This can be interpreted as a 
lack of strong purifying selection in the region, or as the presence of 
multiple local adaptations. Our work showed these properties of the 
Genotype Networks have an overall  homogeneous distribution in 
the  human  genome,  and  that  coding  regions  are  slightly  more 
“expanded” in the space than the non-coding regions.

Another property of the Genotype Networks is the connectivity, in 
the sense  of  the average  degree and the  number  of  components. 
Regions in which the Genotype Networks are more connected (e.g. 
high degree and low number of components) may be interpreted as 
being more robust to mutations;  however,  like for the extension of 
the network, future theoretical and experimental work is needed to 
provide  a  proper  interpretation  of  this  property  in  the  human 
genome. Our work showed that in empiric data, coding regions tend 
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to have a higher degree than non coding (but functional) regions, 
while in simulated data, regions involved in a selective sweep have 
higher degree and regions evolving under a neutral model. 

One evident drawback of our approach is that we are limited to the 
genetic  variation  that  we  can  observe  in  the  current  living 
populations. We are also limited by the fact that the current dataset 
of sequencing data may be not enough to represent all the variation 
that is present in the real population. Thus, even the samples in the 
1000 Genomes dataset, which represent one the largest datasets of 
sequencing data available to date, are not enough to reconstruct the 
full Genotype Networks of human variation. Although we are aware 
of this limitation, we believe that larger datasets of human genomic 
sequences  will  be  available  in  the  future.  Moreover,  once  the 
technique of Genotype Networks will be accepted in the literature, 
we will be able to apply methods to infer the sequences that are not 
sampled in the dataset.

A possible step forward in the analysis of Genotype Networks is to 
move beyond properties such as the average path length and the 
degree,  and develop a way  to  identify  patterns and  motifs  in the 
Genotype Network. Instead of using these properties as a proxy to 
determine the extension or the connectivity of the network, we can 
focus on identify specific patterns,  which may be characteristic of 
specific selection events. If we become able to identify the patterns 
left by a selective sweep on the Genotype Network of a population 
(provided that such patterns exist),  this will improve significantly 
our ability to identify selection signals. 

Another  opportunity  opened  by  the  application  of  Genotype 
Networks is the study of how genetic diseases impacted  the way 
how populations explore the genotype space. The study presented in 
this  thesis  has  provided  an overview  of  these properties  in the 
individuals  of  the  1000  Genomes  dataset,  without  including  any 
information  on  the  phenotype  of  these  individuals.  This  results 
provide  a  description  of  the  background  distribution  of  these 
properties  in  our  genome,  in  a  sample  of  individuals  that  have 
homogeneous health  status  and  are  not  affected  by  any  evident 
clinical disease. However, future studies may  focus on  comparing 
the Genotype Networks of individuals  affected by diseases against 
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the networks of healthy individuals. In fact, an allele associated to a 
disease may leave a “footprint” in the Genotype Network,  putting 
constraints  on  how  the  population  occupy  the  genotype  space. 
Thanks to network theory,  we may become able of identify such 
footprints,  and  use  them  to  improve  our  ability  to  identify  loci 
associated to diseases. 

The 1000 Genomes Human Selection Browser: making 
our results available to the rest of the scientific 
community 

Our  “1000  Genomes  Human  Selection  Browser”,  described  in 
Appendix  IV,  provides  a  powerful  resource  for  obtaining 
information about genes involved in positive selection in the human 
genome.  This  resource  will  be  useful  for  scientists  working  in 
different  areas,  from the  researchers  wishing  to  know if  a  gene 
potentially  linked  to  a  disease  has  been  involved  in  events  of 
selection in the human species, to the physicians wishing to check if 
the gene target of a given drug has a different genetic background in 
a given population group. These researchers will be able to access 
these  information  simply  by  pointing  their  web  browsers  to  our 
resource,  without  having  to  handle  the  1000  Genomes  data  or 
having to make calculations by themselves. 

Moreover, the mechanism used to visualize the data, using tracks 
for the UCSC Genome Browser,  makes it possible to integrate it 
with other datasets. These datasets include all the tracks in the main 
UCSC browser, which annotated a broad range of properties, from 
gene expression to epigenetic modifications. This opens the way to 
many  potential  analysis,  comparing  our  tests  for  neutrality  with 
other types of experimental evidences. 

Finally, the pipeline developed to calculate the statistics makes it 
easier to repeat the calculations and apply them to new datasets. We 
will be able to update our results easily, as soon as new versions of 
the 1000 Genomes data are released, and without having to make 
the huge efforts that required writing the pipeline for the first time. 
This easiness in maintaining the 1000 Genomes Human Selection 
Browser, combined with the simplicity of updating it to new results, 
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will make of it a long lasting resource from which other researchers 
will be able to benefit for a long time.

Biostar: towards a better and more accessible 
bioinformatics

After two years since the publication of the article  presenting it to 
the  rest  of  the  scientific  world,  Biostar  has  become  a  reference 
resource for many bioinformaticians. It currently receives more than 
150,000 visits per month, and it has recently passed the milestone of 
10,000 questions asked.  Tens of new discussions  are started every 
day, and new sections have been opened for tutorials and job offers. 
Biostar has become a reference website to ask question like “What 
is the best database for pathway annotation?”, “How to calculate FST 

using vcftools”,  and “How to calculate the tertiary structure of a 
protein?”.

The Biostar community has grown so large that, eventually, even 
the participation of the people who originally founded it (including 
me) is not necessary any more.  New users  arrive  every day, and 
some of these become assiduous members, who get involved in the 
administration of the site. This is an important property of Biostar, 
which  will  guarantee  that  the  site  will  not  be  a  temporary 
phenomena, but rather remain active for a long time. Thus, Biostar 
will continue  in his mission of  improving communication between 
bioinformaticians,  and  the  sharing  of  bioinformatics  resources. 
Biostar has been laid as a milestone in the road of making science 
more accessible and reproducible.
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Abbreviations

• SNV:  Single Nucleotide Variant  (used as  synonymous for 
SNP)

• SNP: Single Nucleotide Polimorphism (used as synonymous 
for SNV)

• CEU: Utah residents with European ancestry

• CHB: Chinese Han in Beijing

• CLR: Composite Likelihood Ratio test

• DAF: Derived Allele Frequency

• MAF: Minor Allele Frequency

• DNA: DeoxiriboNucleic Acid

• EHH: Extended Haplotype Heterozygosity

• FDR: False Discover Rate

• JPT: Japanese in Tokyo

• NGS: Next Generation Sequencing

• YRI: Yoruba in Ibadan
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Glossary of Technical 
Locutions

• Genetic  adaptation  to  the  environment  and  positive 
selection:  in the context of this thesis  these two terms are 
generally  used  interchangeably.  Positive  selection  means 
that an allele of a locus of the genome rises in frequency in a 
population,  because  it  gives  a  selective  advantage  to  the 
individuals  that  carry  it.  The  fitness  of  an  individual  is 
defined  in  comparison to  the  environment  in  which  the 
individual lives; thus, a change in the environment, or the 
need to increase the fitness in the current environment, is the 
most common cause of positive selection.

• A mutation  becomes  fixed  in  a  population:  a  mutation 
becomes fixed in a population when its frequency reaches 
the 100% in a population.  For example, if a new mutation 
gives a clear selective advantage to the individuals that carry 
it,  we can expect it  to reach a frequency of 100% after a 
number  of  generations  (ignoring,  for  the  sake  of  the 
explanation,  that  there is  not  genetic  drift  and no linkage 
with other loci).

• SNP ascertainment bias: most of the early datasets of SNP 
genotype data were  done on chips, which were  limited,  for 
technical  reasons, to  a  number  of  SNPs.  The  process  of 
choosing the SNPs to include in the chip was prone to errors 
– e.g.  most often,  the SNP chosen were the ones that are 
most common in European populations.  This introduced an 
ascertainment bias,  meaning that  the SNPs that  were in a 
dataset were not representative of all the SNPs in the real 
data.



BIBLIOGRAPHY    140

Bibliography

Akey JM. 2009. Constructing genomic maps of positive selection in 
humans:  where  do  we  go  from  here?  Genome  research 
19:711–722.

Allison AC. 1954. Protection Afforded by Sickle-cell Trait Against 
Subtertian Malarial Infection. Br Med J. 1:290–294.

Alvarez-Ponce  D,  Aguadé  M,  Rozas  J.  2009.  Network-level 
molecular  evolutionary  analysis  of  the  insulin/TOR  signal 
transduction pathway across 12 Drosophila genomes. Genome 
research 19:234–242.

Alvarez-Ponce D, Aguadé M, Rozas J. 2011. Comparative genomics 
of the vertebrate insulin/TOR signal transduction pathway: a 
network-level analysis of selective pressures. Genome biology 
and evolution 3:87–101.

Alvarez-Ponce D. 2012. The relationship between the hierarchical 
position of proteins in the human signal transduction network 
and their rate of evolution. BMC evolutionary biology 12:192.

Andolfatto  P.  2007.  Hitchhiking  effects  of  recurrent  beneficial 
amino  acid  substitutions  in  the  Drosophila  melanogaster 
genome. :1755–1762.

Apweiler R, Hermjakob H, Sharon N. 1999. On the frequency of 
protein  glycosylation,  as  deduced  from  analysis  of  the 
SWISS-PROT database. Biochim. Biophys. Acta 1473:4–8.

Barreiro LB, Laval G, Quach H, Patin E, Quintana-Murci L. 2008. 
Natural  selection  has  driven  population  differentiation  in 
modern humans. Nature genetics 40:340–345.

Bersaglieri T, Sabeti PC, Patterson N, Vanderploeg T, Schaffner SF, 
Drake J a, Rhodes M, Reich DE, Hirschhorn JN. 2004. Genetic 
signatures  of  strong  recent  positive  selection  at  the  lactase 
gene. American journal of human genetics 74:1111–1120.



141    BIBLIOGRAPHY

Biswas S, Akey JM. 2006. Genomic insights into positive selection. 
Trends in genetics : TIG 22:437–446. 

Blinderman C (Clark U), Joyce D (Clark U. 1998. The Huxley File. 
Available from: http://aleph0.clarku.edu/huxley/

Bloom  JD,  Adami  C.  2003.  Apparent  dependence  of  protein 
evolutionary rate on number of interactions is linked to biases 
in  protein-protein  interactions  data  sets.  BMC  evolutionary 
biology 3:21.

Cagliani R, Sironi M. 2013. Pathogen-driven selection in the human 
genome.  International  journal  of  evolutionary  biology 
2013:204240.

Caramelo  JJ,  Parodi  AJ.  2008.  Getting  in  and  out  from 
calnexin/calreticulin  cycles.  The  Journal  of  biological 
chemistry 283:10221–10225.

Cavalli-Sforza LL. 1973. Analytic review: some current problems 
of human population genetics. Am J Hum Genet 25:82–104.

Chen H, Patterson N, Reich D. 2010. Population differentiation as a 
test for selective sweeps. Genome research 20:393–402.

Dall’Olio GM, Bertranpetit  J,  Laayouni  H. 2010. The annotation 
and the usage of scientific databases could be improved with 
public  issue  tracker  software.  Database :  the  journal  of   
biological databases and curation 2010:baq035.

Dall’Olio GM, Jassal B, Montanucci L, Gagneux P, Bertranpetit J, 
Laayouni H. 2011. The annotation of the Asparagine N-linked 
Glycosylation  pathway  in  the  Reactome  Database. 
Glycobiology:1–15.

Dall’Olio  GM,  Laayouni  H,  Luisi  P,  Sikora  M,  Montanucci  L, 
Bertranpetit  J.  2012.  Distribution  of  events  of  positive 
selection  and  population  differentiation  in  a  metabolic 
pathway:  the  case  of  asparagine  N-glycosylation.  BMC 
evolutionary biology 12:98.

Dall’Olio GM, Marino J, Schubert M, et al. 2011. Ten Simple Rules 
for Getting Help from Online Scientific Communities.Bourne 
PE, editor. PLoS Computational Biology 7:e1002202.



BIBLIOGRAPHY    142

Dhar R, Sägesser R, Weikert C, Yuan J, Wagner a. 2011. Adaptation 
of Saccharomyces cerevisiae to saline stress through laboratory 
evolution. Journal of evolutionary biology 24:1135–1153.

Duffy DL, Montgomery GW, Chen W, Zhao ZZ, Le L, James MR, 
Hayward  NK,  Martin  NG,  Sturm  RA.  2007.  A 
three-single-nucleotide polymorphism haplotype in intron 1 of 
OCA2  explains  most  human  eye-color  variation.  American 
journal of human genetics 80:241–252.

Ferretti  L,  Perez-Enciso  M,  Ramos-Onsins  S.  2010.  Optimal 
neutrality  tests  based  on  the  frequency  spectrum.  Genetics 
186:353–365.

Fisher  R.  1918.  The  Correlation  between  Relatives  on  the 
Supposition  of  Mendelian  Inheritance.  Philosophical 
Transactions of the Royal Society of Edinburgh 52:399–433.

Fraser  HB,  Hirsh  AE,  Steinmetz  LM, Scharfe  C,  Feldman  MW. 
2002.  Evolutionary  rate  in  the  protein  interaction  network. 
Science (New York, N.Y.) 296:750–752.

Fraser HB, Hirsh AE. 2004. Evolutionary rate depends on number 
of  protein-protein  interactions  independently  of  gene 
expression level. BMC evolutionary biology 4:13.

Fraser HB, Wall DP, Hirsh AE. 2003. A simple dependence between 
protein  evolution  rate  and  the  number  of  protein-protein 
interactions. BMC evolutionary biology 3:11.

Frazer K a, Ballinger DG, Cox DR, et al. 2007. A second generation 
human  haplotype  map  of  over  3.1  million  SNPs.  Nature 
449:851–861.

Galton  F.  1877.  Typical  laws  of  hereditity.  Nature  15:492–495, 
512–514, 532–533.

Gilad Y, Rosenberg S, Przeworski M, Lancet D, Skorecki K. 2002. 
Evidence for positive selection and population structure at the 
human MAO-A gene. Proceedings of the National Academy of 
Sciences of the United States of America 99:862–867.

Green RS, Stone EL, Tenno M, Lehtonen E, Farquhar MG, Marth 
JD.  2007.  Mammalian  N-glycan  branching  protects  against 



143    BIBLIOGRAPHY

innate  immune  self-recognition  and  inflammation  in 
autoimmune disease pathogenesis. Immunity 27:308–320.

Haeuptle  MA,  Hennet  T.  2009.  Congenital  disorders  of 
glycosylation: an update on defects affecting the biosynthesis 
of  dolichol-linked  oligosaccharides.  Human  mutation 
30:1628–1641.

Haldane  J.  1949.  Disease  and  evolution.  Ric.  Sci.  Suppl.  A 
19:68–76.

Haldane J. 1957. The cost of natural selection. Journal of Genetics 
55:511–524.

Halligan DL, Oliver F, Eyre-Walker A, Harr B, Keightley PD. 2010. 
Evidence  for  pervasive  adaptive  protein  evolution  in  wild 
mice. PLoS genetics 6:e1000825.

Hartl DL, Dykhuizen DE, Dean a M. 1985. Limits of adaptation: the 
evolution of selective neutrality. Genetics 111:655–674.

Hill  AVS.  2006.  Aspects  of  genetic  susceptibility  to  human 
infectious diseases. Annual review of genetics 40:469–486.

Hossler  P,  Goh L,  Lee MM, Hu W. 2006. GlycoVis:  Visualizing 
Glycan Distribution in the Protein N-Glycosylation Pathway in 
Mammalian Cells. Biotechnology and bioengineering.

Inforzato  A,  Reading  PC,  Barbati  E,  Bottazzi  B,  Garlanda  C, 
Mantovani A. 2012. The “sweet” side of a long pentraxin: how 
glycosylation affects PTX3 functions in innate immunity and 
inflammation. Frontiers in immunology 3:407.

Ingram CJE, Mulcare C a, Itan Y, Thomas MG, Swallow DM. 2009. 
Lactose  digestion  and  the  evolutionary  genetics  of  lactase 
persistence. Human genetics 124:579–591.

Izagirre N, García I, Junquera C, De la Rúa C, Alonso S. 2006. A 
scan for signatures of positive selection in candidate loci for 
skin pigmentation in humans. Molecular biology and evolution 
23:1697–1706.

Jaeken J. 2010. Congenital disorders of glycosylation. Annals of the 
New York Academy of Sciences 1214:190–198.



BIBLIOGRAPHY    144

Jordan  IK,  Wolf  YI,  Koonin  E  V.  2003.  No  simple  dependence 
between  protein  evolution  rate  and  the  number  of 
protein-protein interactions: only the most prolific interactors 
tend to evolve slowly. BMC evolutionary biology 3:1.

Kelley JL, Madeoy J, Calhoun JC, Swanson W, Akey JM. 2006. 
Genomic signatures  of  positive selection in  humans and the 
limits of outlier approaches. Genome Research:980–989.

KIMURA M.  1968.  Evolutionary  Rate  at  the  Molecular  Level. 
Nature 217:624–626.

Kimura  M.  1984.  The  Neutral  Theory  of  Molecular  Evolution. 
Cambridge University Press

King JL, Jukes TH. 1969. Non-Darwinian evolution. Science (New 
York, N.Y.) 164:788–798.

Kwiatkowski  DP.  2005.  How  malaria  has  affected  the  human 
genome and what human genetics can teach us about malaria. 
American journal of human genetics 77:171–192.

Laayouni  H,  Montanucci  L,  Sikora  M,  et  al.  2011.  Similarity  in 
recombination  rate  estimates  highly  correlates  with  genetic 
differentiation in humans. PloS one 6:e17913.

Lamason RL, Mohideen M-APK, Mest JR, et al. 2005. SLC24A5, a 
putative  cation  exchanger,  affects  pigmentation  in  zebrafish 
and humans. Science (New York, N.Y.) 310:1782–1786.

Livingstone  K,  Anderson  S.  2009.  Patterns  of  variation  in  the 
evolution  of  carotenoid  biosynthetic  pathway  enzymes  of 
higher plants. The Journal of heredity 100:754–761.

Lu  Y,  Rausher  MD.  2003.  Evolutionary  rate  variation  in 
anthocyanin pathway genes. Molecular biology and evolution 
20:1844–1853.

Luisi P, Alvarez-ponce D, Dall’Olio GM, Sikora M, Bertranpetit J, 
Laayouni  H.  2011.  Network-level  and  population  genetics 
analysis  of  the  insulin  /  TOR  signal  transduction  pathway 
across  human  Keywords.  Molecular  Biology  and 
Evolution:1–40.

Manrubia  SC,  Cuesta  JA.  2010.  Neutral  networks  of  genotypes: 



145    BIBLIOGRAPHY

Evolution behind the curtain. Arbor 186:7.

Matias  Rodrigues  JF,  Wagner  A.  2011.  Genotype  networks, 
innovation, and robustness in sulfur metabolism. BMC systems 
biology 5:39.

Matts PJ, Dykes PJ, Marks R. 2007. The distribution of melanin in 
skin determined in vivo.  The British journal of dermatology 
156:620–628.

Maynard Smith  J.  1970.  Natural  Selection  and the  Concept  of  a 
Protein Space. Nature 225:563–564.

Montanucci L, Laayouni H, Dall’Olio GMG, Bertranpetit J. 2010. 
Molecular  evolution  and  network-level  analysis  of  the 
N-Glycosylation  metabolic  pathway  across  primates. 
Molecular biology and evolution 28:1–28.

Myles  S,  Somel  M,  Tang  K,  Kelso  J,  Stoneking  M.  2007. 
Identifying  genes  underlying  skin  pigmentation  differences 
among human populations. Human genetics 120:613–621.

Nielsen R, Hellmann I, Hubisz M, Bustamante C, Clark AG. 2007. 
Recent  and ongoing selection in the human genome.  Nature 
reviews. Genetics 8:857–868.

Nielsen R, Williamson S, Kim Y, Hubisz MJ, Clark AG, Bustamante 
C. 2005. Genomic scans for selective sweeps using SNP data. 
Genome research 15:1566–1575.

Nielsen R. 2004.  Population genetic  analysis  of  ascertained SNP 
data. Human genomics 1:218–224.

Nielsen R. 2005. Molecular signatures of natural selection. Annual 
review of genetics 39:197–218.

Norrgard K, Schultz J. 2008. Using SNP Data to Examine Human 
Phenotypic Differences. Nature Education 1.

Norton HL, Kittles R a, Parra E, et al. 2007. Genetic evidence for 
the convergent evolution of light skin in Europeans and East 
Asians. Molecular biology and evolution 24:710–722.

Orr  HA. 2005.  The genetic  theory of  adaptation:  a  brief  history. 
Nature reviews. Genetics 6:119–127.



BIBLIOGRAPHY    146

Parnell  LD, Lindenbaum P, Shameer K, et  al.  2011. BioStar:  An 
Online Question  & Answer  Resource for  the  Bioinformatics 
Community.Bourne PE, editor.  PLoS Computational  Biology 
7:e1002216.

Paulson JC.  2007.  Innate  Immune  Response  Triggers  Lupus-like 
Autoimmune Disease. Cell 130:589–591.

Ramsay  H,  Rieseberg  LH,  Ritland  K.  2009.  The  correlation  of 
evolutionary  rate  with  pathway  position  in  plant  terpenoid 
biosynthesis. Molecular biology and evolution 26:1045–1053.

Rausher MD, Miller RE, Tiffin  P.  1999. Patterns of evolutionary 
rate  variation  among  genes  of  the  anthocyanin  biosynthetic 
pathway. Molecular biology and evolution 16:266–274.

Riley RM, Jin W, Gibson G. 2003. Contrasting selection pressures 
on  components  of  the  Ras-mediated  signal  transduction 
pathway in Drosophila. Molecular Ecology 12:1315–1323.

Sabeti  P.  2008.  Natural  Selection:  Uncovering  Mechanisms  of 
Evolutionary  Adaptation  to  Infectious  Disease.  Nature 
Education 1.

Sabeti  PC, al,  Varilly P,  et  al.  2007. Genome-wide detection and 
characterization  of  positive  selection  in  human  populations. 
Nature 449:913–918.

Sabeti  PC,  Reich DE, Higgins  JM, et  al.  2002.  Detecting  recent 
positive  selection  in  the  human  genome  from  haplotype 
structure. October 419.

Sabeti PC, Varilly P, Fry B, et al. 2007. Genome-wide detection and 
characterization  of  positive  selection  in  human  populations. 
Nature 449:913–918.

Samal A, Matias Rodrigues JF, Jost J, Martin OC, Wagner A. 2010. 
Genotype  networks  in  metabolic  reaction  spaces.  BMC 
systems biology 4:30.

Schultes  E  a,  Bartel  DP.  2000.  One  sequence,  two  ribozymes: 
implications for the emergence of new ribozyme folds. Science 
(New York, N.Y.) 289:448–452.

Shapiro  J  a,  Huang  W,  Zhang  C,  et  al.  2007.  Adaptive  genic 



147    BIBLIOGRAPHY

evolution  in  the  Drosophila  genomes.  Proceedings  of  the 
National Academy of Sciences of the United States of America 
104:2271–2276.

Shen J, Zhang J, Luo X, Zhu W, Yu K, Chen K, Li Y, Jiang H. 2007. 
Predicting protein-protein interactions based only on sequences 
information. Proceedings of the National Academy of Sciences 
of the United States of America 104:4337–4341.

Singh RS, Xu J, J K. 2012. Rapidly Evolving Genes and Genetic 
Systems. Oxford University Press

Smith JM, Haigh J. 2009. The hitch-hiking effect of a favourable 
gene. Genetical Research 23:23.

Soejima M, Tachida H, Ishida T, Sano A, Koda Y. 2006. Evidence 
for  recent  positive  selection  at  the  human  AIM1 locus  in  a 
European  population.  Molecular  biology  and  evolution 
23:179–188.

Stigler SM. 2010. Darwin, Galton and the Statistical Enlightenment. 
Journal of the Royal Statistical Society: Series A (Statistics in 
Society) 173:469–482.

Takahata  N.  2007.  Molecular  Clock:  An  Anti-neo-Darwinian 
Legacy. Genetics 168:1097–1104.

Teshima  KM,  Coop  G,  Przeworski  M.  2006.  How  reliable  are 
empirical  genomic  scans  for  selective  sweeps?  Genome 
research 16:702–712.

Varki  A,  et  al.  Essentials  of  Glycobiology.  Available  from: 
http://www.cshlpress.com/default.tpl?
cart=124963609817267540&fromlink=T&linkaction=full&lin
ksortby=oop_title&--eqSKUdatarq=426

Vitkup D, Kharchenko P, Wagner A. 2006. Influence of metabolic 
network structure and function on enzyme evolution. Genome 
biology 7:R39.

Vitti  JJ,  Cho  MK,  Tishkoff  S  a,  Sabeti  PC.  2012.  Human 
evolutionary genomics: ethical and interpretive issues. Trends 
in genetics : TIG 28:137–145. 

Voight BF, Kudaravalli S, Wen X, Pritchard JK. 2006. A map of 



BIBLIOGRAPHY    148

recent positive selection in the human genome. PLoS biology 
4:e72.

Wagner  A.  2008a.  Neutralism and selectionism:  a  network-based 
reconciliation. Nature reviews. Genetics 9:965–974.

Wagner A. 2008b. Robustness and evolvability: a paradox resolved. 
Proceedings.  Biological  sciences  /  The  Royal  Society 
275:91–100.

Wolfe ND, Karesh WB, Kilbourn AM, et al. 2002. The impact of 
ecological  conditions  on  the  prevalence  of  malaria  among 
orangutans.  Vector  borne  and zoonotic  diseases  (Larchmont, 
N.Y.) 2:97–103.

Yang Y,  Zhang F,  Ge S.  2009.  Evolutionary  rate  patterns  of  the 
Gibberellin pathway genes. BMC evolutionary biology 9:206.

Zuckerkandl E, Pauling L. 1962. Molecular disease, evolu- tion, and 
genic heterogeneity. Horizons in Biochemistry:189–225.



149    BIBLIOGRAPHY



Appendix





APPENDIX I    152

Appendix I: Molecular evolution and 
network-level analysis of the 
N-glycosylation metabolic pathway 
across primates

Montanucci  L,  Laayouni  H, Dall'Olio  GM,  Bertranpetit  J. 
Molecular  evolution  and  network-level  analysis  of  the 
N-glycosylation  metabolic  pathway  across  primates. Mol  Biol 
Evol. 2011 Jan;28(1):813-23. doi: 10.1093/molbev/msq259. Epub 
2010 Oct 5. PubMed PMID: 20924085. 

Available from: http://www.ncbi.nlm.nih.gov/pubmed/20924085

http://www.ncbi.nlm.nih.gov/pubmed/20924085
http://mbe.oxfordjournals.org/content/28/1/813.abstract
http://mbe.oxfordjournals.org/content/28/1/813.abstract


    APPENDIX II    154

Appendix II: Network-level and population 
genetics analysis of the insulin/TOR

Luisi P, Alvarez-Ponce D, Dall'Olio GM, Sikora M, Bertranpetit J, 
Laayouni H. Network-level and population genetics analysis of the 
insulin/TOR  signal  transduction  pathway  across  human 
populations.  Mol  Biol  Evol.  2012  May;29(5):1379-92.  doi: 
10.1093/molbev/msr298.  Epub  2011  Dec  1.  PubMed  PMID: 
22135191. 

Available from: http://www.ncbi.nlm.nih.gov/pubmed/20924085 

http://www.ncbi.nlm.nih.gov/pubmed/20924085
http://mbe.oxfordjournals.org/content/29/5/1379.abstract
http://mbe.oxfordjournals.org/content/29/5/1379.abstract
http://mbe.oxfordjournals.org/content/29/5/1379.abstract


     APPENDIX III    156

Appendix III: The annotation and the usage 
of scientific databases could be 
improved with public issue tracker 
software

Dall'Olio GM, Bertranpetit J, Laayouni H. The annotation and the 
usage of scientific databases could be improved with public issue 
tracker  software  .   Database  (Oxford).  2010 Dec 23;2010:baq035. 
doi: 10.1093/database/baq.

Available
 from: http://www.ncbi.nlm.nih.gov/pmc/articles/PMC3011984/ 

http://www.ncbi.nlm.nih.gov/pmc/articles/PMC3011984/
http://www.ncbi.nlm.nih.gov/pmc/articles/PMC3011984/
http://www.ncbi.nlm.nih.gov/pmc/articles/PMC3011984/?report=reader
http://www.ncbi.nlm.nih.gov/pmc/articles/PMC3011984/?report=reader
http://www.ncbi.nlm.nih.gov/pmc/articles/PMC3011984/?report=reader


APPENDIX IV    158

Appendix IV: The Human Selection 
Browser 1.0: a genome browser 
dedicated to signatures of natural 
selection in the 1000 genomes data.

Marc  Pybus*,  Giovanni  M  Dall'Olio*,  Pierre  Luisi*,  Manu 
Uzkudun*, Angel Carreño Torres, Pavlos Pavlidi, Hafid Laayouni,‐  
#Jaume Bertranpetit,  #Johannes  Engelken.  The Human Selection 
Browser 1.0: a genome browser dedicated to signatures of natural 
selection in the 1000 genomes data. 

Submitted for publication.



159    APPENDIX IV     

Marc  Pybus*,  Giovanni  M  Dall'Olio*,  Pierre  Luisi*,  Manu 
Uzkudun*, Angel Carreño Torres, Pavlos Pavlidi, Hafid Laayouni,‐  
#Jaume Bertranpetit,  #Johannes Engelken.  The  Human Selection 
Browser  1.0:  a  genome  browser  dedicated  to  signatures  of 
natural  selection  in  the  1000  genomes  data.  Submitted  for 
publication.
*equal contribution #corresponding authors       

                              

Abstract  
Searching for Darwinian selection in natural populations has been 
the focus of a multitude of studies over the last decades.  Based on 
population  genetics  theory  several  neutrality  tests  have  been 
developed  that  can  facilitate  the  detection  of  different  selective 
forces. Together with unprecedented amounts of data generated by 
modern  DNA sequencing  technologies,  these  developments  hold 
promise for the future.  We have implemented a large number of 
neutrality  tests  as  well  as  summary  statistics  informative  for  the 
action of selection such as Tajima's D, CLR, Fay and Wu's H, Fu 
and Li's F* and D*, XPEHH, ΔiHH, iHS, FST, ΔDAF and XPCLR 
among others. We have applied these statistics to experimental data 
from the  1000 genomes project  (Phase 1;  release  April  2012)  in 
humans. Signatures of natural selection could be confirmed around 
many  known  loci,  for  both  positive  (e.g.  EDAR,  SLC24A5, 
HERC2/OCA2)  and  balancing  selection  (e.g.  ABO).  We  have 
implemented  a  publicly  available  genome-wide  browser  to 
communicate the results from three different populations of West 
African, Northern European and East Asian ancestry (YRI, CEU, 
CHB)  (http://bioevo.upf.edu/~1000genomes/blog/).  Information  is 
provided in UCSC-style format to facilitate the integration with the 
rich UCSC browser tracks. We believe that this expandable resource 
will facilitate the interpretation of signals of selection on different 
temporal, geographical and genomic scales.
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