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Abstract

Motion estimation plays a key role in many of the image processing and
computer vision problems. This thesis addresses the problem of recovering
a dense motion field from a scene through the Calculus of Variations. In
particular, we make contributions to the problems of optical flow and scene
flow estimation, as well as an application where its importance is shown.
The optical flow aims to estimate the apparent motion caused by the relative
movement between the observer and the scene. In the first part of the
manuscript we present a new regularization term for optical flow energy
functionals capable of recovering the rotations of the objects while keeping
a similar behaviour to the Total Variation in the rest of the movements.
Then, we describe a model for binary video inpainting where the previous
method is fundamental to complete the areas where the flow is unknown
and to estimate the trajectories of visible objects. In the second part, we
present a new minimization strategy for optical flow variational methods
which is able to capture large displacements regardless of the chosen energy
functional. This strategy is a two-step optimization process. It obtains
a dense flow from a discrete set of correspondences which is subsequently
refined in the second step. The experiments validate the contribution as a
better alternative to the the multi-scale strategy since it outperforms the
optical flow results for the same energy functional. The last part of this
document focuses on the scene flow problem. It is defined as the estimation
of the dense three-dimensional motion field of a nonrigid 3D scene. We
extend the previous minimization strategy for optical flow to the scene flow
context and present a decoupled energy model based on the work of Wedel
et al. (2011). We present a variational model that jointly estimates the
scene flow and the motion occlusions using the fact that occluded objects
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in the left view may be visible in the right view.

Resumen
La estimación del movimiento es una de las piezas clave para muchos de
los problemas de procesamiento de imagen y visión artificial. Esta tesis
aborda el problema de la estimación de campos de movimiento densos de
una escena a través del Cálculo de Variaciones. En particular, realizamos
contribuciones a los problemas de optical flow (flujo óptico) y scene flow
(flujo de escena), aśı como una aplicación donde se demuestra su importan-
cia.

El flujo óptico tiene como objetivo estimar el movimiento aparente cau-
sado por el movimiento relativo entre el observador y la escena. En la
primera parte del manuscrito presentamos un nuevo regularizador para flujo
óptico capaz de recuperar las rotaciones de los objetos manteniendo un
comportamiento similar a la Variación Total en el resto de movimientos.
A continuación describimos un modelo de ‘binary video inpainting’ donde
el método previo juega un papel fundamental completando las zonas oclu-
idas en las que el flujo es desconocido y estimando las trayectorias de los
objetos visibles. En la segunda parte, presentamos una nueva estrategia
de minimización para flujo óptico capaz de capturar largos desplazamientos
independientemente del funcional de enerǵıa escogido. Dicha estrategia es
un proceso de optimización en dos fases que a partir de un conjunto discreto
de correspondencias obtiene un flujo denso posteriormente refinado en la se-
gunda fase. Los experimentos realizados validan la contribución presentada
ya que los flujos ópticos son siempre más precisos que los obtenidos con el
esquema multi-escala al minimizar el mismo funcional de enerǵıa. La última
parte de este documento se centra en el problema de scene flow, definido
como el campo de movimiento 3D de una escena. En dicho aporte exten-
demos la estrategia de minimización previa para flujo óptico al contexto de
scene flow. Además presentamos un modelo de enerǵıa desacoplado, basado
en el propuesto por Wedel et al. (2011), que aprovecha las distintas vistas de
la escena para describir expĺıcitamente las oclusiones obteniendo una mayor
precisión en las discontinuidades del campo de movimiento.



Preface

The human visual system is receiving stimuli all the time. There are too
many different causes that alert our system. Some of them are completely
useless while others are essential to interact with our surroundings. Nodding
is a clear confirmation of acceptance whereas a hand gesture can express
denial. Our brain is in charge to classify them based on their relevance.
Computer vision tries to reproduce some of the capabilities of the human
visual system in order to solve an specific task using videos or images. Nowa-
days, their applications have obtained an incredible amount of popularity
being inadvertently present in our daily life. This manuscript will describe
several contributions to measure the visual changes produced by the motion
of both, the observer and the environment. This research area is useful in
a wide range of applications, e.g, autonomous navigation, human-machine
interaction or action recognition. Motion is a mid-level feature which is
powerful enough and in general plays a key rol in many different computer
vision systems.

The motion estimation is completely constrained by the kind of data used
to describe the scene. If the representation of the scene is obtained from a
single view, the problem to tackle is called optical flow estimation. The ori-
gin of the optical flow concept was introduced by Gibson (1950) to explain
the visual stimulus that animals understand as movement in the observed
world. The optical flow is the pattern of apparent motion of objects, sur-
faces and edges in a visual scene produced by the relative motion of the
observer and the scene. The optical flow problem as a computer vision task
focuses on determining the apparent motion between a pair of digital im-
ages, usually corresponding to two consecutive frames of a video sequence.
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(a) TV regularizer. (b) The proposed regularizer.

Figure 1: Color representation of the level sets of the L2 norm of the optical
flow estimations from a pure rotation in a double wind-mill.

If we consider a digital image as a grid of pixels, the optical flow provides
information about where each pixel at time t is located at time t + 1. In
this manuscript we present two different optical flow contributions that pro-
vide a solution to estimate complex motion pattern. The first one is built
around a classical optical flow method (TV -L1) which presents very good
properties, but fails trying to capture rotational movements that appear in
real scenes. Our alternative is a new regularization term which is invariant
to infinitesimal flow rotations, being able at the same time to preserve dis-
continuities in the flow field. Figure 1 shows the different behaviour for an
energy model with the same data term and both kind of regularizers, the
Total Variation (TV) and the new rotation-invariant term that we present.
The second contribution presents a minimization strategy to deal with large
displacements. There are several strategies to recover large displacements
using variational methods and most of them use the multi-scale strategy.
However, it only works properly when the displacements are smaller than
the size of the corresponding moving scene objects. By contrast, our alter-
native strategy does not suffer from this drawback. The new optimization
strategy is able to compute good local minima of any optical flow energy
through a set of extremely sparse matching correspondences. It consists of
a two-step minimization process over the same energy functional. First, the
sparse correspondences are used to guide a structured coordinate-descent
minimization which can be understood as a region growing strategy. Then,
the dense optical flow obtained in this previous step is refined by a global
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minimization of the chosen optical flow energy. This strategy consistently
outperforms the results of multi-scale schemes because it can correctly re-
cover large motions of small objects. Figure 2 shows the ground truth and
the estimated optical flow using the same energy functional minimized with
the multi-scale strategy and the presented one.

(a) Ground truth (b) Multi-scale strategy (c) Our strategy

Figure 2: Comparison of our strategy against the multi-scale one.

By construction, the optical flow presents some limitations, e.g, ambiguities
by the lack of texture, or object occlusions. Then, scene flow arises as a
natural extension of the optical flow using stereo or multiple view camera
systems. The scene flow is defined as the three-dimensional motion field
of a 3D scene between two time steps. We will exploit the fact that there
is more information available and we will propose a model for dealing with
motion ambiguities and occlusions. In our last contribution we determine
if the points that are occluded in time, might be visible from the other
view and thus the 3D geometry is densely reinforced in an appropriate
manner through a simultaneous motion occlusion characterization. This
fact is illustrated in Figure 3. Besides, we extend the strategy presented in
our second contribution to the scene flow framework.

Once the main topics and contributions of this manuscript have been intro-
duced, in the following section we will explain the structure of the document.

Manuscript outline

This manuscript is divided in four parts (and six chapters). The first part
consists of Chapter 1 which presents the theoretical framework and the
mathematical tools to familiarize the reader with the main ideas discussed
in the other chapters.

The second and third parts contain the contributions addressing the optical
flow problem from different perspectives and explain the advantages and
disadvantages of each approach. Each chapter is self-contained in the sense
that presents its own motivations, discussions and conclusions. It allows the
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reader not to be forced to read the entire document if he or she is interested
in a specific topic.

In the second part, we describe two contributions based on a pure varia-
tional approach. Chapter 2 presents a new smoothness term allowing to
overcome some limitations of the Total Variation (TV) in presence of ro-
tations while keeping the nice properties of the TV. This new smoothness
term is applied to different contexts including optical flow inpainting. In
Chapter 3 we show an application where the optical flow is vital in order
to solve the problem. It describes a new binary inpainting method which
smoothly recovers the shape of an object into an inpainting hole. It uses
the optical flow information for tracking the trajectories of the objects and
diffuses the information along them. Moreover, the optical flow is unkown
in the inpaiting domain so it needs to be previously interpolated.

The third part presents a new strategy for minimizing an optical flow energy
and its extension to scene flow. Chapter 4 presents the new minimization
strategy for any energy functional, it integrates the information from vari-
ational methods and sparse techniques of matching correspondences which
overcome the limitations of the multi-scale strategy. Chapter 5 extends
the previous framework to scene flow and it presents a new energy func-
tional that jointly estimates the scene flow and the motion occlusions, thus
increasing the accuracy of the estimation in the occluded areas.

In the last part, Chapter 6 presents the global conclusion of this disserta-
tion and some future lines of research.
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Chapter 1

Background

The goal of this chapter is to present the optical flow and scene flow problems
and the necessary mathematical framework for the rest of the manuscript,
which is devoted to present our contributions. This chapter aims to familiar-
ize the reader with concepts and terminology of the variational formulation
of image processing. It is organized as follows: Section 1.1 and Section 1.2
introduce the scene flow and the optical flow problems, respectively. Then,
Section 1.3 presents the variational framework which is useful to address
most of the computer vision problems. Section 1.5 and Section 1.6 present
the more relevant regularizers and data terms which will be used through-
out this manuscript. Finally, Section 1.7 briefly describes the utility of the
sparse correspondence methods.

1.1 Scene Flow Problem

The structure and motion of objects in the physical three-dimensional space
is an important characteristic of dynamic scenes. Measuring the three-
dimensional motion vector fields remains one of the unsolved tasks in com-
puter vision although progress has been made in recent years. The work of
Basha et al. (2012), Jaimez et al. (2015b), Quiroga et al. (2014), Sun et al.
(2015), Vogel et al. (2015), Menze and Geiger (2015), Wedel et al. (2011)
illustrate this progress in the literature and how the problem is currently
gaining increasing attention. Reliable 3D motion maps may be used in a
wide range of applications such as autonomous robot navigation, driver as-
sistance, augmented reality, 3D movie and TV generation, surveillance or
tracking, to mention just a few.

3



4 background

The scene flow is defined by Vedula et al. (2005) as the dense three-
dimensional motion field of a nonrigid 3D scene between two time steps.
Let us denote by Pt = (Xt, Yt, Zt) : Ω → R3 the 3D coordinates at time
t of every visible point with respect to a reference system on the image
domain. Then, the scene flow between two time steps can be described as
Vt : Ω→ R3:

Pt+1 = Pt + Vt. (1.1)

Traditionally, the scene flow has been estimated with data coming from
stereo or multiple view camera systems. Depending on the motion model
used the scene flow literature could be split up into two big groups: the
global approach which is based on the parametrization of the points in the
3D scene (Basha et al. (2012), Menze and Geiger (2015)) and the image
domain approach which is based on a solution obtained through the pro-
jection of the 3D motion field. The 2D projection of the 3D flow is defined
as image flow, which corresponds to a motion field v : Ω→ R2. Let us no-
tice that the image flow should not be construed as the optical flow, which
is usually defined as the apparent motion of the image patterns between
two time steps. There are several circumstances in which the image flow
and the optical flow may not match. For example, transparent and glossy
scene-surfaces or changes in illumination introduce a difference between the
motion of objects in the world and the apparent motion. For the image
domain approach, the literature presents different ways to recover the scene
flow: it could be obtained by enforcing consistency over the different optical
flows observed in multiple views (Vedula et al. (2005), Zhang and Kamb-
hamettu (2000)), from monocular RGB-Depth sequences (Quiroga et al.
(2014), Jaimez et al. (2015a)) or decoupling the scene flow problem into two
sub-problems: an optical flow problem and a disparity estimation problem
(Wedel et al. (2011), Hung et al. (2013))

Chapter 5 introduces our proposal to recover the scene flow from a pair
of stereo sequences. The proposed model provides a scene flow estimation
using the disparity (depth) and the optical flow. As noticed in Wedel et al.
(2011), it has some advantages: an efficient computation and the possibility
to choose the optimal technique for each subproblem.

1.2 Optical Flow

The motion field between two consecutive frames of a video sequence is an
ideal representation of the 3D motion (scene flow) as it is projected onto
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an image domain. As we have seen in Section 1.1, the true motion field
(image flow) can only be approximated based on measurements on image
data. The optical flow is the apparent motion field between two consecutive
images in a video sequence as an approximation to the 2D projection in the
image plane of a 3D motion field which is a combination of the motion of
the objects in the scene and the motion of the camera.

The estimation of the optical flow is one of the key problems in computer
vision and it has a big presence in real world applications in completely
different scenarios: as autonomous navigation, visual effects, video editing,
and medical imaging to name a few. In video compression, it is useful to
remove temporal data redundancy. In autonomous navigation, Kendoul
et al. (2009) propose a vision-based autopilot. In medical imaging, there
are a vast quantity of applications where the optical flow is useful. Medina
et al. (2016) use it to measure the cardiac motion. Pock et al. (2007) present
a non linear image registration where optical flow plays a fundamental role.
In visual effects, Radke (2012) explains its main use, retiming a sequence,
speeding it up or slowing it down, and it is also a standard technique to
create different visual tricks.

Let us denote by It and It+1, two consecutive frames from a grey level se-
quence where It, It+1 : Ω→ R and Ω is the image domain. The goal in op-
tical flow estimation is to compute a dense motion field u = (u1(x), u2(x)) :
Ω → R2 for every visible point contained in the image It. One of the
most common assumptions used is the brightness constancy assumption.
It declares that the brightness of the objects remains constant along their
trajectories. Thus, this previous assumption is defined as:

It+1(x + u)− It(x) = 0 (1.2)

for every point x in the image domain.

Let us assume that the motion u is small enough. Then, the linearized
version of the brightness constancy assumption is approximately equivalent
to (1.2), and it can be written as:

It+1(x)− It(x)+ < ∇It+1(x),u >= 0 (1.3)

where∇It+1 is the gradient of It+1 with respect to the space coordinates and
It+1(x) − It(x) is related to ∂It

∂t . There is a vector field u = (u1(x), u2(x))
that satisfies pointwise the previous or the following linear condition, called
optical flow constraint equation

< ∇It+1,u > +
∂It
∂t

= 0. (1.4)
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Through (1.4) the optical flow has been related to the derivatives of the
image. In any case, it is an ill-posed problem because the number of param-
eters to estimate is larger than the number of linear independent equations.
Specifically, there is one linear equation to estimate a two component vec-
tor u. This ambiguity is called the aperture problem. There is not enough
information provided by only one observation to recover the flow at one
point. Furthermore, the previous equation does not permit to compute the
component of the motion vector which is orthogonal to the spatial gradient
of the image. Indeed, using this previous constraint, the optical flow can
only be computed in the direction of the gradient direction as:

u = −∂It
∂t

∇It+1

||∇It+1||
(1.5)

if ||∇It||6= 0, which is the smallest motion that satisfies the optical flow
constraint equation. It is called normal flow.

1.3 A Bayesian approach for Variational
Frameworks

As it was mentioned in the previous Section, the optical flow estimation is
an ill-posed problem due to the aperture problem. One of the most standard
ways to solve these kind of problems is assuming a prior knowledge on the
variables to be estimated. For instance, the optical flow can be assumed to
be regular in some sense. Horn and Schunck (1981) imposed a smoothness
condition which penalizes high gradients of the optical flow u by enforcing
spatial regularity. It adds this quadratic smoothness term to the brightness
constancy assumption to obtain a unique solution. Then, joining both terms
the proposed energy functional is:

HS(u) =

∫
Ω

(
< ∇It+1,u > +

∂It+1

∂t

)2

+ β
(
|∇u1|2 + |∇u2|2

)
dx. (1.6)

The majority of the optical flow variational approaches in the literature
share the common feature of being based on an energy functional made of
two terms: a data fidelity term JD(u), and a regularization term JR(u),

J(u) = JD(u) + βJR(u), (1.7)

where we assume that JD(u) depends on the image data, It and It+1,
but JR(u) only depends on u. It is important to remark that Horn and
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Schunck (1981) were the first to use a variational optical flow approach
with the two-part structure. The main goal of Calculus of Variations is
to build a functional J : X → R (as (1.6)) such that by optimizing (usually,
minimizing) J on X the searched solution is given. This class of problems
are called variational problems. If J(u) is convex and J

′
(u) is its first

variation (functional derivative), then a solution u∗ of J
′
(u) = 0 is a so-

lution of the minimization problem. The equation J
′
(u) = 0 is called the

Euler-Lagrange equation.

This particular form of energy functionals has a very natural probabilistic
interpretation first explained by Mumford (1994). Let us introduce some
previous concepts to clarify the relation.

The Bayesian approach provides a methodology to incorporate prior as-
sumptions to an ill-posed inverse problem in a statistical manner. Let us
assume that we are interested in recovering a certain variable and we have
obtained some measurements f that involve it. In our case the unknown
variable is the optical flow u and f represents the two consecutive pair of
frames. We can recover u by maximizing the posterior probability p(u|f).
Then, by applying the Bayes’ Formula

p(u|f) =
p(f |u)p(u)

p(f)
, (1.8)

where p(u|f) is the posterior probability, p(u), p(f) are prior probabilities
and p(f |u) is the likelihood function. The likelihood p(f |u) describes the
video sequence formation process, that is, the probability of measuring f
given u. Then, in some sense, Bayes’ Formula provides an inversion of the
video sequence formation process.

To find the optimal solution of u, we search the maximum-a-posteriori

u∗ = argmax
u

p(u|f) (1.9)

As p(f) is a constant, we can ignore it, obtaining the following relation

p(u|f) ∝ p(f |u) p(u). (1.10)

Now, it is easy to observe that in this context both approaches, the Calculus
of Variations approach and the Bayesian approach, are equivalent. Indeed,
if we understand the energy functional (1.7) as the logarithm of a proba-
bility J(u) = − log p(u|f), then minimizing J is equivalent to finding the
maximum-a-posteriori of p(u|f), where the likelihood corresponds to the
data term and the prior corresponds to the regularization term.



8 background

1.4 The coarse to fine approach

Unfortunately, the optical flow constraint equation (1.4) is only valid when
u is small enough or the gradient of the image is linear. If these previous
considerations are not satisfied at some locations, the functional is no longer
useful to estimate the optical flow in these location. The most common way
to overcome this problem is to use the nonlinear assumption (1.2) and the
proposal is reformulated as:

∫
Ω

(It+1(x + u)− It(x))2 + β
(
|∇u1|2 + |∇u2|2

)
dx. (1.11)

where u can have arbitrary large values. To find a minimum for the previous
functional is problematic in several ways. First of all, the data term is highly
non-linear. Typically, to deal with this kind of problem, the data term is
linearized using Taylor expansion.

β

∫
Ω

(
|∇u1|2 + |∇u2|2

)
dx

+

∫
Ω

(It+1(x + u0)+ < ∇It+1(x + u0), (u− u0) > −It(x))2 dx.

(1.12)

where u0 is an initial optical flow estimation. If u0 = 0, the energy functional
(1.6) and (1.12) are mainly equivalent if we associate the temporal derivative
with the difference between the two images. In order to find a solution
u in presence of large displacements, the optical flow problem is usually
embedded into a multi-scale strategy. The key point is to create a coarse-
to-fine warping structure that uses the solution at coarser scales as starting
point at finer scales ((Brox et al., 2004; Zach et al., 2007a)). The idea
behind this scheme is that solving each refined version of the problem step
by step the original problem will be solved. Alg. 1 gives a pseudo-code of
the multi-scale strategy illustrating this concept in an appropriate way. It is
important to note that the coarse-to-fine strategy only gives accurate motion
estimations for large displacements when the image structures are larger in
size than their displacement. By contrast, if the displacement of the image
structure in the scene is greater than the image structure, it fails because the
structure disappears at a certain level. Lamentably, real situations where
the previous condition is not respected are very common. Fortunately, there
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are a set of techniques that handle arbitrary large displacements by using a
sparse set of correspondences (see Section 1.7 for more details).

Algorithm 1: Multi-scale strategy

Input : Two consecutive frames It, It+1

Output: Flow field u

1 Compute down-scaled images Ist , I
s
t+1 for s = 1, . . . , Nscales;

2 Initialize uNscales = 0;

3 for s← Nscales to 1 do
4 for w ← to Nwarps do
5 Compute Ist+1(x + u0(x)), ∇Ist+1(x + u0(x));

6 while n < Nmax or tol < error do
7 Compute u;

8 end

9 u = u0;

10 end

11 u0 ← up-sampled (u0);

12 end

The energy functional proposed by Horn and Schunck (1981) presents good
characteristics. Its optical flow estimation is good enough under certain
circumstances and it is easy to minimize by standard methods. However,
in practice there are many circumstances like changes in the illumination
or occlusions where the brightness constancy assumption is not satisfied,
so it is desirable to have a robust data term which is able to get a reason-
able approximate solution under different situations. Also, the quadratic
smoothness term does not allow discontinuities across motion boundaries.
For this reason, the optical flow model has been improved in the last thirty
years. It is amazing to realize that the majority of today’s variational
methods have a similar structure to the one proposed by Horn and Schunck
(1981). Along Section 1.5 and Section 1.6, we will present a selection of
data terms and smoothness terms that have been proposed in the literature
to improve the optical flow estimation. We will focus on the most relevant
ones for the contents of this manuscript.



10 background

1.5 Data Terms

Real scenes may not satisfy the brightness constancy assumption. Given
a recorded scene, there are a lot of factors, either extrinsic or intrinsic,
that imply a violation of that assumption. To name a few, illumination
changes, occlusions, non-lambertian surfaces or the noise of the camera
sensor. For that reason, other data costs with different characteristics have
been proposed. In this Section we introduce different data terms and explain
their principal properties.

Gradient Constancy Assumption

One of the most common assumptions, studied in the optical flow context by
Brox et al. (2004), is the gradient constancy assumption which is invariant
under additive illumination changes.

GCA(u) =

∫
Ω
|∇It+1(x + u)−∇It(x)| dx. (1.13)

This constraint is especially useful for translational motion.

The previous data term together with the term based on the brightness con-
stancy assumption belong to the family of terms which are called pixelwise-
terms or local-terms, by oposition to the non-local data terms where the
value at each point x is estimated using information from one (or several)
neighborhoods or patches. In optical flow, a logical assumption is that if
one point is moving somewhere, its neighbors should move in the same di-
rection (except at motion boundaries). Based on that, there are a set of
known data terms which are called non-local data terms, where any point
x can interact directly with any other point in the whole domain or in a
patch.

Normalized Cross Correlation

The normalized cross correlation (NCC) is a non-local data term proposed
in the optical flow context by Steinbrücker et al. (2009a). It is by construc-
tion invariant to linear brightness changes (offset and constrast scaling). It
is defined as:

NCC(u)=

∫
Ω

∫
Ω

(It(x)−µt(y))(It+1(x+u)−µt+1(y+u))

σt(y)σt+1(y+u)
χ(x−y)dydx, (1.14)

where χ denotes the characteristic function of a square of size P×P centered
at the point x, µ represents the average and σ is the standard deviation
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of the image intensity values calculated over the neighborhood defined by
χ(x − y).

Census Transform

The original Census transform by Zabih and Woodfill (1994a) and its ternary
variant by Steinbrücker et al. (2009a) are non-parametric local transforms.
Let us define the following comparison function between two pixels as:

Cε(It,x,y) = sgn(It(x)− It(y))χ|It(x)−It(y)| (1.15)

Then, for each pixel x, it maps the intensity values of a local window around
the pixel into a signature bit string following (1.15). This non-parametric
local transform relies on the relative ordering of the neighbor intensities
with respect to the center pixel x. The data term is defined through the
Hamming distance of the two strings as:

Cen(u) =

∫
Ω

∫
Ω
χ(Cε(It,x,y)6=Cε(It+1,x,y))χ(x− y)dydx, (1.16)

It is invariant under monotonically increasing gray value transformations
and it has proven to be quite powerful for optical flow estimation by Hafner
et al. (2013). Unfortunately, Census transform is a non convex, non contin-
uous function.

CSAD

The CSAD is a convex and continuous approximation of the Census trans-
form (Hafner et al. (2013); Stein (2004); Zabih and Woodfill (1994b)). It is
defined as:

CSAD(u)=

∫
Ω

∫
Ω
|It(x)−It(y)−It+1(x+u) + It+1(y+u)|χ(x−y)dydx,(1.17)

Although it looses some of its robustness with respect to the census data
term, it is more adapted to continuous optimization and produces a more
accurate localization of the flow (Vogel et al. (2013)).

1.6 Smoothness Terms

In this Section we define the different regularizers that are considered in this
manuscript: the Total Variation (TV), the Total Generelarized Variation
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(TGV) and the Non-Local Total Variation (NLTV). TV was introduced for
the first time in the context of image restoration by Rudin et al. (1992).
Further details, theoretical aspects and proofs about the TV can be found
in the work of Caselles et al. (2011). For the TGV, we recall the definition
provided in the seminal work of Bredies et al. (2010) and a more recent
paper from Bredies (2014). Finally, NLTV was introduced by Gilboa and
Osher (2008) for image denoising and inpainting, and later used for optical
flow estimation by Werlberger et al. (2010).

Total Variation

Definition Let Ω be an open subset of RN . Let u ∈ L1
loc(Ω). Recall

that the distributional gradient of u is defined as∫
Ω
< σ,Du > = −

∫
Ω
u(x)divσ(x)dx ∀σ ∈ C∞c (Ω,RN ) (1.18)

where C∞c (Ω,RN ) denotes the space of vector fields with values in RN which
are infinitely differentiable and have compact support in Ω. The total vari-
ation (TV) of u in Ω is defined as

TV (u) := sup

{∫
Ω
udivσdx : σ ∈ C∞c (Ω,RN ) , |σ(x)|≤ 1 ∀x ∈ Ω

}
(1.19)

where for a vector v = (v1, ..., vN ) ∈ RN , |v|2:=
∑N

i=1 v
2
i . Following the

usual notation, we will denote TV (u) by
∫

Ω|∇u|.

Then, the smoothness term in optical flow context is defined as:

J(u) =

∫
Ω
|∇u1|+ |∇u2| dx.

The utility of TV as smoothness term in imaging problems was motivated
by its ability to preserve discontinuities of the image while removing small
variations (in particular, the length of the boundaries of the level sets de-
creases). The use of Total Variation as a regularization term for image
denoising and restoration was introduced by Rudin et al. (1992). Due to
its ability to recover image sharp edges and the existence of efficient and
robust numerical schemes with guaranteed convergence (Chambolle (2004),
Chambolle and Pock (2011)), it has become a standard regularization term
in image processing. However, despite of all benefits, it also has some limita-
tions, being one of the most important the staircaising effect. If the solution
u presents smooth areas, the TV fails in creating constant zones. In optical
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flow estimation, it could be problematic to recover some kind of movements.
Chapter 2 presents our alternative to the TV. It is a first order regularizer
that also preserves discontinuities and solves some of the TV limitations.

Total Generalized Variation

The TGV was introduced by Bredies et al. (2010) as a natural generalization
of the TV. It incorporates high order derivatives, overcoming the staircaising
effect.

Definition Let Ω ⊂ Rd be a domain, k ≥ 1 and α = (α0, ..., αk−1) >
0. Then, the Total Generalized Variation of order k with weight α is defined
for u ∈ L1

loc(Ω) as the value of the functional

TGV k
α(u) := sup

{∫
Ω
udivkvdx :v ∈ Ckc (Ω, Symk(Rd)) ,

||divlv||∞≤ αl, l = 0, ..., k − 1
}
,

(1.20)

where Symk(Rd) denotes the space of symmetric tensors of order k, and
αl ∈ R+.

For real applications in image processing, TGV 2
α(u) is a good compromise

between numerical complexity and accuracy over TV. Bredies and Valkonen
(2011) present an equivalent formulation for this second-order version which
is especially useful for the numerical implementation

TGV 2
α(u) = min

p∈BD(Ω)
α1||∇u− p||M+α0||ε(p)||M, (1.21)

where BD(Ω) denotes the space of vector fields of bounded deformation,
i.e. the set of vector fields whose weak symmetrized derivative ε(p) =
1
2(∇p + ∇pT ) is a matrix-value Radon measure. This formula has a very
intuitive interpretation, if the gradient of u is smooth, then the regulariza-
tion is guided by the second order derivatives. By contrast, if u presents
discontinuities, the regularization behaviour is close to the TV.

Non-Local Total Variation

Definition Let Ω be an open subset of RN and a real function u :
Ω→ R, then

NLTV (u) =

∫
Ω

∫
Ω
ω(x,y)|u(x)− u(y)|dydx, (1.22)
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where the support weights ω(x,y) allow to incorporate prior information

in the regularizer. For example, ω(x,y) = 1
W(x)e

−∆c(x,y)
σc e

−∆s(x,y)
σs , where

∆c(x,y) denotes the Euclidean distance between the intensity values at x
and y in the Lab space, ∆s(x,y) is the Euclidean distance between points
x and y, W(x) =

∫
Ω ω(x,y)dy is a normalizing constant, and σc, σs > 0

are constant parameters.

NLTV was used for first time in the optical flow context by Werlberger
et al. (2010), where the authors show its ability to better recover motion
boundaries, in particular in low-textured areas, occluded regions, and in
small objects (when used in a coarse-to-fine scheme).

1.7 Sparse Correspondences

Many computer vision applications need to extract the more significant
aspects from an image in order to help them in some tasks such as image
retrieval, object recognition, image registration or robot navigation, among
others. For this kind of applications it is inevitable to think of features which
could be understood as points with special characteristics or regions with
significant properties from a part of an image (or an object), and are useful
to extract the relevant information. During the latest years, there have been
great efforts to develop local invariant features. Thereby, it is possible to
provide a compact description of an image based on local invariant features.
These local invariant features should be repeatable and precise, so that the
same feature may be detected in two different images of the same scene and
it must also be distinctive, different image structures may present different
features in order to compare between them. For this kind of techniques, it
is more important to obtain a good set of distinctive correspondences than
a dense correspondence field. These techniques have two main steps, the
Feature Detector and the Feature Descriptor. First, characteristic image
features are detected on the input images. The second step is to assign
to each feature a unique description. In the case of points, this is done by
describing its surroundings. For regions, their silhouettes and the contained
texture information are employed. Finally, the descriptors of both images
are matched to compute putative matches between them.

As we have seen in Section 1.4 the multi-scale strategy presents some lim-
itations when it tries to capture large displacements. If we understand
the optical flow as an image correspondence problem, the previous set of
techniques is used to find the common features along two o more images,
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even if the views present strong viewpoint changes (i.e.: partial occlusions,
changes in scale or in contrast). First, each image is represented as a fam-
ily of key points and then they compare the set of keypoints with each
other. Finally, they obtain similar keypoints present in both images using
some measure function. Belonging to this family, the most widely known is
SIFT presented by Lowe (1999) whose main idea is to construct a Gaussian
scale-space of an image and then to search through this scale-space for the
local invariant features. SIFT descriptor presents a good set of properties
that makes it ideal for image comparison, among these, the ones that stand
are invariant to translations, rotations and scaling transformations and the
descriptor also possesses robustness to moderate illumination and perspec-
tive changes. Brox and Malik (2011) proposed an optical flow model where
they incorporate a third energy term to take into account a set of sparse
matches. Nowadays, challenging datasets for optical flow have appeared
and the correspondences produced by SIFT are too sparse to produce a sig-
nificant difference. DeepMaching, proposed by Weinzaepfel et al. (2013), is
another matching method which has gained a huge relevance for producing a
more dense and accurate sparse set of correspondences. It handles complex
non-rigid object deformations and repetitive textured regions relying on a
deep, multilayer, convolutional architecture designed for matching images.

Chapter 4 and Chapter 5 show the benefits of including a sparse set of
matches (either SIFT or DeepMatching) into a variational framework. It
allows us to deal with occlusions, fast movements and to overcome some of
the limitations presented by the multi-scale approach.
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Chapter 2

A Rotation-Invariant
Regularizer Term for Optical

Flow Related Problems

This chapter introduces a new smoothness term for optical flow related
problems. The proposed regularizer properly handles rotation movements
and it also produces good smoothness properties on the flow field while
preserving discontinuities. We also present a dual formulation of the new
term that turns the minimization problem into a saddle-point problem that
can be solved using a primal-dual algorithm. The performance of the new
regularizer is compared against the Total Variation (TV) in three different
problems: optical flow estimation, optical flow inpainting, and optical flow
completion from sparse samples. In the three situations the new regularizer
improves the results obtained with the TV as a smoothing term.

2.1 Introduction

Many optical flow models, during the last thirty years, have been developed
to improve the proposed model by Horn and Schunck (1981). Several robust
estimators have replaced the original quadratic norm (Black and Anandan
(1996)), either in the data term (Zimmer et al. (2011)) or in the smoothness
term. For the smoothness term, anisotropic diffusion (image-driven) (Nagel
and Enkelmann (1986); Wedel et al. (2009); Werlberger et al. (2009); We-
ickert and Schnörr (2001)), second order smoothness assumptions (Trobin
et al. (2008)) and isotropic diffusion as the Total Variation (TV) (Rudin
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et al. (1992); Zach et al. (2007b)) or Total Generalized Variation (TGV)
(Bredies et al. (2010)) have been proposed. For static scenes, the epipolar
geometry can be used as a weak prior (Wedel et al. (2008)) or to define an
over-parameterized optical flow whose parameters are regularized instead of
the flow (Rosman et al. (2012)).

Optical flow smoothness terms are also useful for motion inpainting, where
the optical flow in the missing region is completed by looking for a smooth
flow that matches the motion in the known region. Motion inpainting has
been applied for completing the optical flow in regions of low confidence due
to occlusions, transparencies, etc (Kondermann et al. (2008)). It has also
been used for video stabilization (Matsushita et al. (2006)) and for video
inpainting (Shiratori et al. (2006)).

Our contribution is a new regularization term which is invariant to infinites-
imal flow rotations and which is able to preserve discontinuities (jumps) in
the flow field. The proposed regularizer does not increase the energy of
the functional when the flow field is a rotation movement and, moreover,
it keeps some nice properties of the TV, providing a smooth flow field that
preserves discontinuities. Real scenes usually contain rotation movements,
sometimes at an infinitesimal level, and therefore the use of the proposed
term could help to obtain accurate and realistic optical flows. It has been
tested in three different optical flow related problems: motion estimation,
motion inpainting, and motion reconstruction from sparse samples. In the
three kinds of applications it outperforms the results obtained by the TV.

The chapter is organized as follows: In Section 2.2 we give the theoretical
motivation for the new regularization term. In Section 2.3 we describe a
variational model for optical flow estimation, and a method to minimize
the proposed energy. In Section 2.4 we provide details of the numerical
implementation. Some experiments are presented in Section 2.5. Finally, in
Section 2.6 we present the main conclusions.

2.2 Motivation for the Regularizer

Let U : R3 → R3 be the velocity vector field of a fluid in R3. For U smooth
enough, we consider a first-order Taylor approximation of U ,

U(x + h) = U(x) + JxU(x)h + o(|h|) for h→ 0 (2.1)
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where x = (x, y, z),h = (h1, h2, h3) and JxU(x) is the Jacobian matrix at
the point x. For h small enough, let us approximate

U(x + h) ≈ U(x) + JxU(x)h. (2.2)

The first term at the right-hand side of the above equation represents a
translation. The second term provides information on the rotation and
deformation movement (scaling and shearing). A matrix can be decomposed
into two parts, the symmetric and the antisymmetric part. In our case, let
us denote by D = 1

2

(
JxU(x) + JxU(x)T

)
the symmetric part of JxU(x)

and by C = 1
2

(
JxU(x)− JxU(x)T

)
the antisymmetric one. The symmetric

part measures the area change ratio (divergence) while the antisymmetric
part describes the infinitesimal rotation of the vector field (curl) (Chorin
and Marsden (1990)). It is easy to see that the previous argument is valid
for R2. Having this idea in mind, we propose to use as a motion regularizer
a measure that does not penalize infinitesimal rotations and, as we will
see, it still produces good smoothness properties and it is able to preserve
discontinuities/jumps in the flow field.

We propose the following regularization term

JDu(u) ≡
∫

Ω

∥∥∥∥1

2

(
Du +DuT

)∥∥∥∥
F

dx (2.3)

where, for smooth functions, Du =

(
u1x u1y

u2x u2y

)
, being u = (u1, u2) : Ω→

R2 the optical flow; ||.||F denotes the Frobenius norm. Let us recall that

the Frobenius norm can be defined as ‖A‖F= 〈A,A〉1/2F , where 〈A,B〉F =
Trace(AtB).

For u ∈ L1(Ω,R2), JDu(u) can be defined by its dual representation as

JDu(u) = sup
‖ξ‖F≤1

∫
Ω
〈u1,div (ξ11, ξ12)〉+ 〈u2, div (ξ12, ξ22)〉dx, (2.4)

where the supremum is taken over all ξ ∈ C1
c (Ω;Sym(R2×2)) s.t. pointwise

‖ξ(x)‖F ≤ 1. We can restrict ξ to be a symmetric matrix due to the
following Lemma.

Lemma 2.1. If ξ and C are symmetric and antisymmetric 2× 2 matrices,
respectively, then 〈C, ξ〉F = 0.
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For u, smooth enough, (2.4) can be writen as

JDu(u) = sup
‖ξ‖F≤1

∫
Ω
〈1
2

(
Du +DuT

)
, ξ〉F dx. (2.5)

The proposed regularization term is related to the symmetric part of the
following term based on the Frobenius norm which, for u smooth enough
and using dual variables, can be written as∫

Ω
‖Du‖F dx = sup

‖ξ‖F≤1

∫
Ω
〈Du, ξ〉Fdx, (2.6)

with ξ ∈ C1
c (Ω;R2×2). This term has been called TV`2(u) in the paper of

Strekalovskiy et al. (2014).

Let us remark that, if u is a rotation flow such as u(x1, x2) = (−x2, x1),
then JDu(u) vanishes. Moreover, as in Strekalovskiy et al. (2014), for a
translation of an object in a static background, our term handles different
directions of translation equally. In a different context to ours, the authors
in Berkels et al. (2008) use the idea of regularizing the symmetric part of
the deformation.

2.3 Optical Flow Functional

In this section we present the energy-based model we propose to estimate
the optical flow, and a method to minimize this energy.

The Model

To show the benefits of our term, we build up from a well-known optical flow
model proposed by Zach et al. (2007b) that uses TV as the regularization
term and an L1 data term

min
u

∫
Ω

(|∇u1|+ |∇u2|+ λ |It+1(x + u)− It(x)|) dx, (2.7)

where It, It+1 are two consecutive frames and u = (u1, u2) is the estimated
optical flow between them.

We replace the Total Variation as regularizing term by the new flow-rotation-
invariant-regularizer defined by (2.3). Then, in order to compute the optical
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flow u = (u1, u2) between two consecutive frames It and It+1 of a video se-
quence, we propose to minimize the following energy∫

Ω

∥∥∥∥1

2

(
Du +DuT

)∥∥∥∥
F

dx + λ

∫
Ω
|It+1(x + u)− It(x)|dx. (2.8)

The use of L1 type-norm measures has proven a good performance in front
of L2 norms. Unfortunately, it increases the difficulty when minimizing
the functional due to its non differentiability. We introduce an auxiliary
variable v representing the optical flow, as in Zach et al. (2007b), and we
penalize its deviation from u. Thus, we minimize the energy∫

Ω

∥∥∥∥1

2

(
Du +DuT

)∥∥∥∥
F

dx +λ

∫
Ω
|It+1(x + v)− It(x)|dx +

1

2θ

∫
Ω

(u− v)2 dx

(2.9)
with respect to u and v.

Notice that by minimizing this energy we do not impose regularization of
the skew symmetric part of the Jacobian. Indeed, given any function f
of Bounded Variation, the symmetric part of the Jacobian of the deforma-
tion (f(x2),−f(x1)) vanishes. Therefore, in order to prevent an irregular
behavior of this part of the flow field, one can add to the functional, e.g.,
an additional classical TV term. In any case, the experiments show that
the proposed term alone keeps some nice properties of the TV providing a
smooth flow field that preserves discontinuities.

This energy can be minimized by an alternating minimization procedure.
On the other hand, to minimize (2.9) with respect to v, we linearize It+1(x+
v) around a given optical flow map u0 using first order Taylor approxima-
tion. Therefore, the expression in the fidelity data term can be approxi-
mated by

ρ(v) := It+1(x + u0) + 〈∇I1(x + u0), (v − u0)〉 − It(x). (2.10)

Then, our functional (2.9) becomes∫
Ω

∥∥∥∥1

2

(
Du +DuT

)∥∥∥∥
F

dx + λ

∫
Ω
|ρ(v)|dx +

1

2θ

∫
Ω
(u− v)2dx. (2.11)

Minimizing the Energy

The energy (2.11) can be minimized by alternating steps updating either u
or v in every iteration. The minimization procedure is the following:
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1. For v fixed, minimize (2.11) with respect to u.
Chambolle and Pock (2011) proposed a primal-dual algorithm to min-
imize the ROF model. It is based on a dual formulation of the TV
of (Chambolle (2004)). Following the ideas of Chambolle and Pock
(2011), we reformulate the optical flow model as a min-max problem
incorporating dual variables. Then, our minimization problem (2.11)
can be solved as a saddle-point problem. For v fixed, we solve

min
u

max
ξ

∫
Ω
〈1
2

(
Du +DuT

)
, ξ〉dx +

∫
Ω

1

2θ
(u− v)2 dx (2.12)

where the dual variables are ξ =

(
ξ11 ξ12

ξ12 ξ22

)
and satisfy ||ξ||F≤ 1.

Let us notice that, using previous Lemma 2.1, we can restrict ξ to be
a symmetric matrix.

Proposition 2.2. The solution of (2.12) is given by the following
iterative scheme

ξn+1
11 =

ξn11 + τun1x
max(1, ||ξ||2)

(2.13)

ξn+1
22 =

ξn22 + τun2y
max(1, ||ξ||2)

(2.14)

ξn+1
12 =

ξn12 + τ
2

(
un1y + un2x

)
max(1, |ξ||2)

(2.15)

un+1
1 = un1 − σ

(
(un1 − v1)

θ
− div (ξn11, ξ

n
12)

)
(2.16)

un+1
2 = un2 − σ

(
(un2 − v2)

θ
− div (ξn12, ξ

n
22)

)
(2.17)

un+1
1 = 2un+1

1 − un1 (2.18)

un+1
2 = 2un+1

2 − un2 (2.19)

where u is the primal variable and ξ is the dual variable.

2. For u fixed, minimize with respect to v the following functional∫
Ω
λ|ρ(v)|+

∫
Ω

1

2θ
(u− v)2 dx. (2.20)

Since (2.20) does not depend on spatial derivatives on v, a simple
thresholding step gives us an explicit solution (Zach et al. (2007b)).
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Proposition 2.3. The minimum of (2.20) with respect to v is

v = u +


λθ∇It+1 if ρ(u) < −λθ|∇It+1|2
−λθ∇It+1 if ρ(u) > λθ|∇It+1|2

−ρ(u) ∇It+1

|∇It+1|2 if |ρ(u)|≤ λθ|∇It+1|2
(2.21)

The whole minimization algorithm is presented in Algorithm 2.

Algorithm 2: Coarse-to-fine multilevel approach to compute optical
flow

Input : Two consecutive frames It, It+1

Output: Flow field u

1 Compute down-scaled images Ist , I
s
t+1 for s = 1, . . . , Nscales;

2 Initialize uNscales = ξNscales = vNscales = 0;
3 for s← Nscales to 1 do
4 for w ← 1 to Nwarps do
5 Compute Ist+1(x + v0, Isxt+1(x + v0, Isyt+1(x + v0);
6 using bicubic interpolation;
7 while n < Nmax or tol < error do
8 Compute v via Prop. 2.3;
9 Compute ξ and u via Prop. 2.2;

10 end

11 end

12 end

2.4 Implementation details

The minimization of (2.11) to estimate the optical flow is embedded into
a coarse-to-fine multilevel approach in order to be able to deal with large
motion fields. The numerical algorithm is summarized in Algorithm 2. The
image gradient is computed using a five-point stencil as in Wedel et al.
(2009). Image warpings use bicubic interpolation. Our code is written in
C. To do a fair comparison against the TV-L1 optical flow model of Zach
et al. (2007b), we took the implementation of Sánchez et al. (2013a), which
is also written in C, and changed their numerical scheme by a primal-dual
approach as in our case. The algorithm parameters are initialised with
the same default settings. Both time-steps are set to τ = σ = 0.125 to
ensure the convergence. As stopping criterion both optical flow methods
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use the infinite-norm between two consecutive values of u with a threshold
of 0.01. The coupling parameter θ is equal to 0.3. Input images have
been normalized between [0, 1]. The fidelity data term weight λ is set to
40. Let us remark that the parameters values have been fixed to ensure
a good performance for all the sequences of the Middlebury Dataset. All
the experiments use the previous parameters even if the images come from
different datasets.

2.5 Experiments

In this section we provide two sets of experiments. The first one is designed
to verify the good performance of the new regularization term over different
types of movements. The second one shows the properties of the presented
term to recover rotation movements. We use both real and synthetic images,
and two databases: the Middlebury flow benchmark (Baker et al. (2011))
and some images from the MPI Sintel Flow Dataset (Butler et al. (2012)).

Global accuracy

In this section we present quantitative and qualitative optical flow results
from a set of images from standard datasets.

• Middlebury - It contains a training set where ground truth is available.
We use it to verify the accuracy of our regularization term against the
well-established TV term. In order to compare our regularizer to
other high-order regularization methods, we have implemented TGV2

(Bredies (2014)) described in Section 1.6. The parameters α0 and α1

have been chosen to ensure a good performance for all the sequences of
the Middelbury Dataset. Table 4.1 shows how our method improves
the optical flow maps for almost all the images by measuring the
Average Angular Error (AEE) and Average End-point Error (EPE).

• MPI-Sintel - This dataset has 23 training sequences. For every frame,
there are two different images, “clean” and “final”. The difference is
that the second set adds complexity to the first one by incorporating
atmospheric effects, depth of field blur, motion blur, color correction
and other details. We evaluate the frames 32-38 from the training set
“Bandage-2” (see Figure 2.1). We have chosen this sequence because
the dragon’s movement is almost a pure rotation. The quantitative
results are in Table 2.2.
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Middlebury Dim. Hyd. Rub. Gro2. Gro3. Urb2. Urb3. Ven.

EPE-TV 0.1537 0.2286 0.1916 0.1496 0.6808 0.3709 0.6034 0.3563

EPE-TGV 0.1405 0.2913 0.1868 0.1471 0.6255 0.3832 0.5639 0.3263

EPE-Ours 0.1393 0.2598 0.1716 0.1438 0.6113 0.3518 0.4815 0.3595

AAE-TV 2.8458 2.6528 6.0472 2.2356 6.5780 2.9230 5.3784 5.9934

AAE-TGV 2.6014 3.3339 6.0431 2.1670 6.0920 3.0723 5.4091 5.2621

AAE-Ours 2.5336 3.0934 5.6276 2.1302 5.9385 2.7349 4.7173 6.1516

Table 2.1: Error measures in the Middlebury dataset with public ground
truth flow.

Bandage-2 I-32 I-33 I-34 I-35 I-36 I-37 I-38

Clean

EPE-TV 0.3012 0.2635 0.2281 0.1969 0.1819 0.1831 0.1744

EPE-Ours 0.2875 0.2528 0.2200 0.1871 0.1738 0.1744 0.1646

AAE-TV 4.1854 4.3195 4.4798 4.6716 4.5370 4.5531 4.4934

AAE-Ours 3.9796 4.0286 4.2245 4.3852 4.3138 4.3766 4.2783

Final

EPE-TV 0.4871 0.4125 0.3514 0.3081 0.2788 0.2538 0.2304

EPE-Ours 0.4793 0.3833 0.3380 0.2999 0.2723 0.2464 0.2208

AAE-TV 6.7334 6.6018 6.7360 6.9075 6.6736 6.3551 6.0901

AAE-Ours 6.5131 6.0037 6.4608 6.5416 6.5060 6.1108 5.8036

Table 2.2: Global error measures in images of the sequence Bandage-2 from
MPI. The first and second set of results correspond, respectively, to the
Clean and Final frames.
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Figure 2.1: Results on the MPI Sintel training set “Bandage-2” (clean ver-
sion). From top to bottom and from left to right : (a) First frame, (b) optical
flow ground truth, (c) estimated optical flow using the TV-L1 method, (d)
estimated optical flow using an L1 data term and the proposed regularizer.

Bandage-2 I-32. I-33. I-34. I-35 I-36 I-37 I-38.

Clean

EPE-TV 0.6651 0.5622 0.4984 0.4209 0.4026 0.4326 0.4052

EPE-Ours 0.6095 0.5213 0.4651 0.3847 0.3631 0.3936 0.3693

AAE-TV 5.4301 5.6568 6.1474 6.4521 6.7121 6.8091 6.6867

AAE-Ours 5.1992 5.4078 5.9587 6.1164 6.2567 6.4884 6.3163

Final

EPE-TV 0.9592 0.7842 0.7031 0.6330 0.5383 0.5389 0.4877

EPE-Ours 0.9661 0.7426 0.6839 0.6086 0.5209 0.5157 0.4575

AAE-TV 8.3658 8.9096 9.5192 10.0930 9.1798 8.8827 8.1718

AAE-Ours 8.6947 8.7647 9.6918 9.8830 9.1128 8.6662 7.8128

Table 2.3: Local error measures in images of Bandage-2 from MPI dataset.
The first and second set of results correspond, respectively, to the Clean
and Final frames.

Rotation movements

Our regularizer shows a good performance in general movements, but it
is specifically designed to appropriately handle rotation movements. This
section contains several experiments to demonstrate the performance of our
term against the TV when dealing with rotation movements in two different
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Figure 2.2: Results for a pure rotation movement (3 degree anti-clockwise).
From left to right: (a) First frame. (b) Optical flow ground truth. (c)
Estimated optical flow using the TV regularizer. (d) Estimated optical
flow using the proposed regularizer.

Figure 2.3: Color representation of the level sets of the L2 norm of the
optical flow estimations shown in Figure 2.2. From left to right: (a) ground
truth, (b), TV regularizer, and (c) proposed regularized.

types of applications: motion estimation and motion inpainting. It is easy
to observe how in all the figures the rotation movements look more realistic
with the new regularizer and present smoother transitions as well.

- Optical flow estimation

The following results compare the optical flow estimated by the TV−L1

model (Zach et al. (2007b)) against the estimation obtained by solving the
functional (2.11), i.e. an L1 data term plus our proposed optical flow regu-
larizer.

First, we evaluate our optical flow algorithm on a synthetic pair of images.
The purpose of this synthetic sequence is to test the robustness to rotation
movements. Figure 2.2 shows a pure anti-clockwise rotation of 3 degrees.
In contrast to the TV-L1 model, our method does not present piecewise
constant zones and it is more accurate. Table 2.4 shows the Average Angular
Error (AEE) and Average End-point Error (EPE) for both methods (TV-L1

and our approach). Figure 2.3 shows a color representation of the L2 norm
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Figure 2.4: Dragon’s head zoom. First row : Optical flow with an L1 data
term and (a) the TV regularizer, (b) the proposed regularizer. Second row :
EPE. (c) TV. (d) The proposed regularizer.

of the optical flow and some of its level lines. The level lines of the ground
truth flow are circles since the movement is a pure rotation. The level lines
of the intensity of the estimated optical flow with the proposed regularizer
are much closer to circles than the ones obtained from the flow estimated
with the TV regularizer.

For the two databases with ground truth, MPI and Middlebury, we evaluate
some regions that contain almost a pure rotation. The column “Local” of
Table 2.5 shows the local errors for the RubberWhale sequence and Table
2.3 shows the local errors around the dragon’s head in the MPI sequence.
Figure 2.7 shows how in the Army sequence the rotation movement obtained
with our regularizer is more realistic than the one obtained with the TV.
Figure 2.4 shows how our method better recovers the contour of the dragon’s
head and it is possible to observe little details as the eyes or the mouth.

In Figure 2.6 we present another real example which consists of a video
sequence of a double windmill captured by a camera with difficult light
conditions. Each windmill rotates in opposite directions as it is shown in
the first row of Figure 2.6. The last two rows of the Figure 2.6 show the dif-
ference between the smooth transition of our term (third row), which agrees
with the almost radially symmetric movement of a windmill, as opposite to
the piecewise constant zones that appear due to the TV term (second row).
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Figure 2.5: Color representation of the level sets of the L2 norm of the
optical flow estimations shown in Figure 2.6. From left to right : (a) TV
regularizer. (b) The proposed regularizer.

Pure Rotation Synthetic

EPE-TV 0.0204

EPE-Ours 0.0122

AAE-TV 0.7108

AAE-Ours 0.4351

Table 2.4: Error measures for the synthetic images in Figure 2.2 of a pure
rotation.

Figure 2.5 shows this effect: it displays a color representation of the L2

norm of the optical flow at each point and some of its level lines. Being a
rotation movement, the level lines of the motion intensity should be circles,
as in the synthetic example shown in Figure 2.3. As seen in Figure 2.5, the
level lines of the optical flow norm obtained with our regularizer are closer
to circles than the ones obtained with the TV, meaning that our regular-
ization term recovers the rotation movement in a more realistic way than
the TV.

- Optical flow inpainting and interpolation from sparse samples

We have designed two proofs of concept to illustrate that the proposed
regularization term is able to properly recover rotation movements. In par-
ticular, we show how it performs in reconstructing missing optical flow data
and compare it to the TV. Two different cases of missing data have been ad-
dressed: data missing in a hole (we denote it as optical flow inpainting), and
data missing along the whole image with the exception from some sparse
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Figure 2.6: Double windmill sequence. From top to bottom: (a) Original
frames, (b) TV-L1 optical flow and (c) optical flow estimated with an L1

data term and the proposed regularizer.

locations (optical flow interpolation from sparse samples). In both cases we
complete the missing data by a diffusion of the known values. The resulting
diffusion depends on the smoothness term used in the minimization problem
for recovering the data.

If we use the proposed regularizer, the minimization problem is

min
u

∫
W

∥∥∥∥1

2

(
Du +DuT

)∥∥∥∥
F

dx with u|∂W= u0|∂W , (2.22)

where W is the missing data domain and u0 is the known flow field in the
complement of the set W . Also, the minimization problem based on the
TV is

min
u

∫
W

(|∇u1|+ |∇u2|) dx with u|∂W= u0|∂W . (2.23)

W is defined in the following ways for the two kind of applications:
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Figure 2.7: Army sequence from the Middlebury dataset with a rotation
movement. From left to right : (a) Optical flow estimated with the TV
regularizer. (b) Optical flow estimated with the proposed regularizer. (c)
Details of the estimations using the TV (top) and the proposed regularizer
(bottom).

RubberWhale Local Inpainting Interpolation

EPE-TV 0.8571 0.0611 0.4669

EPE-Ours 0.4374 0.0559 0.3088

AAE-TV 11.4892 1.8610 8.4497

AAE-Ours 5.9242 1.8118 6.9612

Table 2.5: Each colum performs a different experiment. Local optical flow
estimation error (column “Local”) means that we only measure the error in
a square around to the toy wheel. Inpainting error (column “Inpainting”)
means the error presented in the square unknown areas. Interpolation error
(column “Interpolation”) measures the global error after interpolate the
flow based only in the 5% known. These experiments have been made over
RubberWhale, from Middlebury dataset (see Figure 2.8 and Figure 2.9)

• Optical flow inpainting - Squared patches are removed from the
flow field (and u is initialized to zero in these regions). The motion in
the known regions, u0, is the optical flow ground truth. Let us notice
that if the ground truth presents some unknown areas, these areas
also form part of the inpainting domain W , together with the squared
patches.

• Optical flow interpolation from sparse samples - We remove
the optical flow values in the 95% of the pixels (uniformly distributed
along the image). Therefore, W is made of this 95% of pixels. Again,
u0 is defined from the optical flow ground truth.
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Figure 2.8: RubberWhale sequence from the Middlebury dataset with a
rotation movement. First row : (a) First frame. (b) Ground Truth. Second
row : (c) Inpainting mask (in white). (d) Missing optical flow (white pixels)
and known values at sparse locations.

For testing both regularization terms we use the RubberWhale sequence
from the Middelbury dataset (Baker et al. (2011)) because it contains almost
a pure rotation. For both cases of missing data we solve the minimization
problems (2.22) and (2.23) using a primal-dual approach. The resulting
numerical scheme for (2.22) is the one explained in Prop. 2.2 without the
terms depending on the parameter θ and with a final step that sets the
boundary conditions (known optical flow in ∂W ). Figure 2.8, Figure 2.9
and Table 2.5 refer to this experiment. The last row of Figure 2.8 shows
the regions where the optical flow is missing for both kind of applications.
Figure 2.9 shows the reconstructions obtained with the two regularizers in
both experiments. Table 2.5 shows the quantitative results, showing that
the optical flow completion based on the proposed regularizer presents a
lower reconstruction error than the one based on the TV.
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Figure 2.9: Optical flow reconstruction in missing regions. First row (from
left to right): Inpainting results. (a) TV regularizer. (b) Proposed regular-
izer. Second row (from left to right): Interpolation from sparse samples (c)
TV regularizer. (d) Proposed regularizer. (e) Details, TV regularizer (top)
and the proposed regularizer (bottom).

2.6 Conclusion

We have proposed a new regularization term for optical flow models with
the properties of invariance to infinitesimal rotations and the ability to
preserve discontinuities/jumps in the flow field. The proposed regularizer
has been tested in three different kind of problems related to the optical flow:
motion estimation, motion inpainting, and motion interpolation from sparse
samples. For the optical flow estimation we combine it with an L1 data
fidelity term, as in Zach et al. (2007b), and the proposed variational problem
is solved using a dual formulation. The numerical experiments show that the
proposed regularization term combined with an L1 data term improves the
TV-L1 model for motion estimation. For the other two problems (optical
flow reconstruction in two different cases of missing regions) we show that
the missing information is better recovered with a functional based on the
proposed regularizer, compared to the TV regularizer.





Chapter 3

Spatio-temporal binary video
inpainting via threshold

dynamics

The content of this chapter has been developed in collaboration with Maria
Oliver Parera, a colleague of my research group, from Universitat Pompeu
Fabra.

This chapter presents an application of the optical flow estimation methods
presented along this manuscript. In particular, the optical flow inpainting
method presented in the previous chapter. It presents a binary inpainting
method where the optical flow estimation and its completion in areas of
unknown motion plays a fundamental role. It describes a new variational
method for the completion of moving shapes through binary video inpaint-
ing that works by smoothly recovering the objects into an inpainting hole.
The presented model is solved by a dynamic shape analysis algorithm based
on threshold dynamics. Its performance is shown with examples from the
Sintel dataset, which contains complex object motion and occlusions.

3.1 Introduction

Video inpainting stands for the completion of missing, damaged or occluded
information in a video sequence in such a way that this restoration is as
unnoticeable (visually plausible) as possible. Binary inpainting methods
aim at recovering (or disoccluding) shapes, stated as binary objects. In

37
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Chapter 1 we have presented some cases exemplifying that optical flow
estimation is usually at the basis of complex image processing tasks. In this
chapter we present a binary video inpainting which tracks the trajectories
of the objects and works directly in the spatio-temporal dimension. The
goal of the method is to recover a moving shape with a smooth surface.
For that, the presented variational model for object-based video inpainting
imposes not only spatial regularity but also temporal continuity along the
visible trajectory of the object through the convective derivative. Let us
remind that the convective derivative, which measures the temporal rate of
change of the image subject to a motion field(the optical flow), has been used
for ensuring spatio-temporal consistency in other video editing applications
such as in Bhat et al. (2007, 2010); Facciolo et al. (2011); Sadek et al. (2013).
The trajectories of the visible objects are estimated through the optical flow
method presented in Chapter 4. Moreover, as a consequence of removing
the shape, the optical flow is unknown inside it. Then, it is completed in a
smart way with the optical flow inpainting method presented in Chapter 2.

These kind of techniques can be a tool for the automatic understanding
of a dynamic scene through its decomposition in completed and isolated
objects interacting among them. Additionally, they might be combined with
texture-based inpainting, in a two-step algorithm, so that the completed
shape helps to guide the copy of patches: inside the shape of interest only
patches from the same object are allowed to be copied and similarly for the
background.

One of the main difficulties that has to be tackled in video completion is
due to occlusion effects. Object occlusions and disocclusions generate arti-
facts which are specially visible at moving occlusion boundaries. In general,
points visible at frame It could be occluded at It+1. While points that ap-
pear in It+1 should have no corresponding in It. Thus video completion
algorithms have to detect such occlusions in order to correctly decide how
to interpolate. The method here presented is able to detect the motion
occlusions thanks to the optical flow and incorporates that information into
the variational framework.

The remainder of the chapter is organized as follows. In Section 3.2 we
present the binary inpainting model. In Section 3.3 we describe the nu-
merical scheme to solve the model. Some experiments are presented in
Section 3.4. Finally, in Section 3.5 we present the main conclusions.
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3.2 Binary Inpainting Model

This section describes the variational model for video inpainting, which is
minimized with a threshold dynamics strategy, using a differential operator
based on a generalized 3D gradient with the convective derivative in time
and the usual gradient operator in space.

Let v0(x, t) be a binary video sequence defined on V \W, where V = {(x, t) :
x = (x, y) ∈ Ω, t ∈ R} andW ⊂ V denotes the inpainting hole with missing
information.

In order to inpaint the binary video inside the inpainting mask M⊂ V we
propose to solve the following optimization problem

min
v:V→{0,1}

∫
W
‖L (v) ‖2, s.t. v = v0 in V \W (3.1)

where L (v) is the following differential operator defined taking into account
both spatial and temporal regularity as well as the occlusion areas produced
by the motion of objects in the scene by

L (v) = (vx, vy, γχ∂uv) , (3.2)

where γ > 0 is a real scalar, u is the optical flow and χ : V → [0, 1]
is a function modeling the occlusion areas so that χ(x, t) = 0 identifies
the occluded pixels, i.e. pixels that are visible in It but not in It+1. Thus,
χ(x, t) = 1 identifies the non occluded pixels and the functional only imposes
temporal regularity along the pixel trajectories that are not occluded. The
convective derivative is defined as

∂uv(x, t) = ∇v(x, t) · u(x, t) +
∂v

∂t
(x, t). (3.3)

Since v represents a binary function that identifies a shape, by minimiz-
ing (3.1), we are imposing shape regularity along the trajectories (thanks
to the convective derivative) and also imposing spatial smoothness in the
recovered shape (thanks to the spatial derivatives in the operator (3.2)).
Moreover, since we do not consider the convective derivative for occluded
pixels, we are imposing the regularity only along the visible trajectories.

Let us notice that the parameter γ in (3.2) accounts for the different units
in the spatial and temporal domains and also balances the effect of the
temporal diffusion in the resulting gradient-descent equation. Observe that,
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when γ is big enough, the minimization of (3.1) could be approximated by
using, instead of L, the operator

L̃ (v) = ∂uv (3.4)

as the spatial derivatives have almost no impact. However, as the experi-
ments in Section 3.4 show, it is necessary to consider the dynamic evolution
of the 3D shape (both in space and time) to correctly complete the moving
objects due to the fact that time diffusion is not able to deal with occlu-
sions. In these situations the spatial diffusion helps to complete the shape.
An experimental comparison of using L̃ instead of our proposed L is shown
in Figure 3.1 and Figure 3.2.

We can assume that we have an optical flow estimation for all the domain
Ω. The optical flow is estimated outside the inpainting mask (hole or region
with missing information) using the method proposed in Chapter 4 and it
is interpolated inside the mask by the motion inpainting method presented
in Chapter 2.

Occlusion estimation

In order to estimate motion occlusions we stem from the assumption that
the occluded region, given in our context by χ(x, y) = 0, may be correlated
with the region where the divergence of the optical flow is negative. This
was pointed out by Sand and Teller (2008), who noticed that the divergence
of the motion field may be used to distinguish between different types of
motion areas. Schematically, the divergence of a flow field is negative for
occluded areas, positive for disoccluded, and near zero for the matched
areas. In our method, we relax this criterion and use the estimation of
occluded (χ = 0) and visible (χ = 1) regions as

χ(x, t) =

{
1 div(v) ≥ −0.5,

0 else.
(3.5)

3.3 Minimizing the energy

Following the idea of Esedoglu and Tsai (2006) we propose to modify the
original minimization problem (3.1) by not restricting the solution to be
binary and using instead a double well potential in the functional; then the
minimization problem we consider is:

min
v

∫
M
ε‖L (v) ‖2+

1

ε
M(v), s.t. v = v0 in V \W. (3.6)
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where ε > 0 and M : R → R is a double well potential with equidepths at
0 and 1, namely M(v) = v2(1− v2). The gradient descent equation for the
above functional is:

vs = 2ε
(
∆v + γ2(χ∂u)∗χ∂uv

)
− 1

ε
M ′(v), (3.7)

where (χ∂u)∗ denotes the adjoint operator of χ∂u.

As in Esedoglu and Tsai (2006), the boundary value problem associated to
the partial differntial equation (3.7) is solved by time splitting in such a way
that one of the resulting equations, vs = −1

εM
′(v), is an ordinary differential

equation that is solved by a thresholding step, as in the work presented by
Merriman et al. (1992) (MBO). Then, starting by an initial spatio-temporal
shape T 0 and, considering its (binary) characteristic function v0 = 1T 0 ,
the core of the threshold dynamics scheme that we propose consists of the
iteration of the following steps until convergence:

1. Diffusion step. Compute v̄(τ), the solution of the following PDE for
a certain small diffusion time τ , with initial condition ū(0) = 1T n .

vs = ∆v + γ2(χ∂u)∗χ∂uv

2. Thresholding step. Binarize by defining the shape T = {x : v̄(τ)(x) ≥
1
2}

3. Fidelity step. T n+1 = (T ∩W) ∪
(
T 0 ∩ (V \W)

)
The third step imposes that the binary video coincides with the original
video outside the inpainting domain, as done in Esedoglu et al. (2005) for
binary image inpainting by threshold dynamics.

3.4 Experiments

In this section we provide some results of the proposed method used on some
image sequences from the MPI-Sintel (Butler et al. (2012)). We present two
types of experiments. First, we consider an inpainting mask that covers
part of an object and we apply our proposed method to recover the object
of interest. This situation appears when one needs to recover damaged
videos. In order to test our method, we built some synthetic examples where
we know the inpainting ground truth. These experiments will help us to
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evaluate how sensitive our method is to the given optical flow, to set the
parameters, and also to compare with the 3D-MBO suggested in Merriman
et al. (1992). For a quantitative evaluation, we present in Table 3.1 the root
mean squared error of three methods: our proposal (3.1), using L̃ instead of
L, and MBO. Our operator L always provides a smaller error. In the second
type of experiments, the goal is to remove an object from the input video
which is occluding another one and we apply the inpainting to complete
the occluded object. As previously said in Section 3.2 our model only has
two parameters to fix: γ, the balance between the spatial and temporal
derivatives, and τ , the diffusion time. We experimentally observed that γ
has to be at least 1 to obtain good results. So, we fix it to γ = 1.5 for all the
experiments. Regarding the diffusion time, τ , it is well acknowledged from
the threshold dynamics methods that τ has to be big enough to allow for the
curve to evolve, but small enough so that the MBO scheme approximates
motion by mean curvature as the solution of the Allen-Cahn equation. In
all our experiments we set τ = 1.

Experiments where a damaged object is recovered

The experiments shown in Figure 3.1 and Figure 3.2 illustrate the behaviour
of our video inpainting method with the proposed operator L, the operator
L̃, and a comparison with the MBO method. Both sequences are taken
from the MPI-Sintel (Butler et al. (2012)). The input video of Figure 3.1
is formed by 7 consecutive frames (20 to 26) from the alley 1 sequence, and
the video of Fig 3.2 is formed by 7 consecutive frames (3 to 9) from the
shaman 3 sequence. The first row of both figures displays some of them.
In the second row, the object to be inpainted is shown in white and the
occluded zone is gray. As it can be seen in the second row of Figure 3.1 and
Figure 3.2, the first frame does not have any pixel occluded. This is because
in these experiments we consider the first and last frame to be completely
known, i.e, the object to be completed is fully visible in these two frames.
The third row contains the ground truth occlusions and the fourth one the
ground truth of the object completion. The fifth row shows the result of the
inpainting when we use the operator L̃ and the sixth row corresponds to
the inpainting using operator L, both using the optical flow ground truth.
Figure 3.1 shows how can be crucial to use the L operator to recover the
hair of the girl. The reason is that many pixels of the hair which need
to be inpainted have an occluded trajectory and no temporal diffusion is
applied on them. The spatial diffusion helps to complete these occluded
areas. We only consider the operator L for the rest of the experiments.
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MBO L̃ L
alley 1 0.18 0.55 0.06
ambush 4 0.46 0.54 0.26
market 5 0.34 0.23 0.07
shaman 3 (seq.1) 0.25 0.10 0.05
shaman 3 (seq.2) 0.63 0.63 0.48
temple 3 0.23 0.36 0.15

Table 3.1: Root mean square error of some sequences from Butler et al.
(2012). MBO (Merriman et al. (1992))

In order to evaluate the sensitivity of our video inpainting method to the
optical flow accuracy, we present results with the same sequence but with
different optical flows, computed using two different optical flow estimation
methods. The seventh row displays the result computed with the optical
flow estimated using the NLTV-CSAD energy functional. The eighth row
uses the classical TV-L1 energy (Zach et al. (2007b)). In both cases the
energy is minimized with the strategy presented in Chapter 4. Due to the
accuracy of the optical flow estimation with the two energy functionals, their
results are very similar to the ground truth. Finally the last row shows the
MBO method (Merriman et al. (1992)) extended to 2D+time considered
as 3D data. As it can be seen in the figures this result does not follow the
trajectory of the moving objects but completes according to the smoothness
of the shapes: In Figure 3.2 the fingers are cut (completed by a plane in
2D+time), while correctly completed using our L. It is also observable in
the last frame of Figure 3.1, where the face is finished in the same way by
the MBO method.

Experiments where an object is removed

Figure 3.3 and 3.4 display experiments where we remove an object that is
occluding another one. Figure 3.3 is a sequence formed by the first 8 frames
of the cave 2 sequence from the Sintel, and Figure 3.4 by 5 frames (12 to 16)
of temple 2 sequence. The object to be completed is shown in white in the
second row. The inpainting mask, always depicted in gray in the second row,
corresponds to the segmentation of the object we want to remove. Notice
that this time, as a difference with the previous experiments, the inpainting
mask is not static in time. In this case we also need to interpolate the optical
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flow in the inpainting domain and, for that, we use the optical flow interpo-
lation method explained at Chapter 2. The completed optical flow is shown
in the third row. The occlusion map is estimated from this completed flow
using the criterion (3.5). Before applying the proposed method we inpaint,
independently, the first and last frame with a 2D binary inpainting method
(in particular, the perceptual-based 2D-inpainting method by Oliver et al.
(2016)). Then, we apply the proposed video inpainting method that takes
into account the estimated optical flow and occlusion map, and the result
is shown in the last row. Notice how, in Figure 3.3, the hole corresponding
to the spear is correctly filled and the dragon claw is partially recovered in
frames 5 and 6 although it was completely occluded in the corresponding
frames of the input sequence.

3.5 Conclusions

This chapter presents a variational method for binary video inpainting. For
that, we follow a threshold dynamics strategy where the dynamic shape
analysis imposes spatial and temporal smoothness along the visible trajec-
tory of the object by incorporating the convective derivative in a differen-
tial operator based on a generalized 3D gradient. Our proposal allows to
keep track of the motion occlusions among the moving binary objects. We
present some experimental results on the MPI-Sintel containing complex
object motion and occlusions.
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frame 20 frame 21 frame 22 frame 25

data: inpainting mask (gray) and incomplete object (white)

occlusion maps

ground truth inpainting

inpainting using ground truth OF and operator L̃

inp. using ground truth OF and the proposed operator L

inp. using NLTV-CSAD OF and the proposed operator L

inp. using TV-L1 OF and the proposed operator L

inpainting results using 3D MBO Merriman et al. (1992)

Figure 3.1: Experiment with Alley 1. Some frames of the sequence.
.
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frame 03 frame 05 frame 06 frame 08

data: inpainting mask (gray) and incomplete object (white)

occlusion maps

ground truth inpainting

inpainting using ground truth OF and operator L̃

inp. using ground truth OF and the proposed operator L

inp. using NLTV-CSAD OF and the proposed operator L

inp. using TV-L1 OF and the proposed operator L

inpainting results using 3D MBO Merriman et al. (1992)

Figure 3.2: Experiment with Shaman 3. Some frames of the sequence.
.
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frame 01 frame 02 frame 05 frame 06

object to be inpainted (white), object to be removed (gray)

optical flow interpolated inside the inpainting mask

estimated occlusions from the interpolated optical flow

inpainted white object

Figure 3.3: Removal of an object in a video sequence (Cave 2).
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frame 12 frame 13 frame 14 frame 15

object to be inpainted (white), object to be removed (gray)

optical flow interpolated inside the inpainting mask

estimated occlusions from the interpolated optical flow

inpainted white object

Figure 3.4: Removal of an object in a video sequence (Temple 2).
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(a) frame 20 (b) frame 21 (c) frame 22 (d) frame 25

Figure 3.5: Some of the frames to be inpainted from experiment alley 1.
First row: original color frames from the MPI-Sintel (Butler et al. (2012)).
Second row: data frames with the inpainting mask in gray and the object
to be inpainted in white. Third row: occlusions from the same frames.
Fourth row: ground truth inpainting results. Fifth row: inpainting results
using the operator L̃. Sixth row: inpainting results using L. Seventh row:
inpainting results using 3D-MBO.
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(a) frame 20 (b) frame 21 (c) frame 22 (d) frame 25

Figure 3.6: Some of the frames to be inpainted from experiment Alley 1.
First row: original frames with the inpainting mask in gray. Second row:
occlusions from the same frames. Third row same frames inpainted using
groundtruth optical flow. Fourth row: same frames inpainted using NLTV-
CSAD optical flow. Fifth row: same frames inpainted using TV-L1 optical
flow.
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(a) frame 01 (b) frame 02 (c) frame 05 (d) frame 06

Figure 3.7: Application of the proposed inpainting method to the removal
of an object in a video sequence. Rows, from top to bottom: object to
be inpainted (in white) and object to be removed (in gray) which defines
the inpainting mask; optical flow interpolated inside the inpainting mask;
estimated occlusions from the interpolated optical flow; inpainted white
object.
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(a) frame 04 (b) frame 05 (c) frame 09 (d) frame 10

Figure 3.8: Application of the proposed inpainting method to the removal
of an object in a video sequence. Rows, from top to bottom: object to
be inpainted (in white) and object to be removed (in gray) which defines
the inpainting mask; optical flow interpolated inside the inpainting mask;
estimated occlusions from the interpolated optical flow; inpainted white
object.
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(a) frame 12 (b) frame 13 (c) frame 14 (d) frame 15

Figure 3.9: Application of the proposed inpainting method to the removal
of an object in a video sequence. Rows, from top to bottom: object to
be inpainted (in white) and object to be removed (in gray) which defines
the inpainting mask; optical flow interpolated inside the inpainting mask;
estimated occlusions from the interpolated optical flow; inpainted white
object.
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frame 04 frame 05 frame 09 frame 10

object to be inpainted (white), object to be removed (gray)

optical flow interpolated inside the inpainting mask

inpainted white object

Figure 3.10: Removal of an object in a video sequence (Ambush 7).
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Chapter 4

FALDOI: A new minimization
strategy for large displacement

variational optical flow

The content of this chapter has been developed in collaboration with the pro-
fessor Enric Meinhardt-Llopis from École Normale Supériore Paris-Saclay,
Cachan, France.

This chapter presents a large displacement optical flow method that intro-
duces a new strategy to compute a good local minimum of any optical flow
energy functional. The method requires a given set of discrete matches,
which can be extremely sparse, and an energy functional which locally
guides the interpolation from these matches. In particular, the matches
are used to guide a structured coordinate-descent of the energy functional
around these keypoints. It results in a two-step minimization method at
the finest scale which is very robust to the inevitable outliers of the sparse
matcher and is able to capture large displacements of small objects. Its
benefits over other variational methods that also rely on a set of sparse
matches are its robustness against very few matches, high levels of noise
and outliers. We validate our proposal using several optical flow variational
models. The results consistently outperform the coarse-to-fine approaches
and achieve good qualitative and quantitative performance on the standard
optical flow benchmarks.
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4.1 Introduction

There are two large families of methods for computing image correspon-
dences: local and global methods. Local methods establish a point corre-
spondence by minimizing a distance measure between the matching neigh-
borhoods (Yoon and Kweon (2006); Buades and Facciolo (2015)). They
provide a sparse correspondence field since not all the image points are
discriminative enough to guarantee a single correspondence. On the other
hand, global or variational methods (Horn and Schunck (1981); Alvarez
et al. (2000); Brox et al. (2004); Zach et al. (2007b); Zimmer et al. (2009);
Strekalovskiy et al. (2014)) provide a dense solution by minimizing a global
energy. Recent work on optical flow estimation (Leordeanu et al. (2013);
Chen et al. (2013); Bailer et al. (2015); Kennedy and Taylor (2015); Menze
et al. (2015); Yang and Li (2015); Revaud et al. (2015); Fortun et al. (2016))
is mostly focused on solving the major challenges that appear in realistic
scenarios and outdoor scenes, such as large displacements, motion disconti-
nuities, illumination changes, and occlusions.

(a) First frame and 4 initial seeds (in red) (b) Second frame

(c) Ground truth (d) Our result

Figure 4.1: Example illustrating that it is enough to have a single matching
seed per each region with an expected smooth motion; 4 seeds in this case,
which have been computed using SIFT. The first row shows the original
pair of frames It and It+1, where in It we have superimposed in red the
position of the 4 seeds (head, arm, dress and background). Last row shows
our result and the ground truth. The energy functional used is the classical
TV`2-L1.
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In this chapter we present a new strategy to compute good local minima of
any optical flow energy functional which allows to capture large displace-
ments. The method relies on a discrete set of matches between the two
input images, which can be extremely sparse and contaminated by out-
liers, and is used as a guide to find a local minimum of the chosen energy
functional. The novelties include how these matches are used in the opti-
mization problem. The proposed method is a two-step minimization process
of the optical flow energy. The first step computes a good and dense local
minimum by propagating the initial matches with a region growing strategy.
The propagation is driven by the minimization of the energy on patches and
the order of update is established by the value of the local version of the
energy, i.e. the energy is restricted to a square patch of the image domain.
It can be thought as a grouped coordinate descent of the target functional,
where the variables are defined by the optical flow values in a patch, and
the functional is minimized on the patch while fixing the rest of flow val-
ues. Coordinate descent methods provide efficient and fast optimization
schemes even for huge-scale problems (Nesterov (2012)). The basic idea is
to minimize a multi-variable objective function by optimizing over a single
coordinate while holding others fixed. The sweep pattern is the name used
to define how the alternating minimization process moves along all the co-
ordinates. In order to obtain a good minimum and accelerate convergence,
we follow an adaptive choice of the sweep pattern driven by a seed growing
algorithm based on the value of the energy after local minimization in a
patch centered at that coordinate. This information is stored in a priority
queue from which the coordinate is selected and the adaptive sweep pattern
is iteratively created. The result of the first step is a dense optical flow
which is further refined in the second step: A global minimization of the
energy taking as initial condition the flow obtained in the first stage. Both
minimization steps work with the full resolution of the image directly.

Our method allows to choose the energy functional. For instance, by choos-
ing it with desirable properties such as robustness to illumination changes,
occlusions and motion discontinuities, those properties are inherited by our
method. We can compare our method to the common coarse-to-fine (also
called multi-scale) approach or to the strategy of including the information
of sparse matches by incorporating an extra term in the energy that penal-
izes deviations from the flow given by the matches (Brox and Malik (2011);
Stoll et al. (2013); Weinzaepfel et al. (2013)); both techniques, coarse-to-fine
and the incorporation of an extra term, also find local minima of arbitrary
optical flow energy functionals. We find that we consistently outperform the
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multi-scale strategy for a variety of input sparse matches and energy func-
tionals. We present qualitative and quantitative results on several datasets
such as Middlebury (Baker et al. (2011)), MPI-Sintel (Butler et al. (2012)),
KITTI 2012 (Geiger et al. (2012)), and KITTI 2015 (Menze and Geiger
(2015)) datasets. The performance is better than LDOF (Brox and Ma-
lik (2011)) and comparable to DeepFlow (Weinzaepfel et al. (2013)) while
being more robust, less dependent on the density of seeds and based only
on a single energy with two terms (no need of extra parameters). In our
case, the ability to find large displacements requires only that at least one
match is correctly given for each object in motion, as shown in the exper-
iment of Figure 4.1. Moreover, we find that our minimization strategy is
very robust to the presence of many incorrect keypoints in the input, as
illustrated in Figure 4.3, where there are only 2 correct matches and 508
outliers. In contrast, the alternative strategy of including sparse matches
in the energy functional with an additional term is not robust to a small
number of matches (see Figure 4.10) nor to a large percentage of wrong
matches or high levels of noise (see Table 4.6).

The remainder of the chapter is organized as follows. In Section 4.2 we
revise previous work on optical flow estimation. Section 4.3 presents our
large displacement optical flow method (which we denote by FALDOI, as
an acronym made of the first letter of the words ”large displacement opti-
cal flow method by an astute initialization”). Section 4.4 presents several
energy functionals and an analysis of the properties and performance of our
strategy depending on the density of the initial set of discrete matches. In
Section 4.5 we describe how to minimize this previous energies. In Sec-
tion 4.6 we provide details of the numerical implementation. Later on, in
Section 4.7 we provide a quantitative and qualitative comparison among the
several possibilities for the energy terms, as well as a comparison between
our method and several state-of-the-art methods, including methods based
on the combination of sparse matches and variational techniques (Brox and
Malik (2011); Leordeanu et al. (2013); Weinzaepfel et al. (2013); Revaud
et al. (2015)). Finally, the conclusions are summarized in Section 4.8.

4.2 Related work

The seminal work of Horn and Schunck (1981) has inspired many sub-
sequent works also based on an energy-based formulation of the optical
flow problem and focused on different kind of limitations and their im-
provements. Initial progress was devoted to the use of more robust data



4.2. related work 61

terms and Total-Variation-based regularizers in order to obtain sharper so-
lutions (Black and Anandan (1996); Brox et al. (2004); Zach et al. (2007b);
Sun et al. (2010)). The correct preservation of motion discontinuities is
a key issue that has motivated many proposals in the smoothness term:
Starting from the use of decreasing functions of the image gradients (Xu
et al. (2012); Chen et al. (2013); Sánchez et al. (2014); Monzón et al.
(2016)), diffusion tensors (Nagel and Enkelmann (1986); Werlberger et al.
(2009); Zimmer et al. (2011)), coupled regularization of the flow channels
(Strekalovskiy et al. (2014); P.Palomares et al. (2014)) or second-order regu-
larization (Ranftl et al. (2014)), to the more recent non-local regularization
terms (Krähenbühl and Koltun (2012); Sun et al. (2014); Werlberger et al.
(2010)). The classical hypothesis for defining the data term has been the
brightness constancy assumption but this is very limiting in realistic scenar-
ios where illumination changes as well as occlusions may appear. Robustness
against additive illumination changes can be obtained by using the gradient
constancy assumption (Papenberg et al. (2006)); while advanced data terms
based on patch measures present more general invariances, in particular,
the Normalized Cross Correlation (Steinbrücker et al. (2009a); Vogel et al.
(2013); Werlberger et al. (2010)) is invariant to linear brightness changes
and the Census transform is invariant under monotonically increasing rescal-
ings (Hafner et al. (2013); Müller et al. (2011); Stein (2004)). Patch-based
data terms are used in the state-of-the-art methods, including stereo and
optical flow problems. As they are more informative and allow to better
characterise the local image structure they result in more accurate flow esti-
mations. On the other hand, occlusions represent an important problem for
optical flow estimation methods and some works include a characterization
of the occlusion areas in the energy, (Alvarez et al. (2002); Ayvaci et al.
(2012); Ballester et al. (2012); Fortun et al. (2016)), while others estimate
the occlusion areas based on a triangulation of the image (Kennedy and
Taylor (2015)).

Energy-based methods are called global methods since they find correspon-
dences by minimizing an energy defined on the whole image. Traditionally,
global methods include a linearization of the warped image in the data term
to make the optimization problem more tractable. The linear approxima-
tion is only valid for small displacements, that is why these methods are
usually embedded in a coarse-to-fine warping scheme in order to better cap-
ture large displacements. However, they still fail to correctly handle large
motions of small objects (not present at coarser scales). On the other hand,
local methods are much better adapted to capture large movements. The
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(a) First frame (b) Second frame (c) Ground truth

(d) 30% estimated (e) 70% estimated (f) 80% estimated

(g) 95% estimated (h) 100% estimated (i) Final

Figure 4.2: Example of a sparse-to-dense evolution of the estimated optical
flow during the local step, starting from a set of initial seeds provided by
SIFT (shown in red in (a)). The final estimate (after the global minimization
step) is also shown. The optical flow values are represented using the color
coding scheme shown in Figure 4.1. The energy functional used is the
classical TV`2-L1.

work of Alvarez et al. (2000) was probably the first to note that the standard
coarse-to-fine approach may not be enough and proposed to modify it by
using a linear scale-space focusing strategy from coarse to fine scales in order
to avoid convergence to incorrect local minima. More recently, Steinbrücker
et al. (2009b) proposed an algorithm that does not require the coarse-to-fine
warping strategy. It was one of the first attempts to capture large motions
with variational methods, where the data term and the regularizer are de-
coupled by a quadratic relaxation technique, and the optimization problem
is directly solved at the finest scale by alternating two global minimiza-
tions while decreasing the decoupling parameter. One of the minimization
problems is convex; the other one is non-convex but it is a point-wise op-
timization problem, so its solution is found using an exhaustive search for
every pixel, which can be performed in parallel. Another early work is the
proposal by Brox and Malik (2011), that incorporates sparse matches into
the variational model by adding an extra term that penalizes deviations
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of the estimated optical flow from the flow given by the matches obtained
by HOG descriptors (Dalal and Triggs (2005)) at some sparse locations.
The extended variational method is solved with a coarse-to-fine strategy as
usual. DeepFlow by Weinzaepfel et al. (2013) and SparseFlow by Timofte
and Van Gool (2015) follow the same strategy as proposed by Brox and Ma-
lik (2011), the difference among them lying in the way they find the matches
that define the matching term in the variational approach. The descriptor
matching proposed by Weinzaepfel et al. (2013) is inspired by non-rigid 2D
warping and deep convolutional networks and permits a more dense and
deformable matching compared to the popular HOG/SIFT-like descriptors
(Dalal and Triggs (2005); Lowe (1999)). The matching algorithm proposed
by Timofte and Van Gool (2015) is also robust to non-rigid deformations
and is based on the compressed sensing theory. The proposal by Xu et al.
(2012) also uses a coarse-to-fine approach but the initial flow in each level of
the pyramid is modified. At each level, different candidate flows are consid-
ered: the flow propagated from the previous level, sparse feature matching
(computed by SIFT), and dense nearest neighbor patch matching. Then,
for each pixel, the optimal flow is selected among the different candidates
by solving a discrete optimization problem.

Other works that do not use a coarse-to-fine strategy are based on corre-
spondences obtained by a nearest neighbor algorithm; one is based on a
purely local method (Bao et al. (2014)) while another (Chen et al. (2013))
refines the initial dense (and noisy) correspondence field using a motion
segmentation and the minimization of a global energy. Some recent meth-
ods are based on a sparse-to-dense approach; they start from a sparse set of
correspondences that capture large displacements and these are densified by
edge-aware interpolation techniques (Leordeanu et al. (2013); Revaud et al.
(2015)). Later, the densified flow is refined by minimizing a global energy
at the finest scale. Other works (Menze et al. (2015); Yang and Li (2015))
also include a final refinement of the flow by minimizing a global continuous
energy in the original image scale directly; either using a discrete inference
problem in a conditional random field as a first step (Menze et al. (2015)),
or a piecewise adaptive parametric model embedded in an energy function
that combines both continuous and discrete variables (Yang and Li (2015)).
The recent proposal of Fortun et al. (2016) solves a discrete optimization of
a global energy in the original scale where the different flow candidates are
obtained in a previous step by patch-based parametric motion estimation;
this method also makes a special treatment of occlusions. On the other
hand, an almost purely data-based dense optical flow is indeed possible, by
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working with approximate nearest neighbor fields with a hierarchical search
strategy and an advanced outlier filtering (Bailer et al. (2015)).

Here, we also propose to get rid of the coarse-to-fine strategy and directly
minimize the energy at the finest scale with the help of some sparse corre-
spondences that capture the large displacement motions. The main differ-
ence with respect to the previous works (Leordeanu et al. (2013); Revaud
et al. (2015)) is the way of combining the sparse matches with the vari-
ational approach: the initial matches are densified by a region growing
process driven by the minimization of a local version of the target energy
functional. Thus, the same variational tool is used both for the densi-
fication step and for the final global optimization problem. In contrast,
the sparse-to-dense interpolation of the sparse matches in Leordeanu et al.
(2013); Revaud et al. (2015) is based on a regularity measure that takes
into account occlusion and boundary constraints. In this way, since in our
case we are always taking into account a data term and a regularizer, to-
gether with a smart local minimization of the energy guided by the best
matches, our sparse-to-dense intermediate step is more robust to outliers in
the initial set of sparse correspondences and is able to correctly recover a
dense smooth motion in a certain region with just a single correspondence
in it and without the need of using edge information (see Figures 4.2 and
4.3). The outliers in this experiment were randomly introduced to test our
claim against a huge percentage of them. Nevertheless, the robustness of
our iterated algorithm to usual outliers is shown in Figure 4.4, the different
Tables and remaining experiments and it relies on pruning strategies based
on saliency and forward-backward optical flow consistency.

4.3 Proposed minimization strategy

In this section we present a minimization strategy that can be applied to
any optical flow energy functional and which is founded on estimating a
good local minimum with the help of a discrete set of matches. It is able
to benefit both from the sparse techniques, which handle arbitrarily large
displacements, and from the continuous optimization of a variational for-
mulation, which yields dense flow fields with subpixel accuracy. The basic
idea of the method is to assume that at least some matches are correct, and
propagate the correct information from those seeds driven by the minim-
imization of the energy around them. This is ilustrated in Figure 4.1, where
each region of smooth movement has at least one correct seed.
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(a) First frame (b) Second frame (c) Ground truth

(d) 10% estimated (e) 30% estimated (f) 50% estimated

(g) 70% estimated (h) 100% estimated (i) Final

Figure 4.3: Sparse-to-dense evolution of the fixed coordinates for a toy
sequence made of the composition of a a large displacement (moving the
Baboon small image) and a smooth movement of the background. The
initial set of sparse matches contains only 2 correct matches (obtained by
SIFT and shown in green) and 508 outliers (shown in blue). Even in the
presence of a huge number of outliers, the method recovers the correct
motion in all the image with the exception of the occluded region since
the chosen functional (TV`2-L1) does not take into account occlusions. For
visualization purposes and better observe the sweep pattern in the optical
flow estimation, in this figure we have increased the color contrast. The
optical flow values are represented using the color coding scheme shown in
Figure 4.1.
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The sparse set of initial correspondences (we will refer to them as seeds)
is used as a reference or guide to recover a dense flow field. This is done
by iteratively growing the seeds by a local (patch-based) minimization of
the functional in a proper order. This dense optical flow is then refined by
a global minimization of the energy. The algorithm always works at the
finest scale of the image. A pseudo-code of the whole strategy is presented
in Algorithm 3 while Algorithm 6 presents a slightly modified.

In order to detail the proposed approach, we introduce some notation and
assumptions. Let us denote two consecutive image frames of a video se-
quence as It, It+1 : Ω → R. As usual, we assume that the image domain
Ω is a rectangle in R2. In order to compute the optical flow u : Ω → R2

between It and It+1, we use a discrete set of matches M = {(xi,yi)},
i = 1, . . . , N , and an energy E(u), defined from It and It+1. Minimizing E
on an appropriate set, a minimum u of E represents an optical flow between
It and It+1. We assume that the discrete matches in M have been com-
puted with a sparse matching algorithm in such a way that xi is thought
as belonging to the image domain of It and yi as belonging to the image
domain of It+1. From these discrete matches, we compute the initial set of
seeds, denoted here by S, by defining u(xi) = yi − xi, i = 1, . . . , N . Each
seed p in the finite set of initial seeds S stores the corresponding pixel xp,
its related optical flow up and the local energy of the functional around it
(see Algorithm 3).

Computing a good local minimum

This step can be interpreted as an adaptive grouped coordinated descent
approach driven by the lowest local values of the energy on patches centered
at pixels. It is inspired from the match propagation principle (Lhuillier
and Quan (2002)), where a set of initial sparse matches, the seeds, are
propagated to neighboring pixels using a similar technique to the region
growing strategy. This principle was used in the work of Kannala and
Brandt (2007) in order to obtain a quasi-dense disparity map, assuming that
the seeds and their neighboring pixels may present similar disparity values.
Moreover, it shares ideas with the coordinate descent methods, which are
optimization techniques in multi-variable functions. They minimize the
objective function solving a sequence of one variable minimization problems.
Each subproblem improves the estimate of the solution by minimizing along
a selected coordinate while all other coordinates are fixed. Generally, each
coordinate is visited several times to reach a minimum. The sweep pattern
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is the name used to define how the alternating minimization process moves
along all the coordinates. If there is a fixed order to visit the coordinates,
this is called path-wise coordinate descent (Friedman et al. (2007)) or cyclic
coordinate. In our case, the election of the sweep pattern has a fundamental
role during the minimization process; we will follow an adaptive choice of
the sweep pattern driven by a seed growing algorithm based on the value of
the local minimization of the energy in a patch centered at that coordinate
(or pixel in our case). The sweep process is managed through a priority
queue where the potential candidates (optical flow) for each coordinate are
inserted. Each candidate presents a related energy that is used to determine
its position in the queue: Candidates with less associated local energy will
be at the top of the priority queue. The initial seeds are inserted with zero
energy.

In the following we will first present the baseline algorithm for the local
minimization step, where every pixel is visited just once. Then we explain
how it is iterated in order to revisit the pixels several times so as to refine
the optical flow estimation and gain more robustness against occlusions and
resistant outliers of the sparse matcher.

Baseline algorithm: FALDOI

Initially, the seeds are inserted to the priority queue (containing, as said be-
fore, the value of the optical flow and the energy on a local patch centered
at the pixels) with zero energy. Along the minimization process, new can-
didates will be added to the queue. This collection of potential candidates
for each coordinate will be sorted based on their local energies. Whenever
an element is removed from the queue to fix a coordinate, we are selecting
the candidate with the lowest associated local energy. The aforementioned
process is repeated until the priority queue is empty and a dense optical
flow is obtained from the initial seeds. There may be several candidates for
the same pixel in the queue; when a candidate is extracted from the queue
to fix it. If its corresponding pixel has already been fixed (by a candidate
with lowest energy) nothing is done. Once, all the pixels have been fixed,
the rejected candidates are extracted from the queue until it is emptied.

Each time that a coordinate is extracted from the queue to fix it, a local
minimization of the energy E(u) is solved on a square patch centered around
the pixel previously fixed. Then, the estimated optical flow values of its
neighbors are inserted as potential candidates into the priority queue with
the energy (after local minimization) of the patch centered at the fixed
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coordinate.

Algorithm 3: FALDOI (large displacement optical flow with astute
initialization)

Input : Images A,B

Input : Functional E

Input : Image matcher M

Input : Patch size w

Output: Flow u

1 u← NULL // initialize flow field with empty data

2 Q← ∅ // initialize an empty priority queue

3 (xi,yi)i=1,...,N ←M(A,B) // compute discrete matches

4 for i = 1, . . . N do // add the matches as seeds with zero energy
5 Q.push(0,xi,yi − xi)

6 u← basic-faldoi-growing(A,B,u, E,Q,w) // basic faldoi growing

7 u← flow-refinement(A,B,Ω, E,u) // Minimize EA,B(u) over Ω (Algorithm 5)

Whenever the energy is minimized in a local patch P centered at the coor-
dinate that has been fixed we need to provide an initial flow in the unknown
values in P ∩W (where W is the set of locations where the optical flow has
not been fixed yet). The initialization is just an interpolation of the already
fixed optical flow values in the patch through the Laplace equation resulting
from the minimization of the following Dirichlet energy

min
ui

∫
P |∇ui|

2 dx s.t. ui = u0
i in P ∩WC

where i = 1, 2, u = (u1, u2), and u0 = (u0
1, u

0
2) contains the optical flow of

the already fixed coordinates in P ∩WC (WC denotes the complementary
set of W ). The Euler-Lagrange equation derived from the previous energy
is the Laplace equation, which is solved by gradient descent with Neumann
boundary conditions. Other intra-patch interpolations are allowed (e.g.,
based on the bilateral filter or even a constant interpolation based on the
flow values on P ∩WC).

The details of the energy minimization process are given in Section 4.5 In
practice, we consider patches of 11× 11 pixels (although bigger patches can
be used, it increases the computational cost which is proportional to the
size of the patch) and we perform 10 iterations of the minimization process,
in every local patch (line 7 of Algorithm 4), of a version of E(u) where the
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warped image has been linearized with a single warping.

Algorithm 4: basic-FALDOI-growing (densify an incomplete flow)

Input : Images A,B

Input : Flow u0

Input : Functional E

Input : Priority queue Q

Input : Patch size w

Output: Flow u

1 while Q.num elements() > 0 do
2 e,x,v ← Q.pop() // get the candidate with lowest energy

3 if u(x) = NULL then
4 u(x)← v // fix the field for this candidate

5 Px ← extract-patch(Ω,x, w) // extract patch of size w × w around x

6 u← interpolate(u,Px) // fill-in missing values

7 u← flow-refinement(A,B,Px, E,u) // Minimize EA,B(u) over Px (Algorithm 5)

8 e← EA,B(u,Px) // compute the energy of the solution

9 for y ∈ N (x) do // traverse the neighbors of x
10 if u(y) = NULL then
11 Q.push(e,y,u(y)) // push this candidate value

Iterated FALDOI

Given the fact that, generally, in coordinate descent methods each coordi-
nate has to be visited several times in order to reach a minimum, we propose
to revisit the coordinates and thus perform several iterations of the base-
line algorithm presented in the previous Section with a forward-backward
pruning of the flow values between two consecutive iterations in order to
gain more robustness against resistant outliers.

More precisely, between two consecutive iterations of the coordinate descent
completing a sweep pattern, we perform a pruning based on a forward-
backward consistency check. The goal is to remove wrong matches, specially
in occlusion areas and also due to self-similarity. The latter may appear due
to outliers in the initial seeds that have expanded by the region growing
scheme. Our algorithm computes both the forward, uF , and the backward,
uB, optical flows between any two frames It and It+1. Then, a forward-
backward consistency check of these flows is performed and the forward
flow values at points x ∈ Ω not verifying ‖uF (x) + uB(x + uF (x))‖< ε are
removed, where ε > 0 is a small constant (it is set to 2 in our experiments).
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Figure 4.4: Iterated FALDOI strategy applied to the NLTV -CSAD energy
corresponding to MAX IT=6 in Algorithm 6. The evolution of the optical
flow estimate is shown from left to right and top to bottom. The first
line shows the two frames with the initial seeds superimposed in red in
the first frame. The second and third lines display the six iterations of
the sweep pattern in the local minimization step. The last line shows the
final estimate (global minimization) and the ground truth. Let us notice
how the motion boundaries are progressively refined, the piecewise constant
appearance disappears, and the outlier is considerably reduced, thus adding
robustness to outliers. In this experiment the seeds have been computed
using Deep Matching, which gives more outliers than SIFT (used for the
experiment with the same pair of images in Figure 4.2).

In the same way, the backward flows at points x ∈ Ω not verifying ‖uB(x)+
uF (x + uB(x))‖< ε are removed.

In the iterated FALDOI, the sweeps following the first one are slightly dif-
ferent from the baseline sweep because they start not from a sparse set of
optical flow values but from a dense motion field with holes that arise after
the forward-backward pruning. The two main differences with respect to
the main sweep are:

1. Initialization of the queue. The seeds that survive to the forward-
backward consistency check are inserted into a new priority queue with
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zero local energy. The rest of optical flow values that also survive to the
forward-backward pruning are added with its associated local energy.

2. Initialization of the optical flow of a patch before local minimization.
Every time a local patch is minimized an initial flow in the patch is needed.
We make a distinction between the pixels that passed the forward-backward
consistency test and those that did not. In the pixels that passed the test
the initial flow is the most updated flow value by the last local minimization
in that pixel. For that, we use an auxiliary flow which is updated after every
local minimization. On the other hand, in the pixels that did not pass the
test we fill-in the initial flow by iterating a bilateral filtering in the local
patch. This intra-patch initialization could be also used in the first baseline
sweep. Nevetherless, in that very first interpolation, for efficiency reasons
we opted for the rougher Laplace interpolation explained above.

A pseudo-code of the iterated FALDOI strategy is presented in Algorithm 6.
Figure 4.4 shows the importance of the iterations of the sweep pattern in the
local minimization step. The optical flow is improved from one iteration to
the following, in particular, the motion boundaries are progressively better
recovered and the effect of the piecewise constant flow is lost. Moreover, this
iterated FALDOI strategy adds robustness to outliers present in the initial
seeds due to the forward-backward consistency check between two consecu-
tive iterations. The initial outlier regions are reduced, after six iterations to
a single region, which is completely lost after the global iteration step. In
this experiment the seeds have been computed using Deep Matching, which
gives more outliers than SIFT (which was used for the experiment with the
same pair of images in Figure 4.2). Let us remark that in this example,
we did not include the initial pruning of seeds based on the low saliency of
patches that is used, e.g., in Revaud et al. (2015).

Global Minimization

The last step is a global minimization of E(u), taking as initial condition the
dense solution provided by the previous step, the local minimization guided
by the initial set of matches. Let us remark that we only minimize the
global energy at the finest scale, that is, we avoid the multi-scale approach.
During both steps, local and global, we minimize the same energy functional
following the same numerical scheme, which is detailed in Algorithm 5 and
Section 4.5. For the global minimization we perform 4 warpings of the
energy.



72
faldoi: a new minimization strategy for large displacement

variational optical flow

Algorithm 5: Global Minimization to compute the final optical flow.

Input : Two consecutive frames It, It+1, and an initial optical flow
u0

Output: Flow field u

1 Initialize ξ = v = ~0;
2 Initialize u = u0;
3 for w ← 1 to Nwarps do
4 Compute It+1(x + v0(x)), Ixt+1(x + v0(x)), Iyt+1(x + v0(x)), using

bicubic interpolation;
5 while n < Nmax or tol < error do
6 Compute v via Prop. 4.3 or Prop. 4.4 ; // for CSAD or L1
7 Compute ξ or p and u via Prop. 4.1 or Prop. 4.2 ; // for

NLTV or TV`2-L1

8 end

9 end
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Algorithm 6: iterated-FALDOI (iterated version of FALDOI +
pruning of wrong matches)

Input : Images A,B

Input : Functional E

Input : Image matcher M

Input : Patch size w

Output: Flow u

1 uF ← NULL // initialize forward flow field with empty data

2 uB ← NULL // initialize backward flow field with empty data

3 QF ← ∅, QB ← ∅ // initialize empty priority queues

4 (xF
i ,yF

i )i=1,...,N ←M(A,B) // compute discrete forward matches

5 (xB
i ,yB

i )i=1,...,M ←M(B,A) // compute discrete backward matches

6 (xF
i ,yF

i )i=1,...,N′ ← saliency-pruning(A, (xF
i ,yF

i )i=1,...,N ) // remove matches in

7 (xB
i ,yB

i )i=1,...,M′ ← saliency-pruning(B, (xB
i ,yB

i )i=1,...,M ) // flat areas

8 for i = 1, . . . N ′ do // add the matches as seeds with zero energy

9 QF .push(0,xF
i ,yF

i − xF
i )

10 for i = 1, . . .M ′ do // add the matches as seeds with zero energy

11 QB .push(0,xB
i ,yB

i − xB
i )

12 n← MAX-IT // pre-specified number of iterations

13 while n > 0 do

14 uF ← basic-faldoi-growing(A,B,uF , E,QF , w) // basic FALDOI growing

15 uB ← basic-faldoi-growing(B,A,uB , E,QB , w) // basic FALDOI growing

16 (uF ,uB)← fb-pruning(uF ,uB) // forward-backward consistency check

17 for each uF
i ∈ uF do // add the forward canditates with their energies

18 e← EA,B(uF
i ,P

xF
i

)

19 QF .push(e,xF
i ,uF

i )

20 for each uB
i ∈ uB do // add the backward canditates with their energies

21 e← EA,B(uB
i ,P

xB
i

)

22 QB .push(e,xB
i ,uB

i )

23 n← n− 1

24 u← flow-refinement(A,B,Ω, E,uF ) // Minimize EA,B(u) over Ω (Algorithm 5)
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4.4 Energy Functionals and Sparse Methods

Our proposal assumes that two ingredients are given: a discrete set of cor-
respondences between two frames of a video (the seeds) and an optical flow
energy functional, namely, E(u). Section 1.5 and Section 1.6 describe the
properties of the energy terms that we have used in this chapter. First, we
present the different possibilities for the energy flow fucntional. Later, we
briefly discuss several possibilities for the initial sparse correspondences.

Different possibilities for the energy

The proposed framework is independent from the energy functional E(u)
and we validate it by using several energies. Following most of the optical
flow variational approaches in the literature, the different possibilities will
share the common feature of being made of two terms: a data fidelity term
ED(u), and a regularization term ER(u),

J(u) = JD(u) + βJR(u), (4.1)

where u : Ω → R2, Ω is the image domain, It, It+1 : Ω → Rd are two
consecutive frames (d = 1 for gray level images and d = 3 for color images),
and u = (u1, u2) represents the motion field between them.

Let us also remark that our method allows the inclusion of other terms
as, e.g., a third term dealing with the occlusions, as in Ballester et al.
(2012); Ayvaci et al. (2012), which will not be considered here for the sake
of simplicity in the presentation.

With the aim of having a robust data cost, specially under illumination
changes, we use a convex and continuous approximation of the data cost
based on the Census transform (Hafner et al. (2013); Stein (2004); Zabih
and Woodfill (1994b)), approximated by a sum of centralized absolute dif-
ferences, denoted as CSAD (Vogel et al. (2013)). On the other hand, we
also consider the classical point-wise L1 data term that imposes the well-
known brightness constancy assumption, as we denoted as L1. Both data
terms are well-defined at Section 1.5

It is important to correctly preserve the motion boundaries in order to
obtain an accurate optical flow. Motion boundaries are usually aligned
with image boundaries, this aspect has motivated the use of edge detectors
(e.g. Dollár and Zitnick (2013); Leordeanu et al. (2012)) in previous optical
flow methods (Leordeanu et al. (2013); Menze et al. (2015); Revaud et al.
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(2015)). Instead, we opt for using the Non-Local Total Variation (NLTV )
regularizer to each flow channel independently. In our case, a non-local
regularizer which better captures motion discontinuities is also very useful in
the local minimization step where the initial correspondences are densified.

As before, with the purpose of testing the proposed minimization procedure
against different energies, we consider other regularization terms such as
the classical coupled Total Variation (called TV`2(u) in Strekalovskiy et al.
(2014)), namely,

J2
R(u) =

∫
Ω
‖∇u‖2dx =

∫
Ω

√
|∇u1(x)|2+|∇u2(x)|2dx, (4.2)

Section 4.5 details the optimization algorithms for all the energies. Let us
now just say that the data and the regularization terms are decoupled and
standard methods such as primal-dual, thresholding or median schemes are
used.

Different possibilities for the initial set of seeds

In this work, the initial seeds are computed from one of the sparse matchers
in the literature. There are several methods that provide a set of sparse
matches between two different images containing common objects, repre-
senting two views of a scene or, as in our case, two frames of a video.
Some of them are based in the estimation of distinctive point location and
matching (Lowe (1999); Mikolajczyk et al. (2005)). Being based on local
properties, they can be used to estimate arbitrarily large displacements. In
our experiments, we will use SIFT (Lowe (1999)) or Deep Matching (Wein-
zaepfel et al. (2013)). Although SIFT is very effective, it has some dis-
advantages when dealing with small textureless objects or with non rigid
deformations. The recent Deep Matching algorithm handles these problems
and generates a more dense set of matchings. We have compared these two
different methods, SIFT and Deep Matching, to compute the initial set of
matches (the seeds). The first column of Figures 4.5 and 4.6 show some
examples of the set of seeds obtained by the SIFT and Deep Matching al-
gorithms. We use the SIFT implementation of Rey Otero and Delbracio
(2014), with its default parameters. Also, we use the Deep Matching im-
plementation with the default parameters presented in Weinzaepfel et al.
(2013).

With the aim of avoiding outliers in homogeneous areas, we initially remove
the seeds having a low local saliency, which is determined by the minimum
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eigenvalue of the autocorrelation matrix computed locally. If the saliency is
below a threshold (set to 0.045 in our experiments), these seeds are removed.
This pruning is also used by other authors (see, e.g., Revaud et al. (2015)).

In any case, we claim that our optical flow strategy is able to recover the
dense motion regardless of the number of initial seeds; the only condition is
to have at least one correct seed in every region Ωi ⊂ Ω where the motion
is smooth. As a proof of concept, in Figure 4.1 we use a single seed per Ωi,
which has been extracted from the ground truth flow. The estimated optical
flow compares favourably to the ground truth even in these cases where the
initial set of matches is extremely sparse. In contrast, other sparse-to-dense
methods like Revaud et al. (2015) that produce state-of-the-art results are
not capable to estimate the optical flow in this challenging situation. An-
other example is shown in Figure 4.5 where similar optical flow results are
obtained independently of the cardinality of the set of seeds, which have
been computed using either the SIFT (Figure 4.5, second row) or Deep-
Matching (Weinzaepfel et al. (2013)) (Figure 4.5, third row) algorithms.
Let us notice that DeepMatching produces in general more matches than
SIFT. On the other hand, Figure 4.6 shows a situation where the lack of
seeds in some regions Ωi (second row, seeds provided by SIFT matches) pro-
duces an incorrect flow estimation in these areas. A much better estimation
is obtained when there is at least one seed in these regions, as it happens
when we use as seeds the matches provided by DeepMatching (Figure 4.6,
third row).

4.5 Minimizing the energy

The numerical minimization algorithm for the general energy (4.1) is ob-
tained in this chapter by decoupling both terms. We linearize the image
It+1 near a given optical flow u0 = (u0,1, u0,2) and make the following ap-
proximation It+1(x + u(x)) ≈ I lint+1(x + u(x)), where

I lint+1(x + u(x)) = It+1(x + u0(x)) + Ixt+1(x + u0(x))(u1 − u0,1)(x)

+ Ixt+1(x + u0(x))(u2 − u0,2)(x)

and Ixt+1, Iyt+1 denote the partial derivatives of It+1 with respect to x and
y respectively. Let us recall that the two data terms ED that we have
considered in Section 4.4 depend on It(x) and It+1(x+u(x)); we will denote
as ED,lin the same data term but depending on It(x) and I lint+1(x + u(x)).
In order to decouple the fidelity term ED,lin(u) and the regularization term
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(a) First frame (b) Second frame (c) Ground truth

(d) SIFT seeds (e) Local (f) Global

(g) DeepMatching seeds (h) Local (i) Global

Figure 4.5: Sequences with enough initial seeds at both trackers to recover
a correct dense flow. The energy functional used is the classical TV`2-L1.

ER(u) in (4.1), we introduce an auxiliary variable v representing the optical
flow and we penalize its deviation from u. Thus, the energy to minimize is

J(u,v) = JD,lin(v) + βJR(u) +
1

2θ

∫
Ω
‖u− v‖2, (4.3)

depending on the two variables u,v, where θ > 0. The decoupled en-
ergy (4.3) can be minimized by an alternating minimization procedure; al-
ternatively fixing one variable and minimizing with respect to the other one.
Section 4.4 presents the different possibilities for the energy.

1. For v fixed, let us consider each of the two different regularization
terms, J1

R(u) and J2
R(u), presented in Section 4.4.

1.1. In the case of J1
R(u), we reformulate the problem as a min-max

problem incorporating the dual variables. Then, our minimiza-
tion problem can be solved as a saddle-point problem. Following
the notation of Gilboa and Osher (2008), for v = (v1, v2) fixed,
we solve∫

Ω

∫
Ω
ω(x,y)(ui(x)− ui(y))p(x,y)dydx +

1

2θ

∫
Ω

(ui − vi)2 dx,(4.4)
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(a) First frame (b) Second frame (c) Ground truth

(d) SIFT seeds (e) Local (f) Global

(g) DeepMatching seeds (h) Local (i) Global

Figure 4.6: Sequence where only the second tracker (Deep Matching by
Weinzaepfel et al. (2013)) gets enough seeds to estimate a correct flow. The
energy functional used is the classical TV`2-L1.

for i = 1, 2, and p is the dual variable defined on Ω× Ω. Let us
explain it in detail. First, it is necessary to extend the notion of
derivatives to a non-local framework. The non-local derivative
can be written as

∂yui(x) =
ui(x)− ui(y)

d(x,y)
(4.5)

where d(x,y) is a positive measure between two points x,y. By
taking d(x,y) such that w(x,y) = d(x,y)−2, the non-local gra-
dient ∇wui(x,y) is defined as the vector of all partial derivatives:

∇wui(x,y) = (ui(x)− ui(y))
√
w(x,y) x,y ∈ Ω. (4.6)

Now, by writing ~p := p(x,y) for (x,y) ∈ Ω × Ω, the non-local
divergence divw~p(x) is defined as the adjoint of the non-local
gradient:

divw~p(x) =

∫
Ω

(p(x,y)− p(y,x))
√
w(x,y)dy. (4.7)
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Proposition 4.1. The solution of (4.4) is given by the following
iterative scheme

p(x,y)n+1 =
p(x,y)n + τ(uni (x)− uni (y)

√
w(x,y))

1 + τ |∇wui(x,y)|
(4.8)

un+1
i (x)=uni (x)− σ

(
(uni (x)− vi(x))

θ
− divw~p(x)

)
(4.9)

un+1
i (x)=2un+1

i (x)− uni (x) (4.10)

where ui is the primal variable and ~p is the dual variable.

1.2. In the case of J2
R(u) we use the primal-dual algorithm that Cham-

bolle and Pock (2011) proposed to minimize the ROF model and
which is based on a dual formulation of the TV . Then, our min-
imization problem can be solved as a saddle-point problem. For
v fixed, we solve

min
u

max
ξ

∫
Ω
〈Du, ξ〉dx +

∫
Ω

1

2θ
‖u− v‖)2dx (4.11)

where the dual variables are ξ =

(
ξ11 ξ12

ξ21 ξ22

)
and satisfy ||ξ||F≤

1.

Proposition 4.2. The solution of (4.11) is given by the following
iterative scheme

ξn+1
i1 =

ξni1 + τunix
max(1, ||ξ||2)

, ξn+1
i2 =

ξni2 + τuniy
max(1, ||ξ||2)

, (4.12)

un+1
i = uni − σ

(
(uni − vi)

θ
− div (ξni1, ξ

n
i2)

)
, (4.13)

un+1
i = 2un+1

i − uni , (4.14)

where i = 1, 2.

2. For u fixed, let us consider each of the two different data terms, J1
D(v)

and J2
D(v), presented in Section4.4.

2.1. Case J1
D(v), Li and Osher (2009) present a simple algorithm to

find the optimal value of the function E(x) =
n∑
i
wi|x−ai|+F (x)

when the wi are non-negative and F is strictly convex. If F is
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also differentiable and F ′ is bijective, it is possible to obtain an
explicit formula in terms of the median. For u fixed, we solve∫

Ω
C(v,x)dx +

1

2θ

∫
Ω
‖u− v‖2dx. (4.15)

Following the ideas of Vogel et al. (2013), we solve the discrete
version of this problem. Due to the isotropy of the quadratic
term, the optimal solution of C(v,x) can be obtained solving
a one dimensional problem. In particular, setting v = v̂ +

δ ∇I(x+vo)
|∇I(x+vo)| + δ ∇

+I(x+vo)
|∇+I(x+vo)| being ∇+I an orthogonal vector to the

gradient, where δ is our new variable. Then, we minimize over δ

1

2τ
δ2 + λ

∫
Ω
|∇It+1(x + v̂o)||G(v̂) + δ| dy (4.16)

where

Gy(v̂) =
It(x)− It(y)− It+1(x + v̂o)

|∇It+1(x + v̂o)|

+
It+1(y + v̂o) + (v̂ − v̂o)

T∇It+1(x + v̂o)

|∇It+1(x + v̂o)|

Proposition 4.3. The minimum of (4.16) with respect to δ is

δ∗ = median{b1, ..., bn, a0, ...an} (4.17)

where bi = −Gi(v̂) and ai = (n− 2i)λ|∇It+1(x + vo)| for all the
discrete neighbors i (corresponding to y above), where n is the
number of points in the discrete neighborhood.

2.2. Case J2
D(v). Notice that this term is a particular case of the

previous data term. The functional to minimize∫
W
λ|ρ(v)|+ 1

2θ

∫
W
‖u− v‖2dx, (4.18)

where ρ(v) = It+1(x,vo) + 〈∇It+1(x + vo), (v − vo)〉 − It(x),
does not depend on spatial derivatives on v. Then, a simple
thresholding step gives an explicit solution (Zach et al. (2007b)).

Proposition 4.4. The minimum of (4.18) with respect to v is

v = u +


λθ∇It+1 if ρ(u) < −λθ|∇It+1|2
−λθ∇It+1 if ρ(u) > λθ|∇It+1|2

−ρ(u) ∇It+1

|∇It+1|2 if |ρ(u)|≤ λθ|∇It+1|2
(4.19)
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4.6 Implementation details

Our code is written in C. The numerical scheme to solve the functional
E(u), in both steps, is based on the implementation of Section 2.4. Image
warpings use bicubic interpolation. The image gradient is computed using
centered-derivatives. Input images have been normalized between [0, 1].
The algorithm parameters are initialized with the same default setting for
all the experiments. Both time steps are set to τ = σ = 0.125 to ensure
convergence. As stopping criterion, the optical flow method uses the infinite-
norm between two consecutive values of u with a threshold of 0.01. The
coupling parameter θ is set to 0.3. The smoothness term weight β is set
to 1/40 for the TV`2-L1 functional and β = N−1

80 for the NLTV -CSAD
one, as suggested by Vogel et al. (2013), where N is the cardinality of
the neighborhood considered in the CSAD term (we use a neighborhood
of 7 × 7 in the data term and then N = 49) and we fixed σc = 2 and
σs = 2 for the spatial an color domain of the NLTV term. For the iterated
FALDOI strategy we set MAX IT to 3. The size of the patch P in the local
minimization is 11×11. The complexity of our algorithm is O(n), where n is
the number of pixels of the image frame. The basic FALDOI algorithm takes
around 20 seconds for TV`2-L1 energy and around 10 minutes for NLTV -
CSAD over an MPI − Sintel image. Notice that our algorithm using
NLTV -CSAD energy is very slow, especially because our implementation
does not use parallized code. As NLTV -CSAD can be easily parallelized, it
should take the same time for both functionals using a GPU implementation.

4.7 Experiments

The proposed method has been tested on several publicly available databases:
Middlebury by Baker et al. (2011), MPI-Sintel by Butler et al. (2012),
KITTI 2012 by Geiger et al. (2012), and KITTI 2015 by Menze and Geiger
(2015), as well as on proof of concept examples, chosen in order to obtain a
better understanding of the fundamental parts of the proposed strategy. Let
us remark that all results have been obtained by using the grayscale versions
of the original color frames. The color version is only used to compute the
seeds in case they come from the Deep Matching algorithm and to compute
the local regularization weights in case of the Non-Local Total Variation as
regularization term. All the results in this section have been obtained with
the iterated FALDOI minimization strategy presented in Section 4.3. We
have fixed the parameters for all the experiments, more details are given in
Section 4.6.
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Middlebury Dim. Hyd. Rub. Gro2. Gro3. Urb2. Urb3. Ven.

TV`2-L1, multi-scale 0.1537 0.2286 0.1916 0.1496 0.6808 0.3709 0.6034 0.3563
TV`2-L1, our min. 0.1243 0.2078 0.1876 0.1397 0.5945 0.3599 0.4354 0.3109
NLTV -CSAD, multi-scale 0.1286 0.2003 0.1509 0.1405 0.5652 0.4315 0.5763 0.3647
NLTV -CSAD, our min. 0.1075 0.1984 0.1477 0.1389 0.5414 0.4028 0.5521 0.2961

Table 4.1: Error measures in the Middlebury dataset with public ground
truth. The first two lines correspond to the TV`2-L1 energy functional while
the last two lines are based on the NLTV -CSAD functional. The results
obtained minimizing with the classical coarse-to-fine scheme are shown in
the first and third line and the ones obtained minimizing with our proposal
are shown in the second and fourth line.

First, we present a comparison of our strategy against the multi-scale ap-
proach using different functionals. In order to assure that the proposed
framework is a real alternative to the coarse-to-fine warping strategy and,
therefore, also valid for sequences that do not have large displacements of
small objects, experiments on the Middlebury optical flow data set (Baker
et al. (2011)) have been performed for both approaches. Table 4.1 shows
how our framework achieves better results in all the samples in the dataset
and for both energy functionals, TV`2-L1 and NLTV -CSAD, even if the
difference is slight in some cases. Some qualitative results are shown for im-
ages of the MPI Sintel database that contain large displacements in Figure
4.8 where the initial seeds have been computed using DeepMatching. The
first row shows, from left to right, two consecutive frames and the optical
flow ground truth (color coded). The image (d) of the second row shows
the ground truth occlusion map (the occluded points are shown in white).
The multi-scale results obtained using the TV`2-L1 and the NLTV -CSAD
energies are shown in (e) and (f), respectively, while the corresponding re-
sults obtained by our minimization strategy (iterated FALDOI) are shown
in (h) and (i), respectively. Finally, image (g) displays the result of our min-
imization FALDOI strategy applied to the TV`2-CSAD energy functional.
As it can be observed, the use of an advanced data term based on patches
reduces the outlier area and better recovers the human shape. After adding
the non-local regularizer the motion boundaries are more accurate and the
outlier is removed.

Table 4.2 provides a quantitative comparison of different estimations of
the optical flow obtained with different energy functionals (TV`2-L1 and
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Functional, minimization EPE all EPE mat. EPE un. s0-10 s10-40 s40+

TV`2-L1, multi-scale 6.6453 5.1181 15.8828 2.9261 8.0172 45.3955
NLTV -CSAD, multi-scale 8.4243 7.0860 16.8037 2.8129 9.3389 50.4899
TV`2-L1, our min. (SIFT) 6.7307 5.4784 14.8439 3.2928 8.3336 47.2940
NLTV -CSAD, our min. (SIFT) 7.3337 6.1058 14.7972 4.4182 10.1687 49.8888
TV`2-L1, our min. (Deep) 4.7688 3.5043 13.5503 2.3861 6.4305 32.3350
TV`2-CSAD, our min. (Deep) 4.0158 2.7901 12.5350 2.0757 5.4551 31.5814
NLTV -CSAD, our min. (Deep) 4.0060 2.7845 12.2698 2.3115 5.2989 30.8537

Table 4.2: Results for several methods (coarse-to-fine and our proposal),
several energies (TV`2-L1 and NLTV -CSAD) and several initial sets of
seeds (SIFT seeds and Deep Matching seeds) on a randomly selected subset
of the MPI-Sintel Final training set.

NLTV -CSAD) and different set of seeds (SIFT seeds and Deep Matching
seeds). We use a subset of 10% of frames randomly selected from the final
training set of the MPI Sintel database. Let us notice that the energy
based on the non-local Total Variation and a smooth approximation of the
Census transform (CSAD) is the one which achieves the best results, both
quantitative and qualitatively. On the other hand, Figure 4.7 shows the
energy values using both approaches, multi-scale and our proposal (with
Deep Matching seeds) over the same functionals. Notice how in general our
method gives a lower or similar energy than the multi-scale method.

Table 4.3 and Figure 4.9 show a quantitative and a qualitative compari-
son, respectively, among our method and several state-of-the-art methods,
including methods based on the combination of sparse matches and varia-
tional techniques (Brox and Malik (2011); Weinzaepfel et al. (2013)) via an
extra coupling term and that can also be adapted to any energy. Our ap-
proach outperforms LDOF Brox and Malik (2011) in both Clean and Final
versions of the MPI-Sintel dataset. Compared to DeepFlow (Weinzaepfel
et al. (2013)) we get better results in the Clean version and in the Final
version we get an EPE which is only a tenth worse, thus we can say that
the results are comparable in the Sintel database. Our approach gives bet-
ter results than S2D-Matching (Leordeanu et al. (2013)), which is another
sparse-to-dense technique that uses edge information and occlusion estima-
tion in the densification process. The images in Figure 4.9 have been taken
from the MPI-Sintel webpage. Compared to Brox and Malik (2011); Menze
et al. (2015); Weinzaepfel et al. (2013) and EpicFlow (Revaud et al. (2015))
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(a) TV`2 -L1 (b) NLTV -CSAD

Figure 4.7: Energy results for TV`2-L1 and NLTV -CSAD using the multi-
scale approach and our proposal on a randomly selected subset of the MPI-
Sintel Final training set. It is the standard boxplot representation. Red
dots are outliers, each box shows the first, second and third quartiles and
the whiskers length corresponds to 1.5 interquartile range (IQR).

(a) First frame (b) Second frame (c) Ground truth

(d) Occlusion map (e) Multi-scale TV`2 -L1 (f) Multi-scale NLTV -CSAD

(g) FALDOI: TV`2 -CSAD (h) FALDOI: TV`2 -L1 (i) FALDOI: NLTV -CSAD

Figure 4.8: Comparison of our strategy against the multi-scale approach
using different functionals. The initial seeds have been computed using
DeepMatching.
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EPE all EPE mat. EPE un. s0-10 s10-40 s40+

Final

F lowFields[4] 5.810 2.621 31.799 1.157 3.739 33.890

DiscreteF low[8] 6.077 2.937 31.685 1.074 3.832 36.339

EpicF low[10] 6.285 3.060 32.564 1.135 3.727 38.021

DeepF low[16] 7.212 3.336 38.781 1.284 4.107 44.118

Our approach[21] 7.337 3.580 37.904 1.487 4.355 43.526

S2D-Match.[27] 7.872 3.918 40.093 1.172 4.695 48.782

LDOF [49] 9.116 5.037 42.344 1.485 4.839 57.296

Clean

DiscreteF low[4] 3.567 1.108 23.626 0.703 2.277 20.906

FlowFields[5] 3.748 1.056 25.700 0.546 2.110 23.602

EpicF low[8] 4.115 1.360 26.595 0.712 2.117 25.859

Our approach[14] 4.927 1.542 32.535 1.047 2.647 29.719

DeepF low[20] 5.377 1.771 34.751 0.960 2.730 33.701

S2D-Match.[38] 6.510 2.792 36.785 0.622 3.012 44.187

LDOF [51] 7.563 3.432 41.170 0.936 2.908 51.696

Table 4.3: Results on MPI-Sintel test set (9th of Jun. of 2016). The first
and second set of results correspond, respectively, to the Final and Clean
frames. For our results we used the NLTV -CSAD energy. FlowFields by
Bailer et al. (2015), DiscreteF low by Menze et al. (2015), EpicF low by
Revaud et al. (2015), DeepF low by Weinzaepfel et al. (2013), S2D-Match.
by Leordeanu et al. (2013) and LDOF by Brox and Malik (2011)

(also a sparse-to-dense technique that achieves good positions in the Sintel
table) our result better recovers the silhouettes of the girl (elbows, armpit,
right hip and lower part of the legs) and the birds without using precom-
puted edge information as in Revaud et al. (2015), although it produces
some halos around the birds and the top-left corner of the image.

Table 4.4 shows a quantitative comparison among our method and several
methods on the KITTI 2012 database (Geiger et al. (2012)). As expected,
the performance of our approach is better than LDOF (Brox and Malik
(2011)), and comparable to CRTflow (Demetz et al. (2015)), EpicFlow (Re-
vaud et al. (2015)) and DeepFlow (Weinzaepfel et al. (2013)). KITTI 2015
(Menze and Geiger (2015)) can be used to evaluate optical flow and scene
flow algorithms. Table 4.5 only contains results for optical flow methods.
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EPE-noc EPE-all Out-Noc3 Out-All 3

FlowFields[22] Bailer et al. (2015) 1.4 3.5 5.77 14.01

DiscreteF low[27] Menze et al. (2015) 1.3 3.6 6.23 16.63

DeepF low[31] Weinzaepfel et al. (2013) 1.5 5.8 7.22 17.79

EpicF low[32] Revaud et al. (2015) 1.5 3.8 7.88 17.08

Our approach[35] 1.7 5 8.81 19.93

CRTflow[37] Demetz et al. (2015) 2.7 6.5 9.43 18.72

LDOF [59] Brox and Malik (2011) 5.6 12.4 21.93 31.39

Table 4.4: Results on KITTI 2012 test (14th of Sep. of 2016). Out-Noc3
(resp. Out-all3) refers to the percentage of pixels where the estimated op-
tical flow presents an error above 3 pixels in non-occluded areas(resp. all
pixels). EPE-noc is the EPE over non-occluede areas and EPE-all is over
all the image. For our results we used the NLTV -CSAD energy.

Fl-bg Fl-bf Fl-all

PatchBatch[14] Gadot and Wolf (2015) 19.98 30.24 21.69

DiscreteF low[17] Menze et al. (2015) 21.53 26.68 22.38

CPM − Flow[19] Hu et al. (2016) 22.32 27.79 23.23

EpicF low[23] Revaud et al. (2015) 25.81 33.56 27.10

Our approach[24] 27.08 31.51 27.81

DeepF low[26] Weinzaepfel et al. (2013) 27.96 35.28 29.18

HS[31] Sun et al. (2014) 39.90 53.59 42.18

Table 4.5: Results on KITTI 2015 test (14th of Sep. of 2016). Fl refers
the percentage of optical flow outliers. bg (resp. fg) refers of percentage
of outliers only over bakground regions (resp. foreground regions) and all
means over all ground truth pixels. For our results we used the NLTV -
CSAD energy.
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LDOF , EPE = 1.460 Discrete Flow, EPE = 0.788

DeepFlow , EPE = 1.230 EpicFlow, EPE = 0.818

Our proposal, EPE = 1.095 Ground truth

Figure 4.9: Qualitative and quantitative comparison of different optical flow
methods in a frame of the MPI-Sintel database (clean test). In our proposal
we use the NLTV -CSAD energy with Deep Matching seeds. LDOF by
Brox and Malik (2011), DiscreteF low by Menze et al. (2015), DeepF low
by Weinzaepfel et al. (2013) and EpicF low by Revaud et al. (2015)

σ 10 20 30 40

DeepF low without matches (pure multi-scale) 0.7468 1.0353 1.3832 1.4808
DeepF low (Weinzaepfel et al. (2013)) 0.7766 1.5796 2.6128 4.3918
EpicF low (Revaud et al. (2015)) 1.1418 1.6654 2.3386 3.2328
Ours (TV`2-L1) with SIFT matches 0.9486 1.5634 2.1090 2.9830

Table 4.6: Results over a set of five samples from the MPI-Sintel clean
dataset with different standard deviation values levels of Gaussian noise.
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In the approach of Brox and Malik (2011) or Weinzaepfel et al. (2013) the
matches are precomputed and then added as a constraint to the energy
term. Thanks to these matches the motion of small objects that disap-
pear at the coarser scales is recovered. However, these approaches need
a minimum density of sparse matches over the area of the small object
in order to correctly capture large displacements, even if the matches are
weighted strong enough and enough iterations are performed. By contrast,
our proposal only needs one single seed per area motion to recover the whole
motion field. This is illustrated in Figure 4.10 were our proposal is able to
recover the four large displacements with just a single seed in each region
while DeepFlow does not succeed. We also include the result obtained with
LDOF (Brox and Malik (2011)), but in this case it has been obtained with
their own seeds (using their binary code).

Recent optical flow datasets as MPI-Sintel (Butler et al. (2012)) contain dif-
ferent and challenging effects, such as illumination changes, large displace-
ments, blur, etc. In MPI-Sintel these effects have been artificially created
to provide naturalistic video sequences. However, the evaluation on these
datasets does not take into account the robustness to the shot noise that
appears in any real sequence, being noise one of the main limitations to any
imaging system. Thus, we evaluate the robustness of several approaches to
noise. To this goal, we corrupt the clean images from Butler et al. (2012)
with additive white Gaussian noise of standard deviation σ, for several val-
ues of σ. Sparse-to-dense techniques are very dependent of the initial seeds
that are used to obtain a dense optical flow. It is important to note that
our proposal works even with an extremely sparse set of initial seeds. This
fact allows us to choose the best matching method according to the image
peculiarities, without caring that much about the density of the correspon-
dences. In particular, for highly noisy images SIFT correspondences are
more robust than DeepMatching ones. Table 4.6 shows a comparative of
our method with different optical flow estimation methods for different lev-
els of Gaussian noise. We use the TV -L1 functional with SIFT matches. As
shown in the table, the multi-scale method provides the best optical flow
estimation in noisy images. For noise levels of standard deviation greater
or equal to 10 and 20 respectively, our method produces better results than
EpicFlow and DeepFlow.
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(a) First frame (b) Second frame (c) Ground truth

(d) Multi-scale with TV-L1 en-
ergy

(e) Ours with TV-L1 energy

(f) DeepFlow (g) LDOF

Figure 4.10: Large displacement on a composition made of the images Bar-
bara, Baboon, Cameraman, Lena and Peppers. It contains large diagonal
translations and a slight deformation of the background. Five initial seeds
have been manually selected and are shown in (a). The figures show the dif-
ferences among Deepflow (Weinzaepfel et al. (2013)) which is a multi-scale
strategy using seeds similar to LDOF approach (Brox and Malik (2011)),
the multi-scale approach for the TV-L1 energy, and our proposal for mini-
mizing the same energy. The last image shows the LDOF result computed
with its own seeds.
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4.8 Conclusions

We have proposed and provided an in-depth analysis of a method based on
a variational formulation of the optical flow problem. The method works
at the original scale of the image and finds a good local minimum of any
energy functional using an adaptive coordinate descent strategy guided by
a sparse set of initial matches. This is a general technique that consistently
outperforms the multi-scale strategy for the same energy functional. With
respect to alternative techniques that also include sparse matches in any
energy functional, our performance is comparable to DeepFlow (Weinzaepfel
et al. (2013)) and superior to LDOF (Brox and Malik (2011)) while being
more robust to a low density of matches, high levels of noise and outliers
in the matches. The only requirement is that at least one correct match is
given for each object in motion. For best overall results, we propose to use
an energy with advanced data and regularization terms. Namely, we chose a
smooth variant of the Census transform with a non-local TV regularization,
providing robustness to illumination changes and occlusions while handling
motion discontinuities. We present accurate quantitative and qualitative
results that are comparable with state-of-the-art methods.



Chapter 5

Joint large displacement scene
flow and occlusion variational

estimation

This chapter presents a novel variational approach for the joint estimation of
scene flow and occlusions. Our method does not assume that a depth sensor
is available. Instead, we use a stereo sequence and exploit the fact that
points that are occluded in time, might be visible from the other view and
thus the 3D geometry can be densely reinforced in an appropriate manner
through a simultaneous motion occlusion characterization. Moreover, large
displacements are correctly captured thanks to an optimization strategy
that uses a set of sparse image correspondences to guide the minimization
process. We include qualitative and quantitative experimental results on
several datasets illustrating that both proposals help to improve the baseline
results.

5.1 Introduction

The structure and motion of objects in a 3D space is an important char-
acteristic of dynamic scenes. Measuring the three-dimensional motion vec-
tor fields remains one of the unsolved tasks in computer vision although
progress has been made in recent years (e.g., Basha et al. (2012); Jaimez
et al. (2015b); Quiroga et al. (2014); Sun et al. (2015); Vogel et al. (2015);
Menze and Geiger (2015); Wedel et al. (2011)) and it is currently gaining
increasing attention. Reliable 3D motion maps may be used in a wide range
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of applications such as autonomous robot navigation, driver assistance, aug-
mented reality, 3D movie and TV generation, surveillance or tracking, to
mention just a few.

The scene flow problem was defined as the estimation of dense 3D geometry
and 3D motion field from nonrigid 3D data (Vedula et al. (2005)). In the
existing methods, the corresponding vector field is computed either from
stereo video sequences taken from different points of view or from monocular
RGB-Depth sequences, that is, videos recorded with a camera equipped with
a depth sensor. We propose a scene flow method for the first kind of data:
stereo sequences.

Our contribution is twofold: we first propose a novel variational approach
for the joint estimation of scene flow and motion occlusion; and second, we
propose an optimization strategy for variational scene flow which is able to
capture large displacements without a multi-scale methodology and is ap-
plicable to any scene flow variational method. As for the first contribution,
our method uses a sequence of image pairs obtained from two synchronized
cameras and simultaneously computes the optical flow between consecu-
tive frames, the corresponding occlusions due to motion and the disparity
change between the stereo image pairs. Let us notice that this informa-
tion, together with calibration data, is an equivalent representation of the
3D scene flow. Regarding our second contribution, we present and show
the potential of our general variational scene flow optimization strategy on
the proposed energy model which, in turn, has a transparent and generic
structure.

The remainder of the chapter is organized as follows. In Section 5.2 we
revise previous works on scene flow. Section 5.3 presents our proposed
scene flow energy formulation and the proposed minimization procedure is
explained in Section 5.4. Section 5.6 presents experimental results. Finally,
the conclusions are summarized in Section 5.7.

5.2 Related work

From the seminal work of Vedula and et al. (1999), several methods have
been proposed for the scene flow problem in order to improve the initial for-
mulation which decoupled the computation of 2D optical flow fields and 3D
structure. There are mainly two different approaches to face the problem.
One of them estimates the scene flow from RGB-Depth data benefiting from
the availability of depth data provided by cameras equipped with a depth
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Itl image Occlusion map from Itl to It+1
l

It+1
l image It+1

r image

Figure 5.1: Motivation of the proposed data terms and their dependence
on the occlusion map. Notice that most part of the girl in Itl is not visible
in It+1

l while it is visible in It+1
r . Thus, the deactivation of the data term

between images Itl and It+1
l together with the activation of the data term

relating Itl and It+1
r will result in a better estimation of the scene flow

variables.

sensor. The 3D scene flow is estimated directly from it and regularization
of the flow field is imposed on the 3D surfaces of the observed scene in-
stead of on the image plane (Pons et al. (2007); Basha et al. (2012); Jaimez
et al. (2015b); Quiroga et al. (2014); Sun et al. (2015); Vogel et al. (2015)).
For instance, Basha et al. (2012) and Vogel et al. (2011) jointly estimate
the depth and the 3D flow field using a variational method which imposes
geometric multi-view consistency and 3D smoothness. Some of these meth-
ods also use a local rigidity assumption (Menze and Geiger (2015); Quiroga
et al. (2014)) representing the dynamic scene, e.g., as a collection of rigidly
moving planes (Vogel et al. (2015)). The second kind of methods work on
stereo video sequences and estimate from them both, disparity (between
the stereo pair) and motion (between consecutive frames) using formula-
tions which mutually constrain the scene flow (Huguet and F. (2007); Wedel
et al. (2011)). The authors of Wedel et al. (2011) propose to precompute the
stereo disparity and decouple depth and motion estimation by estimating
the optical flow and the disparity change through time.

In most of the proposals, the problem is frequently modeled by variational
methods where the unknowns representing the motion of each 3D point in
the scene are estimated as the minimum of an energy functional (e.g., Vedula
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Figure 5.2: Diagram with the main steps of the proposed method.

et al. (2005); Pons et al. (2007); Huguet and F. (2007); Basha et al. (2012);
Menze and Geiger (2015); Wedel et al. (2011)). The optimization usually
proceeds in a multi-scale or coarse-to-fine procedure and thus smooth mo-
tions are favoured and large displacements of small objects are mostly lost.

The variational method we propose does not assume a depth sensor is avail-
able nor calibrated cameras. As in Huguet and F. (2007) and Wedel et al.
(2011), we use a two-view setup with a pair of stereo image frames. Our
proposal also estimates motion occlusions and benefits from the appropriate
comparison among views of the scene. In order to correctly estimate large
displacements of small objects, our minimization works by incorporating
sparse matches which drive the minimization of the energy in local patches,
providing a fast method that works at the finest scale, i.e., the original scale
of the image data.

5.3 Scene Flow Model

Let us assume that a stereo video sequence is given, consisting of different
image pairs that have been obtained from two views. For each time instant
t, let Itl , I

t
r, I

t+1
l , It+1

r : Ω → R be two of those consecutive stereo pair of
frames of the stereo video sequence, where the subscripts l and r stand for
left and right , respectively, and t stands for time. As usual, we assume
that the image domain Ω is a rectangle in R2. Our starting point will
be the model for scene flow introduced by Wedel et al. (2011), where a
decoupled approach was presented. In a decoupled approach, the estimation
of depth or disparity at fixed time is done previously to, and independently
of, the estimation of the motion (optical flow and disparity change). This
separation problem provides more flexibility and has some advantages as
the disparity may be estimated with an optimal stereo algorithm. The
decoupled scene flow approach enforces a coupling among disparity, optical
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flow, and disparity change.

Let d be a given disparity map between Itl and Itr. Let u = (u, v) denote
the optical flow between the left frames, Itl and It+1

l , and δd denote the
change in disparity between the stereo pairs at times t and t+ 1. In order
to write the energy model in a more compact form, let us first introduce
the following notation:

D1 = It+1
l (x+ u, y + v)− Itl (x, y)

D2 = It+1
l (x+ u, y + v)− Itr(x+ d, y)

D3 = It+1
r (x+ d+ u+ δd, y + v)− It+1

l (x+ u, y + v)

D4 = It+1
r (x+ d+ u+ δd, y + v)− Itl (x, y)

D5 = It+1
r (x+ d+ u+ δd, y + v)− Itr(x+ d, y)

In order to compute the scene flow field (u, v, δd), Wedel et al. (2011) pro-
pose to minimize an energy functional which is made of two terms, namely,
Ē(u, v, δd) = ĒR(u, v, δd) + ĒD(u, v, δd), where

ĒR(u, v, δd) = α

∫
Ω

Ψ(|∇u|2+|∇v|2+γ|∇δd|2)dxdy

ĒD(u, v, δd) =

∫
Ω
Ψ(|D1|2)dxdy + q

∫
Ω
oΨ(|D3|2)dxdy +

∫
Ω
oΨ(|D5|2)dxdy

where Ψ(s2) =
√
s2 + ε2, with ε = 0.0001 being a small constant, and

o(x, y, t) is the given stereo visibility map for the given disparity map d (i.e.,
o(x, y, t) = 1 if (x, y) is visible both in Itl and in Itr). We have omitted in
Ē, ĒR, ĒD the dependency of u, v, δd, d, o on x, y, t for the sake of simplicity.
Finally, let us notice that the regularity term is based on a differentiable
approximation of the Total Variation. Similarly, the data term is based
on the same differentiable approximation of the L1 norm of the constraints
favoring constancy in intensity of the same point in the scene, thus in the
four involved images.

This method does not directly take occlusions into account and relies on
data terms that consider correspondence errors even for the occluded pix-
els where no correspondence can be established. Hence, erroneous flows
are generated at moving occlusion boundaries. Explicitly modeling occlu-
sions has proved beneficial in optical flow estimation methods (e.g. Ayvaci
et al. (2012); Ballester et al. (2012); Ince and Konrad (2008) among others).
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Occlusion reasoning has been considered in scene flow estimation methods
that use depth sensors (Wang et al. (2015); Zanfir and Sminchisescu (2015)).
On the other hand, it is traditionally believed that motion vectors tend to
be smaller in magnitude than disparities, especially if the video sequences
have been captured with a small time delay; but this assumption does not
hold for the current standard databases (Butler et al. (2012); Geiger et al.
(2012)) which contain important large displacements. In these situations,
handling occlusions due to motion is as important as handling occlusions
due to disparity.

In this work we extend the previous model to jointly compute the optical
flow, its associated occlusions, and the disparity change. Let χ : Ω→ [0, 1]
be the function modeling the motion occlusion map, so that χ(x, y, t) = 1
identifies the motion occluded pixels, i.e. pixels that are visible in Itl but
not in It+1

l . Our model is based on the assumption that the occluded
region due to motion, given by χ(x, y, t) = 1, should include the region
where the divergence of the optical flow is negative. This was pointed
out by Sand and Teller (2008), who noticed that the divergence of the
motion field may be used to distinguish between different types of motion
areas. Schematically, the divergence of a flow field is negative for occluded
areas, positive for disoccluded, and near zero for the matched areas. Taking
this into account, Ballester et al. (2012) and Lazcano (2016) proposed a
variational model for the joint estimation of occlusions and optical flow.
In order to consider motion occlusions and benefit from an appropriate
comparison among the different views of the scene, we build up from these
ideas and propose to include a new term in the energy functional that
characterizes the occlusion areas as those where the divergence of the flow
is negative. We also propose to include different types of data terms in the
energy functional which are activated based on the occlusion information
provided by χ. In this way, if there is a motion occlusion in the left view,
χ = 1, the energy will only consider error correspondences in the right
views, where the object is still visible. Figure 5.1 presents an example
motivating our proposal; by detecting the occlusion regions, the motion field
in these regions will be recovered by using the fact that they are visible in
the remaining views which we use to introduce new data constraints. Thus,
the proposed energy contains three parts, namely,

(5.1)E(u, v, δd, χ) = ER(u, v, δd, χ) + ED(u, v, δd, χ) + Eocc(u, v, χ)
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where

ER(u, v, δd, χ) = α

∫
Ω

Ψ
(
|∇u|2+|∇v|2+γ|∇δd|2

)
+ η

∫
Ω

Ψ
(
|∇χ|2

)
Eocc(u, v, χ) = β

∫
Ω
χdiv(u, v)dxdy

ED(u, v, δd, χ) =

∫
Ω

(1− χ) Ψ(|D1|2)dxdy

+

∫
Ω

(1− χ) oΨ(|D2|2)dxdy

+

∫
Ω

(1− χ) oΨ(|D3|2)dxdy

+

∫
Ω
χ oΨ(|D4|2)dxdy

+

∫
Ω
χ oΨ(|D5|2)dxdy

Again, the map χ is evaluated in (x, y, t) in the functional but we omit it
for the ease of notation.

5.4 Optimization strategy

In order to make the optimization problem more tractable, optical flow
variational methods include a linearization of the warped images in the data
terms, which leads to embed the functional into a coarse-to-fine multi-level
approach to better handle large motion fields. However, this approach still
fails to recover large motions of small objects not present at coarser scales.
Different approaches to overcome this limitation have been proposed in the
past years. Among the most recent works, several ones share the trait
of being based on a sparse-to-dense estimation that avoids the classical
coarse-to-fine scheme. They start with a set of correspondences (non-dense
feature-based matches), which are used to generate a dense optical flow
field and subsequently, the next step produces a global refinement over the
whole image domain. We propose a minimization method for the scene flow
energy taht builds upon the ideas explained in chapter 4, i.e, an ininital set
of sparse mathes is grown by a coordinate descent scheme used to minimize
the target energy functional. Figure 5.2 shows a diagram with the main
steps of the proposed algorithm. The optimization process works in two
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stages, with a previous initialization of the sparse matches (named as zero
stage in the following), both of them operating at the finest scale of the
image:

0. The zero stage builds the initial set of sparse seeds (u, v, δd). The
algorithm assumes that a set of sparse correspondences between two
pairs of images are provided; in particular, between Itl ↔ It+1

l and
It+1
l ↔ It+1

r . In order to estimate sparse correspondences between
both pairs of images we use the DeepMatching algorithm (Weinzaepfel
et al. (2013)). From the first set of matchings, between Itl ↔ It+1

l ,
we obtain an initial set of candidates for the variables (u, v). Then,
to completely define the set of seeds for solving the scene flow prob-
lem, it is necessary to find an estimation of δd(x) associated to each
optical flow candidate (u(x), v(x)) at the different sparse locations
x = (x, y) ∈ Ω. From the second set of sparse matches, between
It+1
l ↔ It+1

r , we select the discrete value of d̂t+1 to be the disparity
associated of the closest keypoint x̂ in It+1

l (with a matching in It+1
r )

to the position (x+u(x), y+v(x)) within a certain tolerated distance.
If there is such a keypoint in It+1

l , we add (u(x), v(x), δd(x), χ(x)) as

an initial seed, where δd(x) = d̂t+1(x̂)− dt(x) and χ(x) = 0.

1. The first stage consists in computing a dense scene flow estimation pro-
viding a good local minimum of the target energy (defined in (5.1));
good in the sense that captures large displacements and controls the
error on occlusion areas. Our method proceeds by minimizing the
energy over local neighborhoods (patches) in a proper order defined
by the reliability of the scene flow estimation at the center of each
patch. This ordering is managed by a priority queue where the most
reliable estimations – the estimated (u, v, δd, χ) values that have the
lowest energy values – are placed at the top positions of the queue.
Initially, the queue is formed by the sparse set of seeds. These seeds
have an associated local energy equal to zero (full reliability). Then,
an iterative process is launched; the following procedure is iterated
until the priority queue is emptied:

• The top element of the queue of scene flow candidates is ex-
tracted and its associated scene flow value is set as visited at its
corresponding position.
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• The patch around the visited position is considered and a scene
flow is interpolated within the patch by propagating the already
visited values.

• The scene flow energy is minimized in the patch, starting with
the previous interpolation as initialization. Notice that this step
can be thought as a minimization of the energy where all the
variables outside the patch under consideration have been fixed,
thus bearing similarities with the coordinate descent methods.

• The local energy in the patch is computed and the four inmediate
neighbors of the center pixel are introduced as new candidates in
the queue with a reliability given by the local energy (the energy
of the patch).

2. The result of the first step, the data corresponding to (u, v, δd, χ),
is a dense scene flow estimation providing a good local minimum of
the energy (5.1). This result is refined in the second stage by the
minimization of the energy functional over the whole image domain.
In other words, the result of the first step is used as an initialization
for minimizing the energy around it.

Let us remark that the method of Cech et al. (2011) also uses an algorithm
to estimate both disparity and optical flow from a stereo sequence by grow-
ing a set of seeds. In contrast to our seed growing method driven by the
energy minimization, the method proposed by Cech et al. (2011) constructs
heuristics based on photometric consistency through correlations and con-
stant parameters adjusting the amount of optical flow regularization and
temporal consistency. Moreover, it provides a semi-dense scene flow while
we get a dense estimation.

In order to minimize our energy formulation (5.1), the associated Euler-
Lagrange equations are numerically solved. To simplify the presentation,
we introduce the following notations

Rm =
√
|∇u|2+|∇v|2+γ|∇δd|2

Ro = |∇χ|

Ψ′(s2) =
1

2
√
s2 + ε2
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Thereby, the Euler-Lagrange equations are

0 = −α div
(
Ψ′(R2

m) · ∇u
)

+ (1− χ) ·Ψ′(D2
1) ·D1 · It+1

l,x (x+ u, y + v)

+ o (1− χ) ·Ψ′(D2
2) ·D2 · It+1

l,x (x+ u, y + v)

+ o (1− χ) ·Ψ′(D2
3) ·D3 · (It+1

r,x (x+ d+ u+ δd, y + v)

−It+1
l,x (x+ u, y + v))

+ o χ ·Ψ′(D2
4) ·D4 · It+1

r,x (x+ d+ u+ δd, y + v)

+ o χ ·Ψ′(D2
5) ·D5 · It+1

r,x (x+ d+ u+ δd, y + v)

−βχx ,
0 = −α div

(
Ψ′(R2

m) · ∇v
)

+ (1− χ) ·Ψ′(D2
1) ·D1 · It+1

l,y (x+ u, y + v)

+ o (1− χ) ·Ψ′(D2
2) ·D2 · It+1

l,y (x+ u, y + v)

+ o (1− χ) ·Ψ′(D2
3) ·D3 · (It+1

r,x (y + d+ u+ δd, y + v)

−It+1
l,y (x+ u, y + v))

+ o χ ·Ψ′(D2
4) ·D4 · It+1

r,y (x+ d+ u+ δd, y + v)

+ o χ ·Ψ′(D2
5) ·D5 · It+1

r,y (x+ d+ u+ δd, y + v)

− βχy ,

0 = −αγ div
(
Ψ′(R2

m) · ∇δd
)

+ o (1− χ)Ψ′(D2
3) ·D3 · It+1

r,x (x+ d+ u+ δd, y + v)

+ o χ ·Ψ′(D2
4) ·D4 · It+1

r,x (x+ d+ u+ δd, y + v)

+ o χ ·Ψ′(D2
5) ·D5 · It+1

r,x (x+ d+ u+ δd, y + v) ,

0 = −αη div
(
Ψ′(R2

o) · ∇χ
)

− Ψ(D2
1)−Ψ(D2

2)− o
(
Ψ(D2

3) + Ψ(D2
4) + Ψ(D2

5)
)

+ βdiv(u, v) .

where the subindices x and y denote the partial derivatives with respect to
x and y, respectively, and the point coordinates (x, y) have been omitted in
the gradient expressions.

The Euler-Lagrange equations are non-linear in the unknowns (u, v, δd, χ)
due to the multiple warped images It+1

l (x + u, y + v), It+1
l,x (x + u, y + v),

etc. To numerically solve them, either over a local patch or over the whole
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domain, we follow the optimization method proposed by Brox et al. (2004).
It is based on two fixed iteration loops to cope with the non-linear terms.
The external loop is used to handle the linearization of the data terms in the
warped form, and the internal loop takes into account the non-linearities of
the Ψ′ functions. After the linearization, the resulting linear system can be
efficiently solved using the SOR method proposed by Young (1971). Let us
recall that the SOR method is a variant of the Gauss-Seidel method which
is used to solve a linear system of equations.

5.5 Minimizing the energy

The Euler-Lagrange equations are non-linear in the unknowns (u, v, δd) due
to the multiple warped images It+1

l (x+ u, y+ v), It+1
l,x (x+ u, y+ v), etc. To

numerically solve them, either over a local patch or over the whole domain,
we follow the optimization method proposed by Brox et al. (2004) which
is based on two fixed iteration loops to cope with the non-linear terms.
The external loop is used to handle the linearization of the data terms
in the warped form. We linearize them by Taylor expansion. Based on
the work of Sánchez et al. (2013b) and Wedel et al. (2011), each iteration
k + 1 is computed using the current motion increments and the scene flow
is obtained adding these increments to the previous iteration k.

It+1
l (x+ uk+1, y + vk+1) ≈ It+1

l (x+ uk, y + vk)

+ < ∇It+1
l (x+ uk, y + vk), (duk, dvk) >

It+1
r (x+ uk+1 + δdk+1, y + vk+1) ≈ It+1

r (x+ uk + δdk, y + vk)

+<∇It+1
l (x+uk, y+vk),(duk+dδdk+1, dvk)>

The internal loop takes into account the non-linearities of the Ψ′ functions
in the inner fixed point iterarion l. These terms remain constant and they
are updated after each iteration. After the linearization, the resulting linear
system can be efficiently solved using the SOR method proposed by Young
(1971). Let us recall that the SOR method is a variant of the Gauss-Seidel
method which is used to solve a linear system of equations.

The motion field increments (duk, dvk, dδdk) for each pixel (i, j) are com-
puted using the rest of the functional terms where they are updated un-
til they converge to a stable solution being necessary to introduce other
inner iteration s. Also, central differences are used to compute the par-
tial derivaties. For the discrete version of the divergence terms, we split



102
joint large displacement scene flow and occlusion variational

estimation

up into three variables div
(
Ψ′(R2

m) · ∇(uk,l + duk,l)
)
≈ div u + div du −

div p.duk,l+1
i,j . These variables are defined as

div u :=
Ψ′(R2

m)i+1,j+Ψ′(R2
m)i,j

2

(
uk,li+1,j−u

k,l
i,j

)
+

Ψ′(R2
m)i−1,j+Ψ′(R2

m)i,j
2

(
uk,li−1,j−u

k,l
i,j

)
+

Ψ′(R2
m)i,j+1+Ψ′(R2

m)i,j
2

(
uk,li,j+1−u

k,l
i,j

)
+

Ψ′(R2
m)i,j−1+Ψ′(R2

m)i,j
2

(
uk,li,j−1−u

k,l
i,j

)
.

div du :=
Ψ′(R2

m)i+1,j + Ψ′(R2
m)i,j

2
duk,l+1

i+1,j +
Ψ′(R2

m)i−1,j + Ψ′(R2
m)i,j

2
duk,l+1

i−1,j

+
Ψ′(R2

m)i,j+1 + Ψ′(R2
m)i,j

2
duk,l+1

i,j+1 +
Ψ′(R2

m)i,j−1 + Ψ′(R2
m)i,j

2
duk,l+1

i,j−1 .

div p :=
Ψ′(R2

m)i+1,j + Ψ′(R2
m)i,j

2
+

Ψ′(R2
m)i−1,j + Ψ′(R2

m)i,j
2

+
Ψ′(R2

m)i,j+1 + Ψ′(R2
m)i,j

2
+

Ψ′(R2
m)i,j−1 + Ψ′(R2

m)i,j
2

.

The associated formulas for the rest of the variables v, δd, χ follow the same
structure. Then, the energy model is minimized by alternating steps either
(u, v, δd) or ξ. Algorithm7 shows the SOR minimization scheme to calculate
the motion increments for (u, v, δd). A similar numerical algorithm is used
for ξ.

5.6 Experiments

In this section we provide two sets of experiments. The first one is de-
signed to validate the better behaviour of the selected optimization strat-
egy against the classic coarse-to-fine multi-level approach. The second one
shows the properties of the presented functional due to the explicitly oc-
clusion handling. Let us remark that all results have been obtained by
using the grayscale versions of the original color frames. The color version
is only used to compute the seeds with the Deep Matching algorithm. The
experiments use stereo sequences from the MPI Sintel Flow dataset (Butler
et al. (2012)) and from the KITTI 2015 dataset (Menze and Geiger (2015)).
Sintel has 23 training sequences. For every frame, there are two different
versions of the images, “clean” and “final”. The difference is that the second
set adds complexity to the first one by incorporating atmospheric effects,
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Algorithm 7: SOR minimization scheme for (u, v, δd)

Input : Four set of views Itl , I
t+1
l , Itr, I

t+1
r

Output: Scene Flow (u, v, δd)

1 Compute image derivatives of It+1
l , It+1

r ;
2 for k ← 1 to Outer iterations do

3 Compute the warped images of It+1
l (x+ uk, y + vk) and its

derivatives using bicubic interpolation;

4 Compute the warped images of It+1
r (x+ uk + δdk, y + vk) and its

derivatives using bicubic interpolation;
5 Compute fordward derivatives (u, v, δd);
6 Compute backward derivatives (u, v, δd);
7 Compute Ψ′(R2

m);
8 Compute div u, div du, div p, div v, div dv, div q and

div δd, div dδd, div m;
9 du, dv, dδd← 0 for l← 1 to Inner iterations do

10 Update remaining terms;
11 SOR iterations for (du, dv, dδd);

12 end
13 u← u+ du;
14 v ← v + dv;
15 δd← δd+ dδd;

16 end

depth of field blur, motion blur, color correction and other details. It con-
tains several sequences with large motions of small objects. KITTI contains
different sequences of a city provided by an autonomous driving platform.
It presents large deformations, dynamic scenes and challenging iluminatons
changes.

Benefits of the new optimization strategy

Our first goal is to validate the good performance of the optimization scheme
and show the benefits in the presence of large displacement motions against
the coarse-to-fine strategy. For this purpose, we use the energy functional
proposed by Wedel et al. (2011) (detailed at the beginning of Section 5.3),
and we compute the motion field using these two different minimization
approaches. In Tables 5.1 and 5.2, they are denoted by Classic Wedel (i.e.,
classic coarse-to-fine strategy for Wedel et al. (2011) energy) and Our Wedel.
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EPE EPE-M EPE-U EPE-δd

Clean

Classic Wedel 8.6722 7.2324 17.2608 1.03522

Our Wedel 4.5097 2.2905 15.5042 0.5634

Our Proposal 4.3041 2.1558 15.1603 0.5521

Final

Classic Wedel 9.1461 7.7189 17.7888 1.1234

Our Wedel 7.6287 5.3934 19.8561 0.8121

Our Proposal 7.5095 5.2406 18.9948 0.7997

Table 5.1: Results in MPI-Sintel training set for the optical flow (u, v) and
for the disparity change δd. The first and second set of results correspond,
respectively, to the Clean and Final frames. EPE means endpoint error
over the complete frames. EPE-M shows the endpoint error over regions
that remain visible in adjacent frames. EPE-U shows the endpoint error
over regions that are visible only in one of the two adjacent frames. Notice
that the ground truth δd is not provided in the database. We have set
δd(x, y) = δdt+1(x+u, y+v)−d(x, y) using the (u, v, dt, dt+1) ground truth
values. Using that information we have obtained the EPE-δd for all the
image.

Figure 5.3, Tables 5.1 and 5.2 show that the chosen minimization approach
is able to recover large motions where the coarse-to-fine strategy fails. For
each group of four images in Figure 5.3, from top to bottom and from left to
right, the first frame is displayed in (a), the optical flow estimation from the
classic coarse-to-fine Wedel et al. (2011) is displayed in (b), (c) shows the
optical flow ground truth, and (d) the optical flow estimated with our scene
flow minimization strategy for the same energy. Let us notice from this
figure and also from Tables 5.1 and 5.2 that the optimization scheme is also
better for the kind of sequences where the multi-scale approach does not fail.
It is clear that the integration of sparse matches results with an appropriate
minimization strategy directly at the finest image scale represents a great
improvement in comparison to the coarse-to-fine optimization strategy.

Benefits of the new energy

The second goal is to show the advantages of the proposed energy functional
which includes new data terms and motion occlusion estimation. Figure 5.4
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Out-noc Out-all Out-δd

Classic Wedel 45.8745 55.4356 42.8971

Our Wedel 24.4237 33.2209 31.8971

Our Proposal 23.5233 32.8576 30.7532

Table 5.2: Results in KITTI 2015 training dataset for the optical flow (u, v)
and for the disparity change δd. Out-noc (resp. Out-all) refers to the per-
centage of pixels where the estimated optical flow presents an error above 3
pixels in non-occluded areas (resp. all pixels). Out-δd refers to the percent-
age of pixels where the estimated disparity change presents an error above
3 pixels in the pixels where the disparity is available.

displays results on three sequences of the MPI Sintel training set. For each
group of six images, from top to bottom and from left to right, the first frame
is shown in (a), the ground truth occlusions are displayed in (b), (c) shows
the optical flow from our scene flow minimization strategy for Wedel et al.
(2011) energy (our Wedel), (d) the optical flow ground truth, and (e) and
(f) the occlusions and optical flow estimated from our whole proposal with
the energy (5.1). On the other hand, the second and third rows of Table 5.1
and Table 5.2 show the global accuracy over the whole datasets of both
proposals. The results of Table 5.1 and Figure 5.4, show that the proposed
energy keeps better results at the visible areas (second column of Table 5.1)
and it specially improves the accuracy at the occluded areas (third column).
The occlusion mask allows to densely reinforce the 3D geometry from the
fact that points that are occluded in time in the left view might be visible
from the other (right) view and thus obtain better optical flow boundaries
especially near occlusion regions. This effect is noticeable for instance in the
boundaries of the naginata in the experiment of the last rows of Figure 5.4.

5.7 Conclusions

We have proposed a variational model for the joint estimation of the scene
flow and its associated motion occlusions. Our work stems from the clas-
sical scene flow model presented by Wedel et al. (2011) and incorporates
a characterization of the occlusion areas as well as new data terms. The
estimation of the occlusion map is useful to select a different set of data
terms for the occluded pixels, i.e., data terms that depend on the views
where these pixels might be visible. We also have extended the optimiza-
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tion method for optical flow problems presented in Chapter 4 to the scene
flow case. Experimental results show, both quantitative and qualitatively,
the benefits of the proposed energy functional and the minimization strat-
egy.
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Example 1: First frame Ground truth

Coarse-to-fine minimization Proposed minimization

Example 2: First frame Ground truth

Coarse-to-fine minimization Proposed minimization

Example 3: First frame Ground truth

Coarse-to-fine minimization Proposed minimization

Figure 5.3: Comparison of two minimization strategies for the same energy
proposed by Wedel et al. (2011). Our minimization startegy is not based on
a coarse-to-fine scheme but on sparse correspondences that allow to capture
large displacements. Results in the MPI Sintel training set.
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Example 1: First frame Ground truth occlusions OF with Wedel energy

OF ground truth Estimated occlusions OF with our energy (5.1)

Example 2: First frame Ground truth occlusions OF with Wedel energy

OF ground truth Estimated occlusions OF with our energy (5.1)

Example 3: First frame Ground truth occlusions OF with Wedel energy

OF ground truth Estimated occlusions OF with our energy (5.1)

Figure 5.4: Comparison of the estimated optical flows (OF) estimated with
the baseline energy of Wedel et al. (2011) and with the new proposed energy
(5.1) (in both cases using our proposed minimization strategy). Results in
the MPI Sintel training set.
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Chapter 6

Conclusions

The estimation of the optical flow is one of the fundamental problems in the
computer vision area. This manuscript describes three contributions to this
problem and one application where it is essential. During the development
of this thesis, we have always been working based on one premise, what
are the limitations in the more relevant optical flow methods? and what
alternatives can we propose to overcome these limitations? This premise
guides our research route and points out in the correct direction to get over
the limitations observed in the literature.

In Section 1.6, we summarized some of the more relevant regularizers, being
the Total Variation (TV) the most widespread. TV presents very good
properties, but it also has some drawbacks as the staircasing effect in smooth
areas. Following the more traditional approach, in our first contribution, we
present in Chapter 2, a new smoothness term which does not suffer from the
staircasing effect in presence of rotation movements while keeping similar
properties to the TV for the rest of movements. As the dual formulation
has been presented, the term can be easily replaced in any other optical
flow energy functional which uses the TV as regularizer. With the aim
of being a real alternative to the TV, it has been tested in three different
problems: optical flow estimation, optical flow inpainting and optical flow
interpolation from a sparse set of samples. The new rotation-invariant term
achieves better results for all the experiments compared to the TV. In the
future, it would be interesting to study the non-local version of the proposed
regularizer.

Let us notice the role of the optical flow in the binary video inpainting model
presented in Chapter 3. The aim of the work presented in this chapter is
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to complete the shape of a moving object in a video sequence. The main
application is to fill in a shape that is partially occluded by an unwanted
object that we want to remove from a video. As a consequence of removing
objects from the sequence, the optical flow is unknown in the inpainting
domain (or hole). The smoothness term presented in Chapter 2 is applied to
fill in the optical flow inside the hole. The presented binary video inpainting
model imposes regularity along the visible trajectories and it takes into
account the occlusions. To estimate the trajectories and occlusions the
model uses the optical flow method presented in Chapter 4.

Frequently, the variational models for solving the optical flow problem are
made of two parts, the data term and the smoothness term. In order to
capture large displacements, no matter which data term or regularizer are
used by the proposed model, the multi-scale strategy is often used. Then,
even the more sophisticated models based on this strategy fail trying to
recover the large displacements of small objects. This fact motivated us to
search for an alternative to the multi-scale strategy that could be applied to
any kind of optical flow variational model. For our second contribution, we
leave the pure variational approach and we present an alternative strategy
to the multi-scale strategy for any optical flow energy which overcomes the
limitation previously commented by incorporating sparse correspondences
from the techniques presented in Section 1.7. Our strategy consists of a two-
step minimization process which performs a structured coordinate-descent
scheme guided by the chosen energy functional starting at the sparse cor-
respondences. The experiments validate our hypothesis that this strategy
outperforms the multi-scale strategy for the same energy functional and
it keeps a similar performance against other variational methods that also
incorporate sparse correspondences, while it shows a robust behaviour in
presence of high levels of noise, low density of matches or outliers in the
matches. As future work, in order to polish the limitations of the presented
strategy, we will focus on the three more challenging aspects. First, the ini-
tial set of seeds could be improved if better matching techniques appear in
the future and more robust tests to delete initial ouliers could be included.
Second, resistant outliers that have survived to the initial pruning could
be removed using the complex outliers detection proposed by Bailer et al.
(2015) and Hu et al. (2016), where they segment the motion field and erase
the theoretical good correspondences which belong to the same region as
the outliers already detected. Furthermore, they apply different filters to
erase incoherent flows with respect to their neighbors. Finally, there is the
problem of the occluded areas which produce a halo effect close to the mo-
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tion boundaries. The occlusion handling is a fundamental point. Promising
advances in the occlusion detection as the work of Pérez-Rúa et al. (2016)
have appeared. It will be studied if the proposed minimization method
could benefit from the joint estimation of optical flow and occlusions.

In our last contribution, described in Chapter 5, we extend the previous
strategy to the scene flow problem. To validate the benefits, we show the
performance of the scene flow model presented by Wedel et al. (2011) with
the new strategy. We also propose a new decoupled scene flow energy which
jointly handles the occlusions using the fact that objects occluded in time
in some views might be visible from other views. The results show how
the extended strategy and the occlusion map are useful to determine which
set of views are better to obtain the three-motion field and improve the
accuracy of the results. As future work, it could be interesting to apply
this approach to more complex scene flow models in order to obtain sharper
scene flow boundaries.

In the optical flow community one of the ways to validate a new contribu-
tion is the use of optical flow standard datasets. During these last years,
KITTI (Geiger et al. (2012); Menze and Geiger (2015)), and Sintel (Butler
et al. (2012)) databases have gained a lot of relevance and they have be-
come the standard way to measure the quality of an optical flow proposal.
These two databases have a lot of different samples under completely dif-
ferent conditions. In contrast to them, Middlebury (Baker et al. (2011)) is
an older reference optical flow dataset which only contains a few samples.
For a variational model, the election of the scalar parameters is crucial to
achieve the best results possible. These paremeters balance the importance
between the fidelity measure and the prior knowledge. Traditionally, the set
of parameters from a variational model are obtained through trial and error
until a set presents a good performance overall the image training dataset.
It usally involves a brute force search, where a huge diversity of parameter
combinations are tested. In the Middlebury dataset is easier to find a set
of parameters which keep a good compromise along the whole dataset. Un-
fortunately, current datasets as KITTI or Sintel present so many different
sequences whose optimal set of parameters are completely different. Re-
cently, new methods to solve the optical flow problem have been proposed;
they use maching learning techniques exploiting the fact that these new
datasets are big enough to obtain a good training set. In order to take the
advantages of these learning techniques in the variational approach con-
text, the work of Chen et al. (2014) and Ochs et al. (2016) present a way
to select the optimal set of parameters using a machine learning system.



114 conclusions

The training dataset is used to learn which parameter values adjust bet-
ter for different types of inputs. Then, when a new sample is tested, the
system knows the set of paremeters which adjust well to it. This way, the
variational model presents an adaptive set of parameters depending on the
received input. We consider that the integration of this kind of techniques
into our previous contributions could be an interesting direction for future
research.
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