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Abstract 
Lies, manipulation, or false information are nothing new. All have been around 

for centuries since the flow and content of information has been a source of power. 

However, in the age of the social platforms, the mechanism has changed. While 

broadcasters still exist, they compete with other information sources that rely on virality 

through the network for information diffusion. In this competition, traditional and 

institutionally created content suffer a disadvantage: they do not play with the same rules. 

Content that deviates from the deontological and stylistic reporting of reliable information 

providers leverages and hijacks psychological heuristics to become more viral. For 

example, they rely on emotional evocation (sentimental language and appeal to moral 

values) and rely on styles that require less cognitive effort to be processed (in terms of 

grammatical and lexical complexity). In this PhD thesis, I explore how misinformation 

sources take advantage of psychological heuristics to define their strategic choices. More 

specifically, the thesis is comprised of three studies: (1) Using Natural Language 

Processing, a quantitative exploration about how different misinformation categories 

(clickbait, conspiracy theories, fake news, hate speech, junk science, and rumors) differ 

in terms of sentiment, appeal to morality, readability, and lexical diversity; (2) By means 

of network analysis and Natural Language Processing, a demonstration of isomorphism 

strategies from misinformation sources towards reliable sources with the aim of 

mimicking high-status actors in the information ecosystem; and (3) a dynamic analysis 

of fake news vs reliable sources reporting about the Covid pandemic during 2020 and 

2021. In general, my results indicate that there are significant structural differences 

between distinct misinformation categories and between misinformation sources and 

reliable sources (for example, fake news are, on average, 18 times more negative, 12 

times less lexically diverse, 50% more appealing to morality and 13% easier to process 

than factual news. Also, I present evidence about how fake news, clickbait, and rumors 

employ a mimicking strategy towards reliable sources with the aim to be perceived as 

legitimate and high-status information providers. Moreover, I show how reliable and fake 

news sources behaved during the Covid pandemic, revealing a convoluted initial reaction 

followed by a misinformation strategy to create chaos and ambiguity by constantly 

shifting between topics. Finally, I discuss the implications of the thesis results for social 

media platforms, the media ecosystem, political elites, and Internet users. 
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Lies, manipulation, or false information are nothing new. All have been around for 

centuries since the flow and content of information has been a source of power. However, in 

the age of the social platforms, the mechanism has changed. While broadcasters still exist, they 

compete with other information sources that rely on virality through the network for 

information diffusion (Vosoughi, Roy, & Aral, 2018). In this competition, traditional and 

institutionally created content has limited feedback while their competitors can communicate 

to each other through the network (Hermida, Fletcher, Korell, & Logan, 2012). While some 

argue that new technological tools like social networks offer more pluralistic views (Barberá, 

Jost, Nagler, Tucker, & Bonneau, 2015; Fletcher, Kalogeropoulos, & Nielsen, 2021; Mcclure, 

2016; Rauchfleisch, Vogler, & Eisenegger, 2020; Scharkow, Mangold, Stier, & Breuer, 2020), 

others claim that they serve as broadcasting mechanisms for extremist voices to manipulate the 

political agenda (Bovet & Makse, 2019; Chetty & Alathur, 2018; Crockett, 2017a; Grinberg, 

Joseph, Friedland, Swire-Thompson, & Lazer, 2019; Tucker, Theocharis, Roberts, & Barberá, 

2017). This problem becomes even bigger when misinformation is used by malicious actors to 

influence foreign actors (Shane, 2017). Although there is extant research about misinformation 

from the psychological, journalistic, or technological point of view, the phenomenon is 

relatively new and still poorly understood. 

 

Although the analysis of deceptive content started long before, misinformation as a 

research topic has gained prominence after the 2016 U.S. presidential election, when “fake 

news” circulated through social networks at a speed and size never seen before, reaching 

millions of people (Bovet & Makse, 2019). Although attention to the topic was initially offered 

by journalists (Higgins, McIntire, & Dance, 2016; Rogers & Bromwich, 2016; Timberg, 2016), 

soon attracted the attention of researchers to corroborate the journalistic findings and deepen 

into the mechanisms and strategies of misinformation diffusion. Despite the discussion about 

the effects of social media outside the online world were nothing new in academia, the existing 

research provided fertile grounds to understand the phenomena of misinformation. One of the 

main frameworks to comprehend the problem is the concept of echo chamber (Tucker, 

Theocharis, Roberts, & Barberá, 2017). The argument is that like-minded individuals tend to 

get together in what is known as the “homophily effect” -birds of a feather flock together-, and 

that this effect is amplified by social media algorithms that promotes engaging over reliable 
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content (Pariser, 2011; Vicario et al., 2016). This echo-chamber effect can have an impact 

outside the online realm because misinformation leads to more polarization and less probability 

of reaching political consensus, increasingly segregating democratic societies (Sunstein, 2017).  

 

One of the main reasons for such an impact is because the digitalization of media, 

journalism, and social relationships has lowered the costs to produce and disseminate 

information. Although this has clear benefits, malicious actors can also take advantage of the 

situation to such an extent that, in some contexts, misinformation creators receive more traffic 

than reliable sources thanks to their online virality in social media platforms (Thompson 2013; 

Lytvynenko & Silverman 2017). However, not all information is created equal. Information 

quality can vary between professional journalism to personal opinions, blatant misinformation, 

or a myriad of options in between. This grey area between journalism and fake news is 

populated with content like clickbait, conspiracy theories, rumors, or pseudo-science (Ma, Gao, 

& Wong, 2019). Precisely, this thesis aims to shed light into some of the aforementioned 

problems. First, by digging into the structural differences of different types of misinformation. 

Secondly, in the differing strategies of misinformation categories. Finally, by exposing their 

evolution and adaptation to real-world events.  

 

This PhD thesis is structured around three studies. Each of these studies takes the form 

of a chapter with the aim to respond to the aforementioned issues: how different misinformation 

categories differ between them and between reliable sources, how misinformation sources 

adopt mimicking strategies towards reliable sources and, finally, how misinformation evolves 

over time in the light of a high-profile event. More specifically, this thesis has the following 

structure: 

 

Chapter 2 presents the general context of the thesis. This chapter describes the problem 

of misinformation and its definition. Then, it moves towards describing the actors participating 

in the creation and dissemination of fake content. Next, it introduces information seeking in 

the online context and the heuristic that users rely on to assess content veracity and 

dissemination. After that, it catalogues the different strategies that misinformation creators use 

to spread their content. Subsequently, it illustrates the existing attempts and solutions to 
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identify and mitigate the spread of false content online. Finally, it describes the general methods 

used through the thesis. 

 

Chapter 3 is the first of the studies. There, I explore the first objective of the thesis: 

investigate how misinformation categories differ between them and between reliable sources. 

Specifically, I analyze the characteristics of misinformation content compared to factual news 

–what we call the “fingerprints of misinformation”- in a human-friendly, explainable, and 

interpretable way using 92,112 news articles classified in several categories: clickbait, 

conspiracy theories, fake news, hate speech, junk science and rumors. I compare these 

categories with factual news measuring the cognitive effort needed to process the content 

(readability and perplexity) and its emotional evocation (sentiment analysis and appeal to 

morality). My results show that misinformation is easier to process in terms of cognitive effort 

(3% easier to read and 15% less lexically diverse) and more emotional (10 times more relying 

on negative sentiment and 37% more appealing to morality). This chapter is a call for more 

fine-grained research since our results indicate that there are significant differences among 

misinformation categories that are not considered in previous studies. 

 

Chapter 4 is the second of the studies testing different hypotheses claiming that 

misinformation sources may be following a mimicking strategy towards reliable sources in 

order to appear as legitimate information providers. Since information quality is hard to 

measure, potential information seekers leverage on heuristics to assess truth-worthiness. One 

of the main heuristics to do so is focusing on the reporting style of reliable sources. However, 

misinformation creators may pursue a mimicking strategy: imitating reliable sources to create 

an illusion of truth-worthiness, eroding, and contaminating the news ecosystem. Using a 

database of 93,958 articles divided into several misinformation categories, we use natural 

language processing and network analysis to provide evidence of mimicking strategies of 

deceptive content. Our results reveal that fake news do mimic reliable sources through narrative 

isomorphism, while hate speech and conspiracy theories imitate fake news, revealing a 

gatekeeping role of fake news. In addition, we show that rumors and clickbait content, even 

without malicious intent, may also serve as intermediaries between reliable sources and fringe 

content like junk science. This has important implications because they may serve as 
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acclimatation devices for extreme content although they are usually overlooked by content 

moderators and even imitated by reliable sources. Finally, we discuss how these findings may 

help other researchers and practitioners alike to identify and countermeasure misinformation 

content. 

 

Chapter 5 explores how misinformation sources behave in the light of a high-profile 

event: the Covid pandemic. In parallel to the pandemic, misinformation spread through social 

media in what is known as an “infodemic”. In this context, fake news reached a scale never 

seen before taking advantage of the inherent uncertainty created by the new virus, threatening 

the adoption of scientific remedies to mitigate the spread of the virus, creating social, public 

health, and economic damage. In this chapter I explore the framing evolution of both reliable 

news and fake news reporting about the COVID pandemic in terms of narrative strategies. To 

do so, I use a dataset with 437,832 articles published between January 2020 and December 

2021 to analyze the framing evolution of reliable and fake news by means of structural change 

analysis and network-based automated text analysis for topic analysis. The obtained results 

show that reliable sources focus on science as their main topic, while fake news present high 

levels of topic volatility, revealing a strategy to intoxicate the public opinion. In addition, while 

both reliable and fake news framed their content in a negative tone at the beginning of the 

pandemic, reliable news evolved towards neutral tone while fake news remained negative 

throughout. These results have important implications for designing countermeasures against 

misinformation at different points in time. 

 

Chapter 6 includes the main conclusions of the thesis, the theoretical, methodological, 

and practical implications, its limitations, and the future research suggestions arising from the 

previous studies. Finally, chapter 7 includes all the references used in the thesis (independently 

of the chapter, in order to avoid repetition of referenced work). 
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Definition of Misinformation 

 

Although misinformation has been around for a long time, we still lack an agreement 

about a proper definition, although we can refer to it as “an umbrella term to include all false 

or inaccurate information that is spread in social media” (Liang Wu, Morstatter, Carley, & Liu, 

2019, p. 81). However, this definition is too broad. Although inaccuracy is a common 

component of misinformation, we may differentiate between different types depending on the 

intention. Following the previous idea, it allows us to differentiate between general 

misinformation -without malicious intent- and disinformation -with intentional malicious 

intent-. Nonetheless, we can still differentiate between several categories both inside general 

misinformation and disinformation.  

 

Fake news is usually the most obvious form of misinformation in general, and 

disinformation in particular, and the one that gets more attention (de Souza, Gomes, Souza 

Filho, Oliveira Julio, & de Souza, 2020; Helmstetter & Paulheim, 2018; Masciari, Moscato, 

Picariello, & Sperli, 2020; Zervopoulos et al., 2020). In this thesis, I focus on the concept of 

“intention” adopting the definition of fake bews being “intentionally false news” (Zhou & 

Zafarani, 2020a, p. 4) and “intentionally fabricated and false news articles” (Allcott & 

Gentzkow, 2017a, p. 3). In that sense, fake news is not only based on inaccurate information, 

but they try to convey it in a way that resembles reliable news. Nonetheless, beyond the two 

opposite sides of the trustworthiness spectrum (reliable news and fake news), misinformation 

can adopt many other forms in a grey area between these two extremes. 

 

Beyond Fake News: Alternative Types of misinformation 

 

Clickbait. Clickbait represents a linguistic style to spur the readers curiosity and to 

nudge them to click on a link (Lischka & Garz, 2021). Although traditional and reliable media 

sources are often tempted to follow the clickbait strategy -risking their credibility and status- 

(Molyneux & Coddington, 2019), clickbait is usually regarded as a journalistic malpractice 

(Hågvar, 2019). 
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Conspiracy theories. Sources of conspiracy theories generate content around beliefs 

that powerful people manipulate the public, elections, the economy, and the society at large 

(Sunstein & Vermeule, 2009). These include theories about an inside job during the 9/11 

terrorist attack, theories about the illuminati, the Protocol of the Elders of Zion, or the recent 

QAnon conspiracy (Marwick & Lewis, 2017). One important feature of conspiracy theories is 

that labelling them as such, does not prevent people from believing them (Wood, 2016). This 

is because conspiracy theories are characterized by an opposition to the mainstream 

consensus, therefore believers in conspiracy theories do not consider reliable sources as high-

status actors (Bessi et al., 2015). 

 

Hate speech. Hate speech is a type of content that disparages people or communities 

because of their race, ethnicity, religion or any other tangible or untangible characteristics 

(Nockleby, 2000). This category includes content generated by antisemitic groups or white 

supremacists. As summarized in Howard (Howard, 2019), this category aims to increasing the 

likelihood of their readers to engage in wrondgoing (being it criminal violence or unlawful 

discrimination). 

 

Junk science. Junk science is misinformation content that uses scientific jargon as a 

source of authority and usually focuses on scientific topics (Strudwicke & Grant, 2020). This 

category includes websites spreading content like climate change denial, anti-vaccines, or flat 

earthism. Similarly to conspiracy theories, junk science is characterized by a denial of 

mainstream science (Andrade, 2020; Bessi et al., 2015). This category shows a tendency to 

present itself as a legitimate alternative and accuses mainstream science to supress their 

views (Goertzel, 2010). 

 

Rumors. Finally, rumors are a type of misinformation that contains content whose 

truth is unverfied (Gordon & Postman, 1947). This is a type of content that is not necessarily 

false, but just unverified at the moment it is posted. Like in the case of clickbait, rumors are 



 

 
 

32  

not necessarily or inherently good or bad, although they are also considered a journalistic 

malpractice. 

 

Although significant differences exist between types of misinformation and reliable 

information in terms of their spread pattern through social media (Vosoughi, Roy, & Aral, 

2018), this thesis is based on the categorization of misinformation content based on their 

intrinsic characteristics. I rely on existing research stating that misinformation differs from 

reliable content in terms of writing style (Undeutsch 1967), or sentiments (M. Zuckerman, 

DePaulo, & Rosenthal, 1981). This research stream based on the identification of psychological 

clues embedded in content was developed to study deceptive statements. However, we lack 

statistical evidence whether different types of misinformation are statistically distinguishable, 

especially using big data (Zhou & Zafarani, 2020a). We address this gap in chapters 3 and 4 of 

this thesis. 

 

Actors and Intents 

 

Nowadays, Internet users are more exposed to misinformation because the gatekeeping 

role of journalists has been lessened. While social networks offer the opportunity to hear voices 

that traditionally lacked the means to reach wide audiences, their recommendation algorithms 

favor viral content. Therefore, information providers -being legitimate or not- end up in a 

competition for user’s attention. Traditionally, main actors in the news ecosystem (reliable 

media) relied on what might be termed as a “broadcast” mechanism, meaning simply that 

many individuals received the information directly from the same source (Goel, Anderson, 

Hofman, & Watts, 2015). Now, in the age of the social platforms, this mechanism has 

changed. While broadcasters still exist, they compete with other information sources that rely 

on virality through the network for information diffusion.  This has profound implications 

because social media transforms the construction of social reality (A. L. Schmidt et al., 2017). 

For example, anti-vaccination messages are more prevalent on social media platforms than 

in traditional media sources and being exposed to them increases the likelihood of decisions 

related to vaccination being based on misinformation (Davies, Chapman, & Leask, 2002). In 
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other words, the ‘social construction of reality’ of what is real and important (Schudson, 1989) 

is challenged by new actors that weaken the authority and status of institutionalized players 

and impose their “alternative facts” (Cooke, 2017).  

 

Indeed, trust in the media is reaching extremely low levels, with worrying amounts of 

people believing that reliable sources are fabricating stories and that they are an “enemy of 

the people” (A. Guess, Nyhan, & Reifler, 2017). This has profound implications because 

those who trust and seek information in reliable sources have higher levels of factual 

knowledge (Chawla et al., 2021). However, there is a myriad of actors that influence and 

weaken the role of reliable sources and journalists, and they vary in their intents. The list 

ranges between spreaders of conspiracy theories, hate groups, profit maximizers, or even 

politicians. 

 

Conspiracy theorists 

 

They are driven by a belief that a powerful group of people is manipulating the public, 

while concealing their activities (Sunstein & Vermeule, 2009). These claims range from anti-

Semitic conspiracies about Jews plotting to take over the world, to anti climate change theories, 

to alternative accounts of specific events such as the 9/11 attacks (Marwick & Lewis 2017) or 

the Covid pandemic (Pummerer et al., 2022). Conspiracy theorists often express anxieties about 

losing control or status, and create content with “paranoid style” (Dagnall, Drinkwater, Parker, 

Denovan, & Parton, 2015) with the aim to create distrust on institutions and deteriorate social 

relationships (van Prooijen, Spadaro, & Wang, 2022). Although conspiracy theories abounded 

way before social media (Douglas et al., 2019; Mahl, Schäfer, & Zeng, 2022), social platforms 

offer a communication channel with a potential audience never seen before (Clarke, 2007; 

Marwick & Lewis, 2017). The reason is that social networks bring the opportunity of like-

minded people to get together, for good and for bad. From amateur filmmakers who post 

conspiracy “documentaries” on YouTube to 4chan and Reddit users propagating dubious 

claims, the internet is a fertile breeding ground for conspiracy theories (Clarke, 2007; Marwick 

& Lewis, 2017). It has been argued that these corners of the web are particularly likely to 
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become echo chambers, as sceptical users often opt out of these communities (Wood, Douglas, 

& Sutton, 2012). 

 

Hate Groups 

 

Hate groups express “negative attitudes toward groups based on their race, ethnicity, 

religion, gender, gender identify, or some other attribute” (Costello, Hawdon, Bernatzky, & 

Mendes, 2019, p. 427). Indeed, hate speech is increasingly prevalent in social media platforms 

and people are increasingly more exposed to it (Costello, Hawdon, & Ratliff, 2016). As 

mentioned before, the Internet and social platforms in particular, are a fertile ground for sharing 

opinions that would be otherwise considered unpopular (Costello et al., 2019). Moreover, hate 

groups have shown particular skills for social media strategies to attract newcomers -especially 

young people- leveraging on messages appealing to their social group identity (Heikkilä, 2017). 

 

Among different groups, one hate party stands over the others. In 2008, a group of 

people with right-wing political views organized themselves around the idea that the 

conservative establishment was not strong enough in their political positions. As Richard 

Spencer called them, the “alt-right” was born (Bar-On, 2019). Soon, the movement became a 

gathering place for white supremacists, antisemitism, sexism, and other extremist ideas 

(Forscher & Kteily, 2020). Beyond being characterized as individuals showing less trust 

towards mainstream media (Forscher & Kteily, 2020), their discourse is also linked to real-

world events like hate crimes (Castaño-Pulgarín, Suárez-Betancur, Vega, & López, 2021). 

 

Profit maximizers 

 

Although it is assumed that all misinformation creators are aiming at political and social 

influence, evidence shows that in some cases are also focusing on profit maximization through 

visitors in their websites (Allcott & Gentzkow, 2017b; Bakir & McStay, 2017). This is specially 

the case in misinformation categories like clickbait, junk science, or rumors. These sources try 

to exploit the curiosity gap (Loewenstein, 1994) to gain traffic towards their sites. By exploiting 

surprising or counter-intuitive claims -usually in their headlines-, they spark involuntary 
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curiosity for unknown outcomes or expectation violations (Loewenstein, 1994). However, their 

objective is not to inform, but to earn money through advertisement or remedies without 

scientific backing. In their pursuit of profit, they affect people’s decisions and create major 

problems (Naeem, Bhatti, & Khan, 2021). For example, the anti-science or pseudo-science 

content has a critical role in sustaining pandemics in general (Hotez, 2021), and the Covid-19 

in particular (Banerjee & Meena, 2021). 

 

Politicians 

 

Although politicians are often the target of misinformation campaigns, in other 

situations are liable for disseminating or creating false content. Since they receive a lot of 

attention in social media (Vaccari et al., 2015), politicians may act -consciously or 

unconsciously- as hubs of misinformation diffusion (Berinsky, 2017). Indeed, evidence shows 

that politicians are among the most influential actors in social media platforms (D. Lazer et al., 

2017), and that elite polarization increases social polarization (Abramowitz & Saunders, 2008). 

This issue had its greatest impact after the US Capitol assault of January 2021, when a mob of 

protesters entered the building and, as a result, Donald Trump was banned from mainstream 

social media platforms. Finally, and importantly for the chapter 3 in this thesis, politicians may 

convey distrust towards established media organizations and reliable sources of information in 

order to gain political advantage or avoid accountability (Ladd, 2011). 

 

Information Seeking in Online Settings  

 

Bounded rationality and information seeking 

 

In general, people navigate the Internet on their own. Therefore, the information 

seeking process is mainly an individual venture. However, in the light of the information 

abundance flooding the Internet, people face a tough situation: discerning on their own, without 

a central authority, what is legitimate information and what is not. This is the idea behind 

researchers claiming that traditional methods to determine credibility are broken in the 

cyberspace (Callister, 2000). In these traditional contexts, information diffusion is limited and 
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expensive, therefore creating a meritocratic filter. In other words, only those who have 

credentials -expertise, governments, status, etc.- can participate in the media ecosystem 

(Callister, 2000). Under this information scarcity, gatekeepers arise as the safeguards against 

misinformation. However, social media platforms changed these ecosystems. Nowadays, 

information sources are abundant and the cost of creating and disseminating information has 

lowered to almost zero. Such a radical change has business and management implications for 

traditional media, but also in the way of assessing trust and truth-worthiness (Taraborelli, 

2005). 

 

In this new context of information overloading, traditional and authoritative 

information providers are challenged by the wisdom of the crowd and networks as sources of 

status and truth-worthiness (Madden & Fox, 2006). However, this situation creates the problem 

of authenticating the expertise, qualifications, biases, or truth-worthiness of sources. Therefore, 

users rely on heuristics to assess credibility (Pornpitakpan, 2004). These heuristics range 

between visual clues (for example, site presentation) or other peripheral cues (Fogg, 2003). 

Indeed, existing evidence shows that heuristics that require least time and mental effort are the 

rule when assessing information quality in online settings (Metzger, 2007; Wathen & Burkell, 

2002). This may be explained by the limited capacity model of message processing stating that 

due to limited cognitive capacity, humans do not process all aspects of messages, focusing only 

on those more salient (Lang, 2000). 

 

The limited capacity model of message processing relies on bounded rationality and the 

fact that humans do not possess infinite computational resources nor infinite time (Simon, 

1955) and is extended in information-foraging theory (Pirolli & Card, 2005). There, the authors 

propose that humans calculate the trade-off between effort needed to collect the information 

and the information gained with that effort. Therefore, given the vast amount of information in 

social media platforms, users are not able to assess truth-worthiness at scale, relying in 

heuristics to minimize the effort, an idea consistent with an information overload context. In 

there, cognitive heuristics arise as strategies to mitigate the effort needed to process everything 

a user is exposed to, allowing for quick truth-worthiness analysis.  
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Heuristics for assessing reliability and truth-worthiness 

 

Existing evidence shows that heuristic strategies to mitigate the amount of cognitive 

effort needed to process information are pervasive in online settings (Hilligoss & Rieh, 2008). 

Therefore, it is important to explain these heuristics because malicious actors can leverage on 

them to hijack the credibility and truth-worthiness evaluations. Among others, two heuristics 

are especially important in online settings: the status and reputation heuristic, and the 

expectancy violation heuristic.  

 

The status and reputation heuristic 

 

To evaluate source credibility or content truth-worthiness, source reputation is often 

one of the main used heuristics (Metzger, 2007). The credibility or status of a source serves as 

a signal of veracity, allowing users to save time and cognitive effort when looking for reliable 

information. Although there are malicious actors attacking them to lower their status as 

information providers, traditional media organizations still have the reputation of reliable 

sources. In other words, people are more likely to believe that a source is legit if they recognize 

their name and their reputation. Since reputation takes a lot of time to gain, users assume that 

once a source has achieved a high-status position, it is safe to trust them as relevant information 

providers. Indeed, empirical evidence shows that a major criterion for assessing credibility is 

the status and reputation of the source (Appelman & Sundar, 2016; Hilligoss & Rieh, 2008; 

Shyam Sundar, 2008). 

 

The expectancy violation heuristic 

 

On the other hand, users also employ other types of heuristics. For example, they assess 

truth-worthiness depending on whether the content failed to meet their expectations (in terms 

of language, grammatical clues, misspelled words, typographical errors, etc.) (Metzger, 2007). 

These observed violations trigger the user attention towards them, and then are transformed 

into negative views of source credibility (Fogg, 2003). Therefore, the expectancy violation 

heuristic appears as a fast and cheap strategy of credibility judgment. By leveraging on this 
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heuristic, users do not need to put cognitive effort in identifying the authority of the source, 

looking for qualifications, or other methods to evaluate information (Metzger, 2007).  Indeed, 

this appears to be one of the main factors influencing people’s credibility judgements (Fogg, 

2003; Hilligoss & Rieh, 2008). 

 

Psychological and Linguistic Strategies of Misinformation  

 

As mentioned before, malicious actors may try to hijack heuristics for information 

evaluation to be perceived as reliable sources. Indeed, models predict that, even when users 

want to share only truthful information, misinformation can attain truthful news status to 

propagate (Papanastasiou, 2020). They do so by interfering in the calculation of information 

gained vs cognitive effort needed to process content. More specifically, misinformation sources 

corrupt the calculation by poisoning the process with two strategies: appealing to emotions, 

reducing the cognitive load, and leveraging on urgency. 

 

Extant research in the human cognition and behavioral sciences can be leveraged to 

identify misinformation through quantitative measures. For example, the information 

manipulation theory (McCornack, Morrison, Paik, Wisner, & Zhu, 2014) or the four-factor 

theory (M. Zuckerman et al., 1981) propose that misinformation is expressed differently in 

terms of arousal, emotions or writing style. The main intuition is that misinformation creators 

have a different writing style seeking to maximize reading, sharing and, in general, maximizing 

virality. This is important because views and engagement in social networks are closely related 

to virality and being repeatedly exposed to misinformation increases the likelihood of believing 

in false claims (Bessi et al., 2015; Mocanu, Rossi, Zhang, Karsai, & Quattrociocchi, 2015). 

 

Based on the information manipulation theory and the four-factor theory, we propose 

several parametrizations that can allow to statistically distinguish between factual news and a 

myriad of misinformation categories.  To do so, we calculate a set of quantifiable characteristics 

that represent the content of a written text and allow us to differentiate it across categories. We 

call this the fingerprints of misinformation. To provide the fingerprints of misinformation we 

rely on: evocation to emotions (sentiment analysis and appeal to morality), cognitive effort 
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(readability and perplexity), mimicking strategies, and recency. The level of evocation to 

emotions are explored in chapter 3 and chapter 5. Mimicking strategies are explored in chapter 

4. Finally, chapter 5 also adds the recency component to misinformation analysis.  

 

Misinformation tactics: Appeal to Emotions 

 

Sentiment 

 

We know that misinformation spreads six time faster than factual information 

(Vosoughi et al., 2018). One of the main drivers of this speed of diffusion is their reliance on 

emotions (Bakir & McStay, 2018; Kramer, Guillory, & Hancock, 2014; Martel, Pennycook, & 

Rand, 2019; Taddicken & Wolff, 2020). In general, content that evokes high-arousal emotions 

is more viral (J. A. Berger & Milkman, 2009; Jonah Berger, 2011; Jonah Berger & Milkman, 

2013; Goel et al., 2015; Milkman & Berger, 2014) which explains why social networks are a 

source of massive-scale emotional contagion (Fowler & Christakis, 2009; Kramer et al., 2014; 

Rosenquist, Fowler, & Christakis, 2011). One of the main reasons proposed to explain this 

behavior is the dual-process theory of judgement stating that emotional thinking (in contrast to 

a more analytical thinking) hinders good judgement (Evans, 2003; Stanovich, 2005). Indeed, 

there is experimental evidence that engaging in analytic thinking reduces the propensity to 

share fake news (Bago, Rand, & Pennycook, 2020; Gordon Pennycook, Allan, Nathaniel, 

Derek, & Fugelsang, 2015; Gordon Pennycook & Rand, 2019). For example, encouraging 

people to think analytically, in contrast to emotionally, decreases likelihood of “liking” or 

sharing fake news (Effron & Raj, 2020). On the contrary, reliance on emotion is associated 

with misinformation sharing (Weeks, 2015), believing conspiracy theories (Garrett & Weeks, 

2017; Martel et al., 2019), and motivated reasoning (MacKuen, Wolak, Keele, & Marcus, 

2010). 

 

Moral values 

 

Moreover, beyond sentiment, there are other measures for evocation to emotions: 

morality. Although there is little research on how moral content contributes to online virality 
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(Rathje, Van Bavel, & van der Linden, 2021), the current literature provides evidence of a 

positive relationship between both the concepts (Brady, Wills, Burkart, Jost, & Van Bavel, 

2019; Brady et al., 2017; Crockett, 2017b). The mechanism is grounded in social identity theory 

(Tajfel & Turner, 1979) and self-categorization theory (Turner, Hogg, Oakes, Reicher, & 

Wetherell, 1987) and lies in the idea that group identities are hyper salient on social media 

(Brady et al., 2017) because they act as a form of self-conscious identity representation (Kraft, 

Krupnikov, Milita, Ryan, & Soroka, 2020; van Dijck, 2013). Therefore, content that appeals to 

what individuals think is moral (or not moral), is likely to be more viral (Brady, Crockett, & 

Van Bavel, 2020), especially in conjunction with negative emotions that challenge their social 

identity (Brady et al., 2017; Horberg, Oveis, & Keltner, 2011). In contrast, reliable sources are 

forced to follow the principle of objectivity typical of good journalistic practice (Neuman, Just, 

& Crigler, 1992). 

 

Misinformation tactics: Cognitive Effort 

 

The limited capacity model of mediated motivated message processing (Lang, 2000, 

2006) can serve as a basis to establish another important feature to detect and stop 

misinformation online: cognitive effort. One of the main axioms of this theory states that 

humans have limited processing ability for information processing, and therefore a potential 

inability to differentiate between factual news and misinformation. In information sharing, 

structural features and functional characteristics require different cognitive efforts to be 

processed (Kononova, Joo, & Yuan, 2016; Leshner & Cheng, 2009; Leshner, Vultee, Bolls, & 

Moore, 2010) and, since humans attempt to minimize cognitive effort when processing 

information, content that requires less effort to be processed is more engaging and viral 

(Alhabash, Almutairi, Lou, & Kim, 2019). 

 

Indeed, a low cognitive effort to process content arises as one of the main pillars of 

misinformation virality (Bago et al., 2020; Bronstein, Pennycook, Bear, Rand, & Cannon, 

2018; G Pennycook & Rand, 2018). Structural and functional features that are easily 

discernible and processed, require less cognitive effort, therefore increasing content virality 

(Han, Lappas, & Sabnis, 2020; Hansen, Arvidsson, Nielsen, Colleoni, & Etter, 2011; 
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Molyneux, 2015; Taecharungroj & Nueangjamnong, 2015). Beyond increasing virality (Pancer 

& Poole, 2016), these structural and functional features of content have been used to assess 

psychological states and cognitive processing (Pennebaker, Chung, Frazee, Lavergne, & 

Beaver, 2014).  

 

Since we are dealing with written content, we will use two measures of cognitive effort 

needed to process a text: one for the grammatical features (readability) and another one for the 

lexical features (perplexity) of each body. 

 

Grammatical features: Readability 

 

Using sentence length or word syllables as a measure of text complexity has a long 

tradition in computational linguistics  (Afroz, Brennan, & Greenstadt, 2012; Fuller, Biros, & 

Wilson, 2009; Hauch, Blandón-Gitlin, Masip, & Sporer, 2015; Monteiro et al., 2018). Simply 

put, the longer a sentence or word is, the more complex it is to read. Therefore, longer sentences 

and longer words require more cognitive effort to be effectively processed. 

 

Lexical features: Perplexity 

 

Lexical diversity is defined as a measure of the number of different words used in a text 

(Beheshti, Nejadansari, & Barati, 2020). In general, more advanced, and diverse language 

allows to encode more complex ideas (Ellis & Yuan, 2004), which generates a higher cognitive 

load (Swabey, Nicodemus, Taylor, & Gile, 2016). One of the most obvious measures for lexical 

diversity is using the ratio of individual words to the total number of words (known as the type-

token ratio or TTR). However, this measure is extremely influenced by the denominator (text 

length). Therefore, we calculate the uncertainty in predicting each word appearance in every 

text through perplexity (Griffiths & Steyvers, 2004), a measure that has been used for language 

identification (Gamallo, Campos, & Alegria, 2016), to discern between formal and informal 

tweets (Gonzàlez, 2015), to model children’s early grammatical knowledge (Bannard, Lieven, 

& Tomasello, 2009), measuring the distance between languages (Gamallo, Campos, & Alegria, 

2017) or to assess racial disparities in automated speech recognition (Koenecke et al., 2020).  
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Misinformation tactics: Mimicking reliable sources 

 

As explained before, some of the heuristics that users apply to assess the veracity of 

content is the status and reputation of the source and the violation of expectations in terms of 

peripheral cues. Therefore, one potential misinformation tactic to spread through the network, 

especially among people who are not hard believers in conspiracy theories or extreme opinions, 

is mimicking reliable sources. Indeed, being perceived as a high-status source of information, 

makes it more likely that people believe and share its content (Appelman & Sundar, 2016; 

Hilligoss & Rieh, 2008; Shyam Sundar, 2008). Consequently, misinformation sources may opt 

for imitating the style of reliable sources with the aim of being perceived as high-status actors 

in the media ecosystem. In other words, they can try to highjack the status and expectation 

violation heuristics to increase the probabilities of being shared through social networks and, 

therefore, increase their virality. In particular, I explore this tactic in the fourth chapter of the 

thesis. 

 

Misinformation tactics: Exposure and Recency 

 

Existing evidence shows that being repeatedly exposed to misinformation makes people 

more likely to believe it. For example, Pennycook et al. showed that, in a laboratory 

experiment, when subjects are exposed to deceptive headlines more than once, they showed 

significantly more odds of believing them (Gordon Pennycook, Cannon, & Rand, 2018). 

Importantly, this effect persisted after receiving warnings that the content is not accurate, a 

typical mitigation strategy that social networks implement to countermeasure the virality of 

misinformation (Ecker, Lewandowsky, & Tang, 2010; Gelders et al., 2009). Therefore, it pays 

off for malicious actors to invest in their strategies to go viral since this will increase the 

likelihood of people being repeatedly exposed to their content. However, another important 

tactic beyond aiming at increased exposure, is leveraging on recency. 

 

A fertile ground for misinformation is when a shocking or high-profile event happens. 

At the beginning of this type of crisis, people are looking for answers, but authoritative sources 

have not provided them yet (Berinsky, 2017). Since at the emergence of a crisis is characterized 
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by ambiguity, danger, or potential threat (DiFonzo & Bordia, 2007) and there is nothing to hold 

on to in terms of information, people are more likely to believe what they are exposed to. 

Therefore, in the early stages of high-profile events like terrorist attacks, pandemics, or 

elections, misinformation spreads easily through social networks (Vosoughi et al., 2018), 

especially when endorsed by influential members of social networks (Aral & Walker, 2012). 

Moreover, when misinformation sources try to reach a wider audience, they do not also try to 

leverage on external crises, but they also try to create them by shifting the user attention to 

create a sense of ambiguity and chaos (see chapter 5).  

 

Existing Solutions to Detect and Mitigate the Spread of Misinformation  

 

Manual-based methods: fact-checking 

 

The most common method of mitigating the spread of misinformation is by debunking 

it. Usually, this is done through manually checking the content of a specific article. In general, 

this is known as “fact-checking”, and can be done through two big approaches: expert based 

and crowd-sourced. The first one is based on the analysis of experienced journalists that are 

trained to assess the factuality of content through different means. These fact-checkers rely on 

reliable sources or expert knowledge to assess the level of veracity of a given content. The need 

to mitigate the spread of misinformation has led to a proliferation of fact-checking professional 

organizations and even the creation of an International Fact-Checking Network that includes 

more than 100 organizations around the world (“International Fact-Checking Network - 

Poynter,” 2022). Although their effort gives a well-founded assessment of veracity, it is costly 

and hardly scalable.  

 

The second manual-based method for debunking misinformation is based on crowd-

sourced efforts. This procedure relies on large samples of social media users that report content 

considered as misinformation or that incites hatred. Similar to what we observe in marketplaces 

to gather information about product quality, users express their assessment, and it is aggregated 

to produce a final probability of a given content being misinformation. Although this approach 

is more scalable than the previous one, it also suffers from several problems. First, it is 
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gameable if many users coordinate their actions to target a reliable source. Secondly, even 

without coordination, users may report in terms of their individual biases like political 

preferences or other personal characteristics. 

 

Propagation-based methods: network analysis 

 

Besides manual assessments of content, one can also rely on network analysis to 

identify misinformation based on its propagation. Existing evidence points out that 

misinformation content has some specific propagation characteristics through social networks 

(Vosoughi et al., 2018). These propagation characteristics are defined in terms of information 

cascades. Information cascades are topological structures of propagation in social networks 

(Ma, Gao, & Wong, 2019; Vosoughi et al., 2018). These structures are typically characterized 

as trees where the parent node forwards the content to other nodes and these other nodes 

propagate the content to other nodes, etc. 

 

In general, information cascades are defined in terms of their depth (how many steps or 

jumps exist between the parent node and the final node disseminating the content), breadth (the 

number of nodes disseminating the content), size (the total number of nodes) or temporal 

characteristics like the lifetime or heat of the cascade. Information cascades has been widely 

used to detect misinformation, especially rumors, by means of different identification modes 

(Bian et al., 2020; Gorrell et al., 2019; Ma, Gao, & Wong, 2019). However, they rely on the 

fact that you need access to the network to analyze the information cascade. Since many of the 

social networks do not offer access to their network, the method is not always suitable for 

analysis nor fact-checking or debunking strategies. This is especially the case in highly 

restricted communication methods like WhatsApp, Facebook Messenger, and other messaging 

apps. 

 

Source-based methods: credibility 

 

An alternative method to detect misinformation is assessing the credibility of its source. 

Like in the status and expectation violation heuristics, this method relies on the conscious 
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assessment of the source to determine its truth-worthiness (Appelman & Sundar, 2016; 

Pornpitakpan, 2004). Here, the assessment is done at the source in terms of overall or general 

reliability, and then every article or unit of observation arising from it is assigned to its source 

category. Since the method is more scalable than its alternatives -the assessment is done at the 

source level and not at the article/post level- and it is based on ground-truth assessment with 

high reliability -usually done by fact-checkers-, it is one of the more widely used method (Jonah 

Berger & Milkman, 2018; Grinberg et al., 2019; Guerini, Pepe, & Lepri, 2012). For example, 

many studies rely on fact-checking assessments at the source level to classify large amounts of 

articles or tweets instead of manually checking and tagging each unit of observation 

(Broniatowski et al., 2022; Cinelli et al., 2020; Cox, Dickson, & Marier, 2020; D. M. J. Lazer 

et al., 2018; Singh et al., 2020). 

 

Content-based methods: style 

 

Finally, another method to detect and classify misinformation is based on its content. 

Particularly, this method relies on the linguistic style to assess the truth-worthiness of a given 

content. The main rationale behind this method is that reliable sources are tied to their 

deontological code, misinformation sources are not. Therefore, malicious actors can exploit 

certain linguistic and stylistic features that are not acceptable in reliable sources. Often, these 

linguistic and stylistic features are associated with higher virality, for example when content 

evocates to emotions (Jonah Berger & Milkman, 2018; Guerini et al., 2012). Therefore, in 

stylistic content-based methods, the classification problem can be defined as (Zhou & Zafarani, 

2020b): 

 

• We have a set of 𝑁 articles to be verified 

• Each article is composed of 𝑘 features denoted by 𝑓	 ∈ 	𝑅! 

• Therefore, we need to identify a function 𝑆 such that 

 

𝑆 ∶ 𝑓	
"#
)*	𝑦, 
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Where 𝑦, 	∈ 	 {0	(𝑡𝑟𝑢𝑒), 1	(𝑓𝑎𝑘𝑒)} is the predicted category (the methods section of the 

fourth chapter details how to do the same exercise in a multi-label classification problem), and 

TD are the 𝑘 features within 𝑆. These k features can vary between general features and latent 

features. Regarding general features, they capture the content style from the grammatical or 

lexical point of view. Usually, general features are calculated using lexicons or dictionaries that 

are used to calculate different types of frequencies (absolute, standardized, or relative 

frequencies). The rationale is that these frequencies are associated with psycho-linguistic 

characteristics (Boyd & Schwartz, 2020; Brady, McLoughlin, Doan, & Crockett, 2021; Rathje 

et al., 2021; Tausczik & Pennebaker, 2009). These psycho-linguistic characteristics can vary 

from analyzing the sentiment of a written text (X. Bai, 2011; Kulkarni, Kalro, Sharma, & 

Sharma, 2020) to the cognitive effort needed to process it (D’Alessandro, Kingsley, & Johnson-

West, 2001; Guerini et al., 2012; J. P. J. Kincaid et al., 1975). I explore this approach in the 

third and fifth chapter of this thesis. 

 

On the other hand, latent features deal with more subtle characteristics. Here, the 

categorization of content is not based on frequencies, but on vectors representing different 

inputs (like words or sentences) and their relationships. These can be based on matrices of co-

occurrence or distance matrices. In particular, this is especially useful to identify latent topics 

in written content and the association between these topics. In other words, for latent features, 

we are interested in the relationship between words and not so much about the frequency of 

these words. In conjunction with the general features approach, I apply the latent features 

procedure in the fourth and fifth chapters.  

 

After providing a theoretical discussion about the different methods to identify, classify, 

and analyze misinformation sources, I proceed to explicitly describe the rationale behind the 

chapters that compose the thesis. 

 

Overarching research question  

In the previous subsections I catalogued the different strategies that misinformation 

creators use to spread their content, specifically: cognitive and emotional tactics, mimicking 

strategies, and leveraging on urgency and recency. Each of these strategies are explored in a 
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different chapter to provide enough detail about each of them: Chapter 3 describes the cognitive 

and emotional strategies, Chapter 4 uncovers the mimicking strategies and, Chapter 5 depicts 

the reliance on urgency and recency of misinformation. However, the results should be 

interpreted in the light of an overarching research question: How misinformation sources 

employ different strategies to spread through social networks? This question is important 

because there is a myriad of strategies that malicious actors may employ, each one explored in 

a separate chapter. As a whole, the analysis of these strategies uncovers the dynamic, cognitive, 

and linguistic strategies of misinformation. 
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ABSTRACT 
 

 

In this chapter we explore the characteristics of misinformation content compared to 

factual news –what we call the “fingerprints of misinformation”- in a human-friendly, 

explainable, and interpretable way using 92,112 news articles classified in several categories: 

clickbait, conspiracy theories, fake news, hate speech, junk science and rumors. This essay 

compares these categories with factual news measuring the cognitive effort needed to process 

the content (readability and perplexity) and its emotional evocation (sentiment analysis and 

appeal to morality). The results show that misinformation is easier to process in terms of 

cognitive effort (3% easier to read and 15% less lexically diverse) and more emotional (10 

times more relying on negative sentiment and 37% more appealing to morality). The chapter 

is a call for more fine-grained research since our results indicate that there are significant 

differences among misinformation categories that are not considered in previous studies.  

 

 
 

 
 

Introduction 

 

How can we mitigate the spread of disinformation and misinformation? This is one of 

the current burning questions in social, political and media circles across the world (Kietzmann, 

Lee, McCarthy, & Kietzmann, 2020). The answer is complicated because the existing evidence 

shows that the prominence of deceptive content is driven by three factors: volume, breadth, and 

speed. While the access to information has been dramatically increasing since the advent of 

internet and social networks, the volume of misleading and deceptive content is also on the rise 

(Allcott, Gentzkow, & Yu, 2018); that is the volume problem. Also, deceptive content can 

adopt different forms. Misinformation can appear as rumors, clickbait or junk science (trying 

to maximize visitors to a webpage or selling “miraculous” products) or in the form of fake 

news or conspiracy theories (false information spread deliberately to affect political or social 
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institutions) (Scheufele & Krause, 2019); that is the breadth problem. Finally, misinformation 

spreads six time faster than factual information (Vosoughi et al., 2018), that is the speed 

challenge. These three factors contribute to making the tackling of both disinformation and 

misinformation one of the biggest problems in our times.  

 

Some of the prominent social media platforms have intended to stop the proliferation 

of misinformation with different features like relying on user’s reporting mechanisms (Chan, 

Jones, Hall Jamieson, & Albarracín, 2017; Lewandowsky, Ecker, Seifert, Schwarz, & Cook, 

2012) or using fact-checkers to analyze content that already went viral through the network 

(Chung & Kim, 2021; Tambuscio, Oliveira, Ciampaglia, & Ruffo, 2018; Tambuscio, Ruffo, 

Flammini, & Menczer, 2015). However, both approaches have some shortcomings. The 

assessment of third-party fact-checkers or user’s reports is sometimes a slow process and 

misinformation often persist after being exposed to corrective messages (Chan et al., 2017). 

Therefore, a purely human-centered solution is ineffective because misinformation is created 

in more quantity (volume), in more forms (breadth) and faster (speed) than the human ability 

to fact-check everything that is being shared in a given platform. To address this issue, we 

propose to explore what we call “the fingerprints of disinformation”. That is, we are interested 

in how factual news differ from different types of misinformation in terms of 1) evocation to 

emotions (sentiment analysis -positive, neutral, negative- and appeal to moral language as a 

challenge to social identity), and 2) cognitive effort needed to process the content (both in terms 

of grammatical features -readability- and lexical features -perplexity-).  

 

Regarding cognitive effort, extant research in the human cognition and behavioral 

sciences can be leveraged to identify misinformation through quantitative measures. For 

example, the information manipulation theory (McCornack et al., 2014) proposes that 

misinformation is expressed differently in terms of writing style. The main intuition is that 

misinformation creators have a different writing style seeking to maximize reading, sharing 

and, in general, maximizing virality. The limited capacity model of mediated motivated 

message processing (Lang, 2000, 2006) states that in information sharing, structural features 

and functional characteristics require different cognitive efforts to be processed (Kononova et 

al., 2016; Leshner & Cheng, 2009; Leshner et al., 2010) and, since humans attempt to minimize 
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cognitive effort when processing information, content that requires less effort to be processed 

is more engaging and viral (Alhabash et al., 2019).  

 

Moreover, another fingerprint of misinformation is its reliance on emotions (Bakir & 

McStay, 2018; Kramer et al., 2014; Martel et al., 2019; Taddicken & Wolff, 2020). In general, 

content that evokes high-arousal emotions is more viral (J. A. Berger & Milkman, 2009; Jonah 

Berger, 2011; Jonah Berger & Milkman, 2013; Goel et al., 2015; Milkman & Berger, 2014) 

which explains why social networks are a source of massive-scale emotional contagion (Fowler 

& Christakis, 2009; Kramer et al., 2014; Rosenquist et al., 2011). One of the main reasons 

proposed to explain this behavior is the dual-process theory of judgement stating that emotional 

thinking (in contrast to a more analytical thinking) hinders good judgement (Evans, 2003; 

Stanovich, 2005). Indeed, there is experimental evidence that engaging in analytic thinking 

reduces the propensity to share fake news (Bago et al., 2020; Gordon Pennycook et al., 2015; 

Gordon Pennycook & Rand, 2019). For example, encouraging people to think analytically, in 

contrast to emotionally, decreases likelihood of “liking” or sharing fake news (Effron & Raj, 

2020). On the contrary, reliance on emotion is associated with misinformation sharing (Weeks, 

2015) or believing in conspiracy theories (Garrett & Weeks, 2017; Martel et al., 2019). 

Similarly, tweets with negative content are retweeted more rapidly and frequently than positive 

or neutral tweets (Tsugawa & Ohsaki, 2017) and sentiment rather than the actual information 

content predicts engagement (Matalon, Magdaci, Almozlino, & Yamin, 2021). Moreover, 

beyond sentiment, there are other measures for evocation to emotions: morality. Although there 

is little research on how moral content contributes to online virality (Rathje et al., 2021), the 

mechanism is grounded in social identity theory (Tajfel & Turner, 1979) and self-

categorization theory (Turner et al., 1987) and lies in the idea that group identities are hyper 

salient on social media (Brady et al., 2017) because they act as a form of self-conscious identity 

representation (Kraft et al., 2020; van Dijck, 2013). Therefore, content that appeals to what 

individuals think is moral (or not moral), is likely to be more viral (Brady et al., 2020), 

especially in conjunction with negative emotions that challenge their social identity (Brady et 

al., 2017; Horberg et al., 2011). In contrast, reliable sources are forced to follow the principle 

of objectivity typical of good journalistic practice (Neuman et al., 1992). 
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This unprecedented fingerprint of misinformation provides evidence that content 

features differ significantly between factual news and different types of misinformation and 

therefore can facilitate early detection, automation, and the use of intelligent techniques to 

support fact-checking and other mitigation actions. More specifically, the novelty and benefits 

of the chapter are fourfold: 

 

1) Volume benefits: A solution must be scalable. Our proposal is a highly scalable 

technique that relies on psychological theories and Natural Language Processing 

methods to discern between factual news and misinformation types of content. 

Summarizing, we propose that misinformation has different complexity levels (in 

terms of lexical and grammatical features) that require different levels of cognitive 

effort and that misinformation evokes high-arousal emotions and a higher appeal to 

moral values. Using the mentioned variables, we can quickly classify every content 

shared in social networks at the exact moment when it is posted with little human 

intervention, helping to mitigate the volume challenge. 

2) Breadth benefits: Not all disinformation is created equal. While extant research has 

been dedicated to differentiating between factual and fake news aiming at binary 

classification (Choudhary & Arora, 2021; de Souza et al., 2020), there is not much 

evidence regarding rumors, conspiracy theories, junk science or hate speech 

altogether. In this chapter, we propose a model that can differentiate between 7 

different categories of content: clickbait, conspiracy theories, fake news, hate 

speech, junk science, rumors, and finally, factual sources. To our knowledge, this is 

the study with higher number of categories and higher number of news articles. 

3) Time benefits: Detecting misinformation before it is too late with on-spot 

interception. Usually, fact-checkers and platform create lists and rankings of 

content (usually URLs) that are viral to assess its veracity. However, this procedure 

has a problem: the content is fact-checked once it has gone viral. In this chapter we 

propose a method that is independent of network behavior, information cascades or 

their virality. Therefore, it allows to identify misinformation before it spreads 

through the network.  
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4) Explainability: Avoiding inmates running the asylum. In contrast to previous 

approaches (Hakak et al., 2021; Mahir, Akhter, & Huq, 2019; Manzoor, Singla, & 

Nikita, 2019), we provide an explainable model that is well-justified and grounded 

in common methods. In other words, we employ a set of mechanics that are easily 

explainable in human terms. This is important because this type of model have been 

rarely available (Miller, Howe, & Sonenberg, 2017). This model allows not only 

researchers but also practitioners and non-technical audiences to understand, and 

potentially adopt the model. 

 

In particular, we analyze 92,112 news articles with a median of 461 words per article 

(with a range of 201 to 1961 words and 58,087,516 total words) to uncover the features that 

differentiate factual news and six types of misinformation categories using a multinominal 

logistic regression (see Methods). For this, we assess the importance of quantitative features 

grounded in psychological and behavioral sciences through an operationalization based on 

Natural Language Processing. Specifically, we assess the readability, perplexity, evocation to 

emotions, and appeal to morality of the 92,112 articles. Among others, our results show that 

fake news and conspiracy theories are, on average, 8% simpler in terms of readability and 18% 

simpler in terms of perplexity, and 18% more reliant on negative emotions and 45% more 

appealing to morality than factual news. 

 

Methods 

 

Data 

 

In order to carry out the analysis we use the Fake News Corpus (Szpakowski, 2018), 

comprised of 9.4 million news items extracted from 194 webpages. Beyond the title and content 

for each item, the corpus also categorizes each new into one of the following categories: 

clickbait, conspiracy theories, fake news, hate speech, junk science, factual sources, and 

rumors. The category for each website is extracted from the OpenSources project (Zimdars, 

2017). In particular, the definitions for each category are: 
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Clickbait: Sources that provide generally credible content, but use exaggerated, 

misleading, or questionable headlines, social media descriptions, and/or images. 

Conspiracy Theory: Sources that are well-known promoters of kooky conspiracy 

theories. 

Fake News: Sources that entirely fabricate information, disseminate deceptive content, 

or grossly distort actual news reports. 

Hate News: Sources that actively promote racism, misogyny, homophobia, and other 

forms of discrimination. 

Junk Science: Sources that promote pseudoscience, metaphysics, naturalistic fallacies, 

and other scientifically dubious claims. 

Reliable: Sources that circulate news and information in a manner consistent with 

traditional and ethical practices in journalism. 

Rumor: Sources that traffic in rumors, gossip, innuendo, and unverified claims. 

 

The labelling of each website was done through crowdsourcing following the 

instructions as follows (Zimdars, 2017):  

 

Step 1: Domain/Title analysis. Here the crowdsourced participants look for suspicious 

domains/titles like “com.co”. 

Step 2: About Us Analysis. The crowdsourced participants are asked to Google every 

domain and person named in the About Us section of the website or whether it has a Wikipedia 

page with citations.  

Step 3: Source Analysis. If the article mentions an article or source, participants are 

asked to directly check the study or any cited primary source. Then, they asked to assess if the 

article accurately reflects the actual content. 

Step 4: Writing Style Analysis. Participants are asked to check if there is a lack of style 

guide, a frequent use of caps, or any other hyperbolic word choices. 

Step 5: Aesthetic Analysis. Similar to the previous step, but focusing in the aesthetics 

of the website, including photo-shopped images. 
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Step 6: Social Media Analysis. Participants are asked to analyze the official social 

media users associated with each website to check if they are using any of the strategies listed 

above. 

 

Here, it is important to note that we follow a similar approach as previous studies to 

classify sources (Broniatowski et al., 2022; Cinelli et al., 2020; Cox, Dickson, & Marier, 2020; 

Lazer et al., 2018; Singh et al., 2020). For example, Bovet and Makse (2019) use Media Bias 

Fact Check to classify tweets according to their crowdsourced classification instead of 

manually classifying tweet by tweet. This approach has two advantages. First, that it is scalable 

(Broniatowski et al., 2022) and, secondly, misinformation intent is better captured at the source 

level than at the article level (Grinberg, Joseph, Friedland, Swire-Thompson, & Lazer, 2019). 

Being aware of the potential limitations of this method, our approach offers a benefit: being 

able to tackle the breadth problem. 

 

Moreover, the fact that we include several misinformation categories is important 

because most of the existing research has a strong emphasis on distinguishing between fake 

news and factual news (de Souza et al., 2020; Helmstetter & Paulheim, 2018; Masciari, 

Moscato, Picariello, & Sperli, 2020; Zervopoulos et al., 2020). However, not all 

misinformation is created equal. In general, it is accepted that there are several categories of 

misinformation delimited by its authenticity and intent. Authenticity is related to the possibility 

of fact-checking the veracity of the content (Appelman & Sundar, 2016). For example, a 

statistical fact is easily checkable. However, conspiracy theories are non-factual, meaning we 

are not able to fact-check their veracity. On the other hand, intent can vary between mislead 

the audience (fake news or conspiracy theories), attract website traffic (clickbait) or undefined 

intent (rumors).  

 

In the Fake News Corpus, each website is categorized among one of the options and all 

their articles have the corresponding category. From there, we extracted 30,000 random articles 

from each category, generating a dataset of 210,000 misinformation articles. For factual news, 

we used Factiva to download articles from The New York Times, BBC, The Economist, The 

Wall Street Journal and The Guardian. This resulted in 3,177 articles. In total, the database 
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consists of 213,177 articles. We filtered our articles with less than 200 words and those with 

more than 2,000 words, ending up with a database of 147,550 articles. After calculating all the 

measures (readability scores, perplexity, appeal to morality and sentiment analysis), we deleted 

all the outliers (lower bound quantile = 0.025 and upper bound quantile = 0.975). This resulted 

in our final dataset consisting of 92,112 articles with the following distribution by type: 

clickbait (12,955 articles), conspiracy theories (15,493 articles), fake news (16,158 articles), 

hate speech (15,353 articles), junk science (16,252 articles), factual news (1,743 articles) and 

rumors (14,158 articles). The 197 websites hosting the 92,112 articles are: 

 

 
Table 1: List of sources and their corresponding category 

 

Computational linguistics 

 

Extant research in the human cognition and behavioral sciences can be leveraged to 

identify misinformation online through quantitative measures. For example, the information 
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manipulation theory (McCornack et al., 2014) or the four-factor theory (Zuckerman, DePaulo, 

& Rosenthal, 1981) propose that misinformation is expressed differently in terms of arousal, 

emotions or writing style. The main intuition is that misinformation creators have a different 

writing style seeking to maximize reading, sharing and, in general, maximizing virality. This 

is important because views and engagement in social networks are closely related to virality, 

and being repeatedly exposed to misinformation increases the likelihood of believing in false 

claims (Bessi et al., 2015; Mocanu, Rossi, Zhang, Karsai, & Quattrociocchi, 2015). 

 

Based on the information manipulation theory and the four-factor theory, we propose 

several parametrizations that can allow to statistically distinguish between factual news and a 

myriad of misinformation categories.  To do so, we calculate a set of quantifiable characteristics 

that represent the content of a written text and allow us to differentiate it across categories. 

More specifically, following the definition proposed by (Zhou & Zafarani, 2020) the style-

based categorization of content is formulated as a multinominal classification problem. In this 

type of problem, each text in a set of news articles N can be represented as a set of k features 

denoted by the feature vector  𝑓	 ∈ 	ℝ! . Through Natural Language Processing, or 

computational linguistics, we can calculate this set of k features for N texts. In the following 

subsection we describe these features and their theoretical grounding. 

 

Measuring cognitive effort through grammatical features: readability 

 

Using sentence length or word syllables as a measure of text complexity has a long 

tradition in computational linguistics  (Afroz, Brennan, & Greenstadt, 2012; Fuller, Biros, & 

Wilson, 2009; Hauch, Blandón-Gitlin, Masip, & Sporer, 2015; Monteiro et al., 2018). Simply 

put, the longer a sentence or word is, the more complex it is to read. Therefore, longer sentences 

and longer words require more cognitive effort to be effectively processed. The length of 

sentences and words are precisely the fundamental parameters of the Flesch-Kincaid index, our 

readability variable. 

 

Flesch-Kincaid is used in different scientific fields like pediatrics (D’Alessandro, 

Kingsley, & Johnson-West, 2001), climate change (De Bruin & Granger Morgan, 2019), 
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tourism (Liu & Park, 2015) or social media (Rajadesingan, Zafarani, & Liu, 2015). This 

measure estimates the educational level that is needed to understand a given text. The Flesch-

Kincaid readability score is calculated with the following formula (Kincaid, Fishburne Jr, 

Rogers, & Chissom, 1975): 

 

 𝐹𝑙𝑒𝑠𝑐ℎ. 𝐾𝑖𝑛𝑐𝑎𝑖𝑑	𝑠𝑐𝑜𝑟𝑒	(𝐹𝐾) = 	0.39 ∗ (
𝑛$
𝑛%&
) + 11.8 ∗ 	

𝑛%'
𝑛$

− 15.59 (E.1) 

 

Where 𝑛$ 	is the number of words, 𝑛%&  is the number of sentences, and 𝑛%'  is the 

number of syllables. In this case, 𝑛$ and 𝑛%& act as a proxy for syntactic complexity and 𝑛%' 

acts as a proxy for lexical difficulty. All of them are important components of readability (Just 

& Carpenter, 1980).  

 

While the Flesch-Kincaid score measured the cognitive effort needed to process a text 

based on grammatical features (the number of words, sentences, and syllables), it does not 

account for another source of cognitive load: lexical features.  

 

Measuring cognitive effort through lexical features: perplexity 

 

Lexical diversity is defined as a measure of the number of different words used in a text 

(Beheshti, Nejadansari, & Barati, 2020). In general, more advanced and diverse language 

allows to encode more complex ideas (Ellis & Yuan, 2004), which generates a higher cognitive 

load (Swabey et al., 2016). One of the most obvious measures for lexical diversity is using the 

ratio of individual words to the total number of words (known as the type-token ratio or TTR). 

However, this measure is extremely influenced by the denominator (text length). Therefore, 

we calculate the uncertainty in predicting each word appearance in every text through 

perplexity (Griffiths & Steyvers, 2004), a measure that has been used for language 

identification (Gamallo, Campos, & Alegria, 2016), to discern between formal and informal 

tweets (Gonzàlez, 2015), to model children’s early grammatical knowledge (Bannard, Lieven, 

& Tomasello, 2009), measuring the distance between languages (Gamallo, Campos, & Alegria, 

2017) or to assess racial disparities in automated speech recognition (Koenecke et al., 2020).  
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For any given text, there is a probability p for each word to appear. Lower probabilities 

indicate more information while higher probabilities indicate less information. For example, 

the word “aerospace” (low probability) has more information than “the” or “and” (high 

probability). From here, we can calculate how “surprising” each word x is by using log(p(x)). 

Therefore, words that are certain to appear have 0 surprise (p = 1) while words that will never 

appear have infinite surprise (p = 0). Entropy is the average amount of “surprise” per word in 

each text, therefore serves as a measure of uncertainty (higher lexical diversity) and it is 

calculated with the following formula: 

 

 𝐻 = −N𝑝(x)	𝑙𝑜𝑔(	𝑞(𝑥)
)

 (E.2) 

 

Where 𝑝(x) and 𝑞(x)	are the probability of word x appearing in each text. The negative sign 

ensures that the result is always positive or zero. For example, a text containing the string “bla 

bla bla bla bla” has an entropy of 0 because p(bla) = 1 (a certainty), while the string “this is an 

example of higher entropy” has an entropy of 2.807355 (higher uncertainty). Building upon 

entropy, perplexity measures the amount of “randomness” in a text:  

 

 𝑃𝑒𝑟𝑝𝑙𝑒𝑥𝑖𝑡𝑦(𝑀) = 	 𝜏*∑ ,(.)	123!	4())" = 25 (E.3) 

 

Where 𝜏 in our case is 2, and the exponent is the cross-entropy. All else being equal, a 

smaller vocabulary generally yields lower perplexity, as it is easier to predict the next word in 

a sequence (Koenecke et al., 2020). The interpretation is as follows: If perplexity equals 5, it 

means that the next word in a text can be predicted with an accuracy of 1-in-5 (or 20%, on 

average). Following our previous example, the string “bla bla bla bla bla” has a perplexity of 

1 (no surprise because all words are the same and, therefore, predicted with a probability of 1), 

while the string “this is an example of higher entropy” has a perplexity of 7 (since there are 7 

different words that appear 1 time each, yielding a probability of 1-in-7 to appear). 
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Measuring emotions through polarity: sentiment analysis 

 

The usual way of measuring polarity in written texts is through sentiment analysis. For 

example, this technique has been used to analyze movie reviews (Bai, 2011), to improve ad 

relevance (Qiu et al., 2010), to quantify consumers’ ad sharing intentions (Kulkarni, Kalro, 

Sharma, & Sharma, 2020), to explore customer satisfaction (Ju, Back, Choi, & Lee, 2019) or 

to predict election outcomes (Tumasjan, Sprenger, Sandner, & Welpe, 2010). Mining opinions 

in texts is done by seeking content that captures the effective meaning of sentences in terms of 

sentiment. In our case, we are interested in the determination of the emotional state (positive, 

negative, or neutral) that the text tries to convey towards the reader. To do so, we employ a 

dictionary to help in the achievement of this task. More specifically, we employ the AFINN 

lexicon developed by Finn Årup Nielsen (Nielsen, 2011) one of the most used lexicons for 

sentiment analysis (Akhtar, Ekbal, & Cambria, 2020; Chakraborty et al., 2020; Hee et al., 2018; 

Ragini, Anand, & Bhaskar, 2018). In this dictionary, 2,477 coded words have a score between 

minus five (negative) to plus five (positive). The algorithm matches words in the lexicon in 

each text and adds/subtracts points as it effectively finds positive and negative words in the 

dictionary that appear in the text. If a text has a neutral evocation to emotions will have a value 

around 0, if a text is evocating positive emotions will have a value higher than 0 and if a text 

is evocation a negative emotion will have a value below 0. For example, in our sample, one of 

the highest values in negative emotions (emotion = -32) is the following news from the fake 

news category reporting about a shooting against two police officers in France: “(…) Her 

candidacy [referring to Marine Le Pen] has been an uprising against the globalist-orchestrated 

Islamist invasion of the EU and the associated loss of sovereignty. The EU is responsible for 

the flood of terrorist and Islamists into France (…)”. In contrast, the following junk science 

article has one of the highest positive values (emotion = +28): “A new bionic eye lenses 

currently in development would give humans 3x vision, at any age. (…) Even better is the fact 

that people who get the lens surgically inserted will never develop cataracts”. 
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Measuring emotions through social identity: morality 

 

To measure morality, we will use a previously validated dictionary (Graham et al., 2009). 

This dictionary has been used to measure polarizing topics like gun control, same-sex marriage 

or climate change (Brady et al., 2017), to study propaganda (Barrón-Cedeño, Jaradat, Da San 

Martino, & Nakov, 2019) or to measure responses to terrorism (Sagi & Dehghani, 2014) and 

social distance (Dehghani et al., 2016). Like in sentiment analysis, morality is measured by 

counting the frequency of moral words in each text. The dictionary contains 411 words like 

“abomination”, “demon”, “honor”, “infidelity”, “patriot” or “wicked”. In contrast to previous 

measures, the technique employed to quantify morality is highly sensitive to text length (with 

longer texts having higher probabilities of containing “moral” words), therefore, we calculate 

our morality measure as moral words per 500 words in each text. In addition, since negative 

news spreads farther (Hansen, Arvidsson, Nielsen, Colleoni, & Etter, 2011; Vosoughi et al., 

2018), we add an interaction term between morality and negativity by multiplying the morality 

per 500 words and the negativity per 500 words for each text, this being our main measurement 

for morality: 

 

 𝑀𝑜𝑟𝑎𝑙𝑖𝑡𝑦6(𝑀) = 	
𝑚𝑜𝑟6
𝑛$,6

∗ 	
𝑛𝑒𝑔6
𝑛$,6

 (E.4) 

 

Where 𝑚𝑜𝑟6 is the overall number of moral words in text i, 𝑛𝑒𝑔6 is the absolute number of 

negative words in text i and 𝑛$,6 is the total number of words in text i.  

 

 

Similarities between misinformation and factual news: distance and clustering 

 
For our distance metric we use the Euclidean distance that can be formulated as follows: 

 

 

 𝑑89 =	YN (𝑒86 − 𝑒96)(
:

6;<
 (E.5) 



 

 
 

63  

 
Regarding the method to merge the sub-clusters in the dendrogram, we employed the 

unweighted pair group method with arithmetic mean. Here, the algorithm considers clusters A 

and B and the formula calculates the average of the distances taken over all pairs of individual 

elements a	∈	A and b	∈	B.	More formally: 

	

 𝑑89 =
∑ 𝑑(𝑎, 𝑏)=	∈	?,@	∈	A

|𝐴| ∗ 	 |𝐵| 	 (E.6) 

	

 

To add robustness to our results, we also used the k-means algorithm, which calculates 

the total within-cluster variation as the sum of squared Euclidean distances (Hartiga & Wong, 

1979): 

 

 𝑊(𝐶!) = N (𝑥6 − 𝜇!)(
)#∈B$

 (E.7) 

 

 

Where 𝑥6  is a data point belonging to the cluster 𝐶! , and 𝜇!  is the mean value of the 

points assigned to the cluster 𝐶!. With this, the total within-cluster variation is defined as: 

 

 𝑡𝑜𝑡. 𝑤𝑖𝑡ℎ𝑖𝑛𝑒𝑠𝑠 = 	N𝑊(𝐶!) = 	N N (𝑥6 − 𝜇!)(
)#∈B$

!

!;<

!

!;<

 (E.8) 

 

 

To select the number of clusters, we use the elbow method with the aim to minimize the 

intra-cluster variation: 

 

 𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑒 dN𝑊(𝐶!)
!

!;<

e (E.9) 
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Differentiating misinformation from factual news: multinominal logistic regression 

 

The main objective of this chapter is not just to report descriptive differences between reliable 

news and misinformation sources, but to look for systemic variance among their structural 

features measured through our four variables. Therefore, it is not enough to report the averages 

and confidence intervals of each variable for each category, but also analyzing differences and 

similarities in the light of all variables altogether. This is why we will employ a multinominal 

logistic regression, a technique suitable for mutually exclusive variables with multiple discrete 

outcomes.  

 

We employ a multinominal logistic regression model with K classes using a neural 

network with K outputs and the negative conditional log-likelihood (Venables & Ripley, 2002). 

This logistic model is generalizable to categorical variables with more than two levels 

namely {1,…,J}{1,…,J}. Given the predictors 𝑋<, … , 𝑋,𝑋<, … , 𝑋,. In this multinominal logistic 

regression model, the probability of each level j of Y is calculated with the following formula 

(García-Portugés, 2021): 

 

 𝑝C(𝑥) ≔ 	
ℙj𝑌 = 𝑗m𝑋< =	𝑥<, … , 𝑋, =	𝑥,n𝑒D%&ED'&F'E⋯ED(&F(

1 +	∑ 𝑒D%)ED')F'E⋯ED()F(H*<
1;<

 (E.10) 

 

for j=1,…,J−1j=1,…,J−1 and (for the reference level J = factual news): 

 

 𝑝C(𝑥) ≔ 	
ℙj𝑌 = 𝐽m𝑋< =	𝑥<, … , 𝑋, =	𝑥,n1
1 +	∑ 𝑒D%)ED')F'E⋯ED()F(H*<

1;<
 (E.11) 

 

As a generalization of a logistic model, it can be interpreted in similar terms if we take 

the quotient between (A.1) and (A.2): 

 

 
𝑝C(𝑋)
𝑝H(𝑋)

= 	 𝑒D%&ED'&F'E⋯ED(&F( (E.12) 
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for j=1,…,J−1j=1,…,J−1. If we apply a logarithm to both sides, we obtain: 

 

 

 log s
𝑝C(𝑋)
𝑝H(𝑋)

t = 	𝛽IC + 𝛽<C𝑋< +⋯+ 𝛽,C𝑋, (E.13) 

 
Therefore, multinominal logistic regression is a set of J – 1 independent logistic 

regressions for the probability of Y = j versus the probability of the reference Y = J. In this 

case, we used factual news as the level of our outcome since we are interested how 

misinformation differs from this baseline using the following formula: 

 

𝑙𝑜𝑔 w
𝑃(𝑐𝑎𝑡 = 𝑗 = 	𝑓𝑎𝑘𝑒

𝑃(𝑐𝑎𝑡 = 𝐽 = 	𝑟𝑒𝑙𝑖𝑎𝑏𝑙𝑒)x = 	𝛽IC + 𝛽<C
(𝑟) + 𝛽<C(𝑝) + 𝛽<C(𝑠) + 𝛽<C(𝑚) 

        

(E.14) 

 

Where s = sentiment, m = morality, r = readability and p = perplexity. This method 

will allow us, beyond the fingerprints of misinformation described before, to quantify the 

differences between factual news and non-factual content. 

 

 

Results 

 

To investigate the differences between factual news and misinformation, we analyze 92,112 

news articles classified into 7 categories: clickbait (n = 12,955), conspiracy theories (n = 

15,493), fake news (n = 16,158), hate content (n = 15,353), junk science (n = 16,252), rumors 

(n = 14,158), and factual information (n = 1,743) (see Methods for a detailed description of the 

database). For each article, we calculated our measures of cognitive effort (readability and 

perplexity) and evocation to emotions (sentiment analysis and appeal to morality). Figure 1 

shows the average values and confidence intervals for each measure and each category.  
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Figure 1: The Fingerprints of Misinformation 

Notes: (1) Figure 1.A shows the cognitive effort needed to process a text using the Flesch-Kincaid readability 
score; (2) Figure 1.B. depicts the cognitive effort as measured by perplexity; (3) Figure 1.C. plots the sentiment 
(positive, neutral, negative) of each category; (4) Figure 1.D shows the appeal to morality in each category. 
 

With regard to cognitive effort, we obtained the following results. The readability scores are 

high for junk science (FK = 13.94, 95% CI = 13.90, 13.99). Hate content (FK = 12.97, 95% CI 

= 12,93, 13,03) and factual news (FK = 12.96, 95% CI = 12.83, 13.09) are very similar. A third 

group of news category contains clickbait (FK = 12.40, 95% CI = 12.35, 12.45), conspiracy 

theories (FK = 12.39, 95% CI = 12.34, 12.43) and rumors (FK = 12.37, 95% CI = 12.33, 12.42). 

Finally, fake news is the category with a lower cognitive effort needed to process the content 

in all our categories as measured by the readability score (FK = 11.25, 95% CI = 11.21, 11.29). 

Next, we examined perplexity with the following results. Rumors obtained the lowest value (P 

= 140. 56, 95% CI = 140.12, 141.00), followed by fake news (P = 142.56, 95% CI = 142.13, 

142.99), hate content (P = 143.64, 95% CI = 143.18, 144.10) and conspiracy theories (P = 

143.73, 95% CI = 143.28, 144.17). Then, clickbait (P = 155.07, 95% CI = 154.57, 155.57) and 
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junk science (P = 163.91, 95% CI = 163.53, 164.30) are the categories right below factual 

content (P = 174.23, 95% CI = 172.99, 175.47). 

 

The sentiment analysis variable highlights how factual news are, in essence, neutral 

(sentiment = -.19, 95% CI = -0.84, .45), in concordance with its journalistic norm of objectivity 

(Neuman et al., 1992). On the side of more positive language, we find rumors (sentiment = 0.86, 

95% CI = 0.65, 1.08) and junk science (sentiment = 2.52, 95% CI = 2.31, 2.72). Looking at 

categories with a negative prominence in their content, we find that hate has the highest 

negative value (sentiment = -6.01, 95% CI = -6.21, -5.82), followed by fake news (sentiment 

= -3.51, 95% CI = -3.70, -3.32), conspiracy theories (sentiment = -3.41, 95% CI = -3.59, -3.22) 

and clickbait (sentiment = -3.09, 95% CI = -3.31, -2.87). Regarding social identity and the 

appealing to morality, factual news has the lowest value of all categories (morality = 3.12, 95% 

CI = 3.01, 3.22), again, in concordance with objectivity approaches in reliable news. Somehow 

in-between, we find categories that employ moral language to a greater extent but without high 

values. That is the case of junk science (morality = 3.87, 95% CI = 3.83, 3.91) and rumors 

(morality = 3.97, 95% CI = 3.93, 4.02). As for the categories with higher usage of moral 

language, there are clickbait news (morality = 4.38, 95% CI = 4.34, 4.43), hate speech (morality 

= 4.41, C95% I = 4.36, 4.46), conspiracy theories (morality = 4.44, 95% CI = 4.39, 4.48) and, 

finally, fake news (morality = 4.66, 95% CI = 4.61, 4.70). 

  

Quantitative similarities among factual news and misinformation categories 

 

After calculating the factual and misinformation categories profiles, we calculate 

similarities among them through clustering analysis. This is important because results will 

indicate how close each misinformation category is to reliable news, allowing us to refine the 

previously presented results. First, we calculated the Euclidean distance (sum of squared 

distances and taking the square root of the resulting value), forcing values that are very different 

to add a higher contribution to the distance among observations. After calculating the distance 

matrix, we employed a hierarchical clustering technique using the unweighted pair group 

method with arithmetic mean. The results are the following: 
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Figure 2: Hierarchical Clustering of Categories 

Notes for Figure 2.A: Red lines indicate stronger associations 
Notes for Figure 2.B: Darker colors indicate stronger associations 
 

In Figures 2.A and 2.B we can observe that the Euclidean distance between factual news and 

rumors is 37.68, with fake news is 35.69, with hate content is 34.84, with conspiracy theories 

is 34.33, with clickbait is 21.71 and with junk science is 12.00. Looking at the clustering 

resulting from these distances, we see that there are two big clusters (height = 24.90): rumors, 

hate speech, conspiracy theories and fake news on one side and factual content, clickbait, and 

junk science on the other. This result indicates that the misinformation categories that are more 

similar to reliable news are click bait and junk science. However, looking at the resulting 

clusters for a lower height, we see that factual content is the first category to be separated from 

the others (height 16.86). In other words, at height = 16.86, the biggest difference is between 

factual content and misinformation sources. From there, the next separation is between 

clickbait and rumors (height = 11.85). On the other hand, the separations in the first group 

appear at lower heights (meaning, more similarities among these categories). For example, 

rumors split from hate speech, conspiracy theories and fake news at height = 6.68. Next, hate 

speech separates from conspiracy theories and fake news at height = 3.30. Finally, the most 

similar categories are conspiracy theories and fake news (height = 1.84).  
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Using the total within-clusters sum of squares in our sample, we observed that the optimal 

number of clusters are two. However, we also report all the other clustering possibilities as a 

robustness check. 

 

 

 

Figure 3: Clustering of Categories 

In Figure 3.A, we see that junk science and factual content are the most similar categories, 

while all the rest pertain to a single big cluster. However, if we opt for explore the results 

increasing the number of clusters (Figure 3.B), they follow the same behavior as the 

hierarchical clustering. After three clusters, reliable news is the first category to be isolated 

from all the others, revealing its distinctive nature in terms of linguistic characteristics.      
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Quantitative differences among factual news and misinformation categories 

 

 

 
 

 

 

 

 

 

 

 

 

 

 

 

Table 2: Multinominal Logistic Regression Results 

 
 

 

 

 

 

 

 

 

 

 

 

 

Figure 4: Multinominal Logistic Regression Results.  

Notes: Factual news are considered the level of the model output (i.e., our reference)
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In Table 1 and Figure 4 we can see the results of the multinominal logistic regression 

model with each column comparing the corresponding misinformation category to our baseline 

(factual news). This method allows us to use reliable news as our “role model” of information 

and see how misinformation categories diverge from this baseline. The results show that a one-

unit increase in the readability score is associated with a decrease in the log odds of 

categorizing content in the clickbait (𝛽JKLMLN616&',O16O!NL6& =	−0.06, p < 0.001) conspiracy 

theories (𝛽JKLMLN616&',O2:%,6JLO' =	−0.05 , p < 0.001), fake news (𝛽JKLMLN616&',PL!K	:K$% =

	−0.21, p < 0.001), and rumor (𝛽JKLMLN616&',JQR2J =	−0.04, p < 0.001) categories. In other 

words, the easier to read a text is, the more likely it pertains to the clickbait, conspiracy theories, 

fake news, or rumor categories. On the other side, a one-unit increase in the Flesch-Kincaid 

score is associated with an increase in the log odds of hate speech (𝛽JKLMLN616&',SL&K = 	0.01, 

p<0.1) and junk science categories (𝛽JKLMLN616&',CQ:!	%O6K:OK = 	0.04, p < 0.001).  

 

Regarding perplexity, the log odds of a content being misinformation 

( 𝛽,KJ,1K)6&',O16O!NL6& =	−0.03 , p<0.001; 𝛽,KJ,1K)6&',O2:%,6JLO' =	−0.04 , p<0.001; 

𝛽,KJ,1K)6&',PL!K	:K$% =	−0.04 , p<0.001; 𝛽,KJ,1K)6&',SL&K =	−0.04 , p<0.001; 

𝛽,KJ,1K)6&',CQ:!	%O6K:OK =	−0.01 , p<0.001; 𝛽,KJ,1K)6&',O2:%,6JLO' =	−0.04 , p<0.001) 

decreases as the level of perplexity of the text increases (as a reminder, an increase in perplexity 

means lower predictability). In other words, misinformation categories have lower lexical 

diversity.  

 

As for the sentiment of the content, a one unit increase in negative sentiment is 

associated with an increase in the log odds of a content being clickbait (𝛽%K:&6RK:&,O16O!NL6& =

	−0.01, p < 0.001), conspiracy theory (𝛽%K:&6RK:&,O2:%,6JLO' =	−0.02, p < 0.001), fake news 

(𝛽%K:&6RK:&,PL!K	:K$% =	−0.02 , p < 0.001) or hate speech (𝛽%K:&6RK:&,SL&K =	−0.03 , p < 

0.001), indicating that these categories tend to employ a highly negative and sentimental 

language; while a one unit increase in the positive sentiment score is associated with an increase 

in the log odds of a content being junk science (𝛽%K:&6RK:&,CQ:!	%O6K:OK = 	0.02, p < 0.001) or a 

rumor (𝛽%K:&6RK:&,JQR2J = 	0.01 , p < 0.001). Therefore, misinformation tends to rely on 

emotional language. However, the polarity of these emotions varies across misinformation 

categories. Both junk science and rumors tend to be significantly more positive than reliable 

news. 
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Finally, an increase by one unit in the morality appealing in a given text is associated 

with an increase in the log odds of this content being misinformation (𝛽R2JL16&',O16O!NL6& =

	0.18, p<0.001; 𝛽R2JL16&',O2:%,6JLO' = 	0.18, p<0.001; 𝛽R2JL16&',PL!K	:K$% = 	0.20, p<0.001; 

𝛽R2JL16&',SL&K = 	0.16 ,p<0.001; 𝛽R2JL16&',CQ:!	%O6K:OK = 	0.16 , p<0.001; 

𝛽R2JL16&',O2:%,6JLO' = 	0.14, p<0.001). In addition to lexical diversity, the usage of moral 

language appears to be one of the main determinants of misinformation communication 

strategies. This finding is important because existing research tends to overemphasize the role 

of sentiment while neglecting the prominent role of appeal to morality. 

 

The results of the multinominal logistic regression were used to get insights into the 

probabilities of categorizing content using a baseline category (factual news). Next, we 

complement the results with predicted probabilities based on simulations for each category in 

four scenarios corresponding to our four variables using the previous multinominal logistic 

regression model. In other words, we predict the probabilities for each category in the scenario 

(variable) with the following ranges: 𝑅𝑒𝑎𝑑𝑎𝑏𝑖𝑙𝑖𝑡𝑦 = [6.78, 22.05],  𝑃𝑒𝑟𝑝𝑙𝑒𝑥𝑖𝑡𝑦 =

[91.37, 215.01], 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 = [−32, 28], 𝑀𝑜𝑟𝑎𝑙𝑖𝑡𝑦 = [0.30, 13.75]. For each scenario, we 

calculate 100 simulations giving us predicted values (that later we average) and the uncertainty 

around the average (confidence intervals: 0.025, 0.975).  

 

Regarding the first differences, we use the expected values. The difference between 

predicted and expected values is subtle but important. Even though both result in almost 

identical averages (r = 0.999, p < 0.001), predicted values have a larger variance because they 

content both fundamental and estimation uncertainty (King, Tomz, & Wittenberg, 2000). 

Therefore, to calculate the expected value we apply the same procedure for the predicted value 

and average over the fundamental uncertainty of the m simulations (in this case, m = 100). 

Specifically, the procedure is to simulate each variable setting all the other variables at their 

means and the variable we are interested in at its starting point (lower range). Then, we change 

the value of the variable to its ending point (high range), keeping all the other variables at their 

means and repeat the simulation. We repeat this process 100 times and average the results for 

the starting and ending points. The result is a full probability distribution that we use to compute 

the average expected value and the confidence intervals. From there, we calculate first 

differences, which are the difference between the two expected, rather than predicted, values 

(King et al., 2000). 
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These results show the predicted probabilities for all choices of the multinominal logit 

model we employed. For each variable we performed 100 simulations with confidence 

intervals settled at 0.025 and 0.975. The results are the following: 

 

  
Figure 5: First differences of the multinominal logit model - Readability 

For the readability score, we see that lower levels of complexity (readability = 6.78), 

the probabilities for a given text being classified in each category is: factual (P = 0.015, CI = 

[0.013, 0.017]), clickbait (P = 0.145, [CI = 0.140, 0.149]), conspiracy theories (P = 0.160, CI 

= [0.156, 0.166]), fake news (P = 0.373, CI = [0.366, 0.380]), hate speech (P = 0.106, CI = 

[0.102, 0.109]), junk science (p = 0.060, CI = [0.058, 0.061]) and rumor (P = 0.141, CI = 

[0.136, 0.147]). In contrast, for complex texts (readability = 22), the probabilities per category 

are: factual (P = 0.015, CI = [0.013, 0.018]), clickbait (P = 0.079, CI = [0.074, 0.084)], 

conspiracy theories (P = 0.109, CI = [0.104, 0.115]), fake news (P = 0.022, CI = [0.020, 0.023]), 

hate speech (P = 0.106, CI = [0.199, 0.214]), junk science (P = 0.461, CI = [0.452, 0.471]) and 

rumor (P = 0.105, CI = [0.099, 0.112]).  

 

Regarding first differences, we see that increasing the readability score from 6.78 to 22 

has no effect on the probabilities of content being classified as factual news  (P = 0.000, CI = 

[-0.003, 0.003]), decrease by 6.44% the probabilities of being clickbait (CI = [-0.074, -0.056]), 

a decrease of 5.16% for conspiracy theories (CI = [-0.061, -0.042]), or a decrease of 3.47% in 

rumors (CI = [-0.044, -0.026]); remarkably, increasing the readability translates into a decrease 
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of 35% of being classified as fake news (CI = [-0.361, -0.344]). On the other side, an increase 

in readability shows 9.96% more probability of being classified as hate speech (CI = [0.087, 

0.111]) and an increase of 40.19% of being classified as junk science (CI = [0.390, 0.414]). 

These results show that the junk science and fake news categories are both the most sensible 

to changes in the readability score in opposite directions: increasing the readability score 

significantly increases the probability of being categorized as junk science while decreasing it 

significantly increases the probability of a given content being categorized as fake news. 

 

   
Figure 6: First differences of the multinominal logit model - Perplexity 

Next, for the cognitive effort measured through perplexity, we see that lower levels of 

perplexity (perplexity = 91), the probabilities for a given text being classified in each category 

is: factual (P = 0.001, CI = [0.001, 0.002]), clickbait (P = 0.076, CI = [0.073, 0.079]), 

conspiracy theories (P = 0.206, CI = [0.201, 0.212]), fake news (P = 0.213, CI = [0.208, 0.218]), 

hate speech (P = 0.216, CI = [0.211, 0.222]), junk science (p = 0.049, CI = [0.046, 0.050]) and 

rumor (P = 0.239, CI = [0.235, 0.246]). In contrast, for content with high perplexity (perplexity 

= 215), the probabilities per category are: factual (P = 0.089, CI = [0.083, 0.096]), clickbait (P 

= 0.194, CI = [0.186, 0.200]), conspiracy theories (P = 0.091, CI = [0.088, 0.094)], fake news 

(P = 0.098, CI = [0.094, 0.101]), hate speech (P = 0.084, CI = [0.081, 0.088]), junk science (P 

= 0.385, CI = [0.376, 0.393]) and rumor (P = 0.058, CI = [0.056, 0.061]).  

 

For perplexity, the first differences show that an increase from 91.37 to 215.01 

translates into an 8.72% increase in the probabilities of content being classified as factual news 
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(CI = [0.080, 0.095]), an increase in 11.85% for the probability of being clickbait (CI = [0.109, 

0.127]), and an increase in 33.75% of being classified as junk science (CI = [0.327, 0.350)]. In 

contrast, it also translates into a 11.44% decrease in being classified as a conspiracy theory (CI 

= [-0.122, -0.107]), a 11.45% decrease of being fake news (CI = [-0.123, -0.105]), a 13.15 

decrease in being hate speech (CI = [-0.140, -0.123]) and a 18.27% decrease of being a rumor 

(CI = [-0.193, -0.175]). These results indicate that increasing the perplexity of content increases 

the probabilities of a content being classified as junk science, clickbait or factual news while 

decreasing perplexity augments the probability of a piece of text being classified as conspiracy 

theory, fake news, hate speech or rumors.  

 

   
Figure 7: First differences of the multinominal logit model - Sentiment 

As for sentiment analysis, we see that highly negative values (sentiment = -32), the 

probabilities for a given text being classified in each category is: factual (P = 0.015, CI = [0.013, 

0.016]), clickbait (P = 0.149, CI = [0.143, 0.155]), conspiracy theories (P = 0.189, CI = [0.182, 

0.195]), fake news (P = 0.205, CI = [0.201, 0.212]), hate speech (P = 0.301, CI = [0.292, 

0.308]), junk science (p = 0.062, CI = [0.060, 0.065]) and rumor (P = 0.077, CI = [0.074, 

0.080]). In contrast, for highly positive sentiments (sentiment 28), the probabilities per category 

are: factual (P = 0.019, CI = [0.017, 0.020]), clickbait (P = 0.104, CI = [0.100, 0.108)], 

conspiracy theories (P = 0.118, CI = [0.113, 0.123]), fake news (P = 0.120, CI = [0.115, 0.125]), 

hate speech (P = 0.066, CI = [0.063, 0.068]), junk science (P = 0.342, CI = [0.333, 0.348]) and 

rumor (P = 0.231, CI = [0.225, 0.239]). In the case of sentiment, first differences show that 

increasing the sentiment score from -32 to 28 generates a negligible effect on content being 
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classified as factual news (P = 0.000, CI = [0.000, 0.007]), and an increase in the probabilities 

of classifying content into the junk science (P = 0.279, CI = [0.270, 0.290]) and rumor 

categories (P = 0.154, CI = [0.141, 0.165]). On the other side, an increase towards negative 

sentiments translates into an increase in probabilities of being categorized as clickbait (P = -

0.044, CI = [-0.053, -0.036]), conspiracy theories (P = -0.071, CI = [-0.082, -0.059]), fake news 

(P = -0.085, CI = [-0.096, -0.075]), and hate speech (P = -0.236, CI = [-0.247, -0.223]). These 

results indicate that highly positive sentiments increase the probability of a content being 

classified as junk science or rumors, while an increase in the negative sentiment leads to an 

increased probability of being classified as hate speech, fake news, conspiracy theories or 

clickbait. 

 

   
Figure 8: First differences of the multinominal logit model - Morality 

Finally, looking at low levels of appeal to morality (morality = 0.3), the probabilities 

for a given text being classified in each category is: factual (P = 0.032, CI = [0.013, 0.016]), 

clickbait (P = 0.132, CI = [0.143, 0.155]), conspiracy theories (P = 0.161, CI = [0.182, 0.195]), 

fake news (P = 0.156, CI = [0.201, 0.212]), hate speech (P = 0.172, CI = [0.292, 0.308]), junk 

science (p = 0.179, CI = [0.060, 0.065]) and rumor (P = 0.168, CI = [0.074, 0.080]). In contrast, 

for content with high appeal to morality (morality = 13.75), the probabilities per category are: 

factual (P = 0.003, CI = [0.003, 0.004)], clickbait (P = 0.158, CI = [0.150, 0.166]), conspiracy 

theories (P = 0.182, CI = [0.174, 0.191]), fake news (P = 0.221, CI = [0.212, 0.230]), hate 

speech (P = 0.151, CI = [0.144, 0.158]), junk science (P = 0.165, CI = [0.158, 0.171]) and 

rumor (P = 0.119, CI = [0.112, 0.125)]. Finally, first differences for appealing to morality show 
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that increasing the morality score from 0.3 to 13.75 generates a decrease on content being 

classified as factual news (P = -0.029, CI = [-0.032, -0.025]), a decrease in being classified as 

junk science (P = -0.013, CI = [-0.032, -0.025]), a decrease in hate speech (P = -0.022, CI = [-

0.032, -0.009]), and a decrease in being a rumor (P = -0.050, CI = [-0.058, -0.040]). Contrarily, 

the same change in the scenario is associated with an increase being classified as conspiracy 

theory (P = 0.021, CI = [0.009, 0.033]), clickbait (P = 0.026, CI = [0.012, 0.040]), or fake news 

(P = 0.066, CI = CI = [0.055, 0.079]). Morality plays a role in identifying categories by 

augmenting their probabilities of being classified as factual news, rumors, hate speech or junk 

science as we decrease the appeal to morality; and on the contrary, it leads to higher 

probabilities of being classified as fake news clickbait or conspiracy theories as we increase 

the appeal to morality in a given text. 

 

Discussion 

 

The spread of misinformation content is an important and complex problem because 

not all misleading content is created equal. Our results indicate that there are significant 

differences between content characteristics from factual sources and misinformation content in 

the form of clickbait, conspiracy theories, fake news, hate speech, junk science and rumours.  

 

As for the size of these differences, we showed that fake news are, on average, 18 times 

more negative than factual news (having hate speech the highest difference with 30 times more 

negativity than factual news); that factual information is 15% more lexically diverse (with 

rumors being 19% less diverse than factual news); that fake news appeal to moral values 37% 

more than factual content (although hate speech appeals 50% more to morality than factual 

sources); and that fake news are 3% easier to process than factual sources (while fake news are 

13% easier to process). From here, as seen in the hierarchical clustering, we showed how 

factual content is different from all the other categories and how fake news and conspiracy 

theories are closely related; that hate speech and rumors are also similar to conspiracy theories 

and hate speech or how clickbait and junk science are more similar to factual sources than to 

the other misinformation categories. These results are important because our proposed 

fingerprints of misinformation provide grounding for the refinement of previous results and 

better interventions to mitigate their spread in the realm of technological companies, fact-
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checkers and media outlets or public policy in the light of the volume, breadth, speed and 

explainability challenges. 

 

We know that our capacity for discerning between factual and false content is highly 

influenced by social norms (Frenda, Nichols, & Loftus, 2011; Zhu et al., 2010) and moral 

foundations (Dehghani et al., 2016; Graham, Haidt, & Nosek, 2009), defined as the 

“interlocking sets of values, practices, institutions, and evolved psychological mechanisms that 

function to suppress selfishness” (Graham et al., 2009, p. 1031). This is especially relevant for 

people with low levels of media literacy (D. M. J. Lazer et al., 2018) because our results show 

that, in general, misinformation requires less cognitive effort for being processed and is more 

reliant on emotions than factual information: it is easier to read, and falsified content creators 

use a less diverse vocabulary, which may explain why misinformation is more prevalent among 

low-literacy individuals (D. M. J. Lazer et al., 2018), and more appealing to negative emotions 

and moral values, which may influence our ability to discern between misinformation and 

factual content.  

 

This has implications for previous and future research. It may be the case that our results 

moderate the motivated reasoning mechanism (Bago et al., 2020; Kraft, Lodge, & Taber, 2015) 

by augmenting or diminishing its effect depending on the level of emotional evocation and 

morality and the cognitive effort needed to process it. For example, emotions can be used as a 

strategy to convey a particular point of view when the appropriate methods are less likely to 

yield the desired conclusion (Kunda, 1990).  Likewise, our results open the door to refining 

previous research. Preceding evidence shows that misinformation is more viral than factual 

news (Vosoughi et al., 2018). However, prior studies only focus on one or just a few specific 

categories, usually fake news. Our results offer the opportunity to explore to what extent 

different misinformation categories are more viral than others and how their structural features 

in terms of cognitive effort and appeal to emotions drive this virality. 

 

In addition, this method can help technology companies, media outlets and fact-

checking organizations to prioritize the content to be checked. This is aligned with the call for 

“public interest algorithms” to identify misinformation and protect consumers (Wheeler, 

2017). With the model we provided and the resulting outcomes, one can inform more complex 

models to boost people’s abilities to identify misinformation. Regarding technology 

companies, there is evidence that correcting misinformation through “related stories” features 
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in their platforms can reduce the prominence of misleading content (Bode & Vraga, 2015), 

although just around 3.7% (G Pennycook & Rand, 2017). Beyond the small effect, these 

systems rely on content or sources that have already been flagged as potential misinformation. 

In contrast, using the results provided in this chapter, these platforms may use the same system 

without the need to explicitly identify the source as misleading and recommending “related 

stories” based on the assessment of the readability, perplexity, emotionality, and morality 

levels of the content being shared.  

 

As a potential deployment strategy for coping with misinformation, social media could 

analyze the content of links being posted in their platforms at the exact same moment it is 

shared. The feasibility of real-time deployment should not be a big problem since the method 

uses manageable calculations in a reasonable amount of time (less than one second for an article 

of 2,000 words). Here, platforms have two options. First, they can analyze each URL being 

shared individually, looking for the structural cues described in this chapter. The results are 

useful to identify content worth fact-checking. Since results can be compared to factual 

sources, companies can stablish specific thresholds to set up a system that fact-checks -or warns 

the user- if the article deviates substantially from reliable practices. On the other hand, social 

media companies can opt for stablishing identification strategies at the source level. Since we 

can expect that not everything being published in a given malicious source is misinformation, 

social media companies can easily analyze the content of a significant sample of articles for 

each source. Then, they can average the results to classify each source according to how much 

they deviate from reliable sources. By implementing the above-mentioned strategies, social 

media companies do not add friction to the user experience of a given platform. This will 

mitigate the volume, breadth, and speed challenges they face to diminish the spread of 

misinformation. Although it is out of the scope of this theses, the findings can be used to build 

machine-learning classification algorithms that could categorize content at the exact moment 

it is posted. In this regard, it is important to mention that some of the constructs analyzed in 

the thesis are often overlooked in machine learning models, specially in the case of appeal to 

moral values. 

 

Our findings also suggest promising interventions for early detection and the 

identification of check-worthy content, which is important for fact-checking organizations 

because the flood of misinformation can easily overwhelm them (G Pennycook & Rand, 2017). 

The fact that factual content significantly differs in content characteristics from non-factual 
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content opens the door for improving in the fact-checking process. Since it is impossible to 

check everything that is being shared on social media, fact-checkers focus on content that has 

already become viral (usually, with information provided from social media platforms in the 

form of rankings). However, our fingerprints can be used to automatically analyze every URL 

being shared in social media. If so, platforms and fact-checkers can complement their rankings 

based on virality with rankings based on the probability of a content being non-factual. More 

importantly, providing the differences of misinformation categories allows to focus on specific 

typologies, for example focusing on content targeting people’s beliefs or influence major 

events (like fake news) and not so much on content to attract network traffic (like clickbait) 

(Vosoughi et al., 2018). Resembling the case of technology companies and social media 

platforms, our results contribute to mitigate the volume, breadth, and speed challenges that 

fact-checkers face when they manually assess content for veracity. 

 

The results also highlight the importance of the efforts of public and private institutions 

to enhance media literacy (European Commission, 2018; Maksl, Craft, Ashley, & Miller, 

2016). The notion of media literacy is based on the skills and competencies needed to 

successfully navigate a complex ecosystem (Eshet & Eshet, 2004; Guess et al., 2020). If people 

are aware that a specific content is aiming to trigger a reaction through less cognitive load and 

higher appealing to emotions, they will be less likely to share it (Martel et al., 2019). This is 

capital as our societies become more and more digital, especially in the light of worrying levels 

of media literacy. For example, the Pew Research Center found that only 17% of US adults 

have the skills to safely navigate the information ecosystem (Horrigan, 2016). However, 

investing in media literacy is particularly important in developing countries, where there are 

millions of Internet users with low literacy rates (Mustaffa, Norsiah, & Mustaffa, 2007; Sun & 

Nekmat, 2008). In these situations, misinformation often escalates into violence, like in the 

case of ethnic brutality in India (McLaughlin, 2018) or violence against doctors in Latin 

America (Taylor, 2020). In similar contexts, improving media literacy to process more 

complex ideas will likely reduce the cognitive load associated with factual information (Ellis 

& Yuan, 2004; Swabey, Nicodemus, Taylor, & Gile, 2016) and, therefore, the prevalence of 

misinformation. Thus, our results contribute to the explainability of the misinformation 

characteristics to better target interventions by providing evidence that these differences are 

important and that they can be counter-balanced with higher media literacy. For example, since 

we showed that misinformation is more emotional, media literacy efforts should include 

specific strategies to identify and raise awareness of highly emotional content. 
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However, our study also has some limitations. First, although we use a big sample of 

news articles, these are coming from a selection of websites. Even though we tried our best to 

select different sources for each category, we are aware of the potential limitation that the 

results could be based on domain-specific features. Secondly, while one of our research 

objectives was the explainability of the measures and models, we also acknowledge that -

potentially- there may be more complex measures and models that may be more useful to 

discern between misinformation content and factual sources. The objective was not to provide 

the most detailed model to describe misinformation, but a parsimonious description of key 

features. Moreover, although we are quite confident with the presented results, they must be 

interpreted in the light of some methodological limitations that we expose in the corresponding 

section. Additionally, although the objective of this chapter was not discussing the evidence at 

the source level -but at the misinformation category level-, it is also worth mentioning that 

sources belonging to the same category may behave differently. For example, some fake news 

sources may use a more neutral tone, while others may show a higher appeal to negative 

emotions. In other words, our results should be interpreted on the aggregated or average effect, 

and not in the specific source effect. Finally, there is the never-ending discussion about the use 

of specific dictionaries. Although we employed widely used dictionaries in the literature, the 

results are also contingent to the specificities of each dictionary we employed. 

 

Despite its limitations, our results also suggest interesting paths for future research. For 

example, how is the fingerprints of misinformation evolving over time? Since misinformation 

creators are aware of counter-measure interventions, they may be adapting to them through 

adversarial machine learning (Huang, Joseph, Nelson, Rubinstein, & Tygar, 2011), that is, 

changing their structural characteristics to avoid detection in automated systems. Similarly, it 

is interesting to seek if misinformation is becoming more disguised as factual information? 

This is important because scientific-sounding misinformation is strongly associated with 

declines in vaccination intent (Loomba, de Figueiredo, Piatek, de Graaf, & Larson, 2021). To 

do so, researchers could look at common characteristics and relationships between sources for 

each category. On the other hand, the transition from printed and televised news towards the 

digital world has caused a huge disruption in the traditional media industry, challenging their 

business models (Shearer, 2021). Focusing on the evolution of traditional media outlets could 

shed light on the question whether reliable sources are trying to draw on the mechanisms of 
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virality to help increase their penetration (e.g., reliable news becoming more appealing to 

emotions, titles becoming more exciting, content easier to read, etc.)?  

 

To our knowledge, the findings presented in this chapter are a compelling and impactful 

demonstration that not all misinformation is created equal. Of course, these differences have 

huge implications that also highlight our contributions. First, we contribute to diminish the 

problem of scalability in misinformation detection (the volume challenge), by providing a set 

of features that can differentiate between misinformation and factual content without human 

intervention. Secondly, we increase the evidence about structural differences among 

misinformation types (the breadth challenge), which allows to focus on or differentiate specific 

categories and create tailored countermeasures for each one. Thirdly, we propose a method that 

can be useful to identify misinformation before it becomes viral (the speed challenge), since 

the categorization of an URL can be done at the exact moment it is posted, allowing for on-

spot detection. Finally, we provide a model that is easily understandable in daily language (the 

explainability challenge), facilitating its adoption by technical and, specially, non-technical 

audiences.  
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ABSTRACT 

 

Information quality is hard to measure. Therefore, potential information seekers 

leverage on heuristics to assess truth-worthiness. One of the main heuristics to do so is focusing 

on the reporting style of reliable sources. However, misinformation creators may pursue a 

mimicking strategy: imitating reliable sources to create an illusion of truth-worthiness, eroding, 

and contaminating the news ecosystem. Using a database of 93,958 articles divided into several 

misinformation categories, we use natural language processing and network analysis to provide 

evidence of mimicking strategies of deceptive content. Our results reveal that fake news do 

mimic reliable sources through narrative isomorphism, while hate speech and conspiracy 

theories imitate fake news, revealing a gatekeeping role of fake news. In addition, we show 

that rumors and clickbait content, even without malicious intent, may also serve as 

intermediaries between reliable sources and fringe content like junk science. This has important 

implications because they may serve as aclimatation devices for extreme content although they 

are usually overlooked by content moderators and even imitated by reliable sources. Finally, 

we discuss how these findings may help other researchers and practitioners alike to identify 

and countermeasure misinformation content. 

 

 

 

 

 

Introduction 
 

Information quality and truth-worthiness is hard to measure, especially in the light of 

the information overload and limited individual attention evidence (D. Lazer et al., 2017). 

Therefore, potential readers leverage on heuristics to assess truth-worthiness (Petty & 

Cacioppo, 1986), for example the reporting style of reliable sources. Since individuals tend to 

have strong believes regarding news, the heuristics to determine trustworthy content are highly 

influenced by the status attached to each source (D. M. J. Lazer et al., 2018). Indeed, 

information from credible sources is perceived as high status (Lewandowsky, Ecker, Seifert, 

Schwarz, & Cook, 2012; Tormala, Briñol, & Petty, 2007), while low status sources are 

perceived as less credible (Kim & Dennis, 2019). However, if an individual belongs to a 



 

 
 

87 

polarized group prone to share misinformation, they will tend to perceive more credibility in 

misinformation sources than in reliable sources (del Vicario et al., 2016). In other words, they 

become more acclimated to the style and structure of misinformation (Horne, Nevo, 

O’Donovan, Cho, & Adalı, 2019). This creates a challenging situation: in the age of social 

media, exposure to low status sources has increased dramatically, fueling the acclimatation to 

fringe content. 

 

Traditionally, main actors in the news ecosystem, reliable media, relied on what might 

be termed as a “broadcast” mechanism, meaning simply that many individuals received the 

information directly from the same source (Goel, Anderson, Hofman, & Watts, 2015). Now, 

in the age of the social platforms, this mechanism has changed. While broadcasters still exist, 

they compete with other information sources that rely on virality through the network for 

information diffusion.  This has profound implications because social media transforms the 

construction of social reality (Schmidt et al., 2017). In other words, the ‘social construction of 

reality’ of what is real and important (Schudson, 1989) is challenged by new actors that weaken 

the authority and status of institutionalized players and impose their “alternative facts” (Cooke, 

2017). Indeed, trust in the media is reaching extremely low levels, with worrying amounts of 

people believing that reliable sources are fabricating stories and that they are an “enemy of the 

people” (A. Guess et al., 2017). However, we know little about the strategic behavior of 

misinformation sources to leverage individuals’ heuristics to gain more prominence.  

Therefore, by uncovering the strategies of misinformation, we are more prepared to counter-

measure these strategies and provide recommendations for social media platforms, fact-

checkers, media companies, politicians, and information consumers.  

 

In this chapter we explore the topic of whether misinformation creators are mimicking 

reliable sources to achieve a higher position -status- in the hierarchical social construction of 

reality. We test several hypotheses by relying on the status and isomorphism literatures, applied 

to a database of 93,958 articles divided into several misinformation categories. Using natural 

language processing and network analysis techniques, our results reveal the topological and 

quantitative evidence about mimicking strategies of misinformation sources through 

isomorphism towards reliable news. 
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Related Literature and Hypotheses Development  

 

Information quality, status, and isomorphism 

 

In the context of social media, content creators -being it misinformation or reliable 

sources- compete for a limited resource: users’ attention. However, users’ attention is often 

driven by the heuristics that determine whether a source is high status (or not) to assess its 

truth-worthiness (D. M. J. Lazer et al., 2018). This competition can be modeled as per the 

framework proposed by Zuckerman (1999) where the members of the audience (information 

seekers) select their candidates (media sources) through categorization. This is done assessing 

their status based on past performance and a gradually built behavior as reliable information 

provider (Teng, Khong, Chong, & Lin, 2016). Therefore, in order to increase their chances of 

being considered as a relevant information provider and diminishing the perceptions of being 

an illegitimate source, low status actors may imitate high status actors in a process of mimetic 

isomorphism (Haveman, 1993). This is consistent with the cognitive models of strategy (T. 

Qiu, 2008), where competitive boundaries -the information category in general, but reliable 

sources in particular- narrow the competitive scanning of low status actors. In other words, 

since information quality and reliability is hard to observe, high-status practices serve as a 

mechanism to signal veracity.  Therefore, we propose the following hypothesis: 

 

H1: Fake news sources (low-status) will be more similar to reliable sources (high-status) 

than vice versa. 

 

However, not all misinformation is created equal. Fake news is usually the most 

obvious form of misinformation and the one that gets more attention(de Souza et al., 2020; 

Helmstetter & Paulheim, 2018; Masciari et al., 2020; Zervopoulos et al., 2020). Nonetheless, 

beyond the two opposite sides of the trustworthiness spectrum (reliable news and fake news), 

misinformation can adopt many other forms in a grey area between these two extremes. This 

grey area includes clickbait, conspiracy theories, hate speech, junk science or rumors. We cover 

these categories because our database (see below) offers an exhaustive comparison of equals 

(homogenous standards applied to all these categories). Clickbait represents a linguistic style 

to spur the readers curiosity and to nudge them to click on a link (Lischka & Garz, 2021). 

Although traditional and reliable media sources are often tempted to follow the clickbait 
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strategy -risking their credibility and status- (Molyneux & Coddington, 2019), clickbait is 

usually regarded as a journalistic malpractice (Hågvar, 2019). Since clickbait is a 

communication strategy to attract attention, regardless of the status, we hypothesize: 

 

H2a: Clickbait (low status) will mimic reliable news (high status) and fake news (low status) 

 

Sources of conspiracy theories generate content around beliefs that powerful people 

manipulate the public, elections, the economy, and the society at large (Sunstein & Vermeule, 

2009). These include theories about an inside job during the 9/11 terrorist attack, theories about 

the illuminati, the Protocol of the Elders of Zion, or the recent QAnon conspiracy (Marwick & 

Lewis, 2017). One important feature of conspiracy theories is that labelling them as such, does 

not prevent people from believing them (Wood, 2016). This is because conspiracy theories are 

characterized by an opposition to the mainstream consensus, therefore believers in conspiracy 

theories do not consider reliable sources as high-status actors (Bessi et al., 2015). 

Consequently, we hypothesize that:  

 

H2b: Conspiracy theories will mimic fake news (high perceived status) more than reliable news 

(low perceived status) 

 

Hate speech is a type of content that disparages people or communities because of their 

race, ethnicity, religion or any other tangible or untangible characteristics (Nockleby, 2000). 

This category includes content generated by antisemitic groups or white supremacists. As 

summarized in Howard (Howard, 2019), this category aims to increasing the likelihood of their 

readers to engage in wrondgoing (being it criminal violence or unlawful discrimination). Since 

this behavior is severely punished by democratic institutions, including reliable sources, we 

hypothesize that hate speech will not consider reliable sources as high-status and, therefore: 

 

H2c: Hate speech will mimic fake news (high perceived status) more than reliable news (low 

perceived status) 

 

Junk science is misinformation content that uses scientific jargon as a source of 

authority and usually focuses on scientific topics (Strudwicke & Grant, 2020). This category 

includes websites spreading content like climate change denial, anti-vaccines, or flat earthism. 

Similarly to conspiracy theories, junk science is characterized by a denial of mainstream 
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science (Andrade, 2020; Bessi et al., 2015). This category shows a tendency to present itself 

as a legitimate alternative and accuses mainstream science to supress their views (Goertzel, 

2010). In the light of the previous characteristics, we hypothesize that junk science will not 

consider reliable sources as high-status actors and therefore: 

 

H2d: Junk science will mimic fake news (high perceived status) more than it will mimic reliable 

news (low perceived status) 

 

Finally, rumors are a type of misinformation that contains content whose truth is 

unverfied (Gordon & Postman, 1947). This is a type of content that is not necessarily false, but 

just unverified at the moment it is posted. Like in the case of clickbait, rumors are not 

necessarily or inherently good or bad, although they are also considered a journalistic 

malpractice. Therefore, we hypothesize:  

 

H2e: Rumors will mimic both reliable news (high status) and fake news (low status) 

 

In summary, we propose that there will be two levels of misinformation mimicking 

strategies: the gatekeepers and the fringe content. Regarding the gatekeepers, we hypothesize 

that fake news will mimic reliable sources (H1), and that rumors and clickbait will mimic both 

reliable content and fake news (H2a & H2e). On the other hand, we hypothesize that fringe 

content like conspiracy theories, hate speech, and junk science will mimic fake news (H2b, 

H2c, & H2d). 
 

Methods 

 

Data 
 

In order to test our hypotheses, we employ the Fake News Corpus (Szpakowski, 2018), 

a database of 9.4 million news items extracted from 194 webpages. For each article, the 

database includes the source, author, title, body of the news, and the category to which it 

belongs. The available categories are: clickbait, conspiracy theories, fake news, hate speech, 

junk science, reliable sources, and rumors. The categorization of articles was based on the 

taxonomy of the OpenSources project (Zimdars, 2017). There, the definitions are the 



 

 
 

91 

following: Clickbait includes sources that provide generally credible content, but use 

exaggerated, misleading, or questionable headlines, social media descriptions, and/or images. 

Conspiracy Theory are sources that are well-known promoters of deceptive complots. Fake 

News are defined as sources that entirely fabricate information, disseminate deceptive content, 

or grossly distort actual news reports. Hate News are sources that actively promote racism, 

misogyny, homophobia, and other forms of discrimination. The Junk Science category includes 

sources that promote pseudoscience, metaphysics, naturalistic fallacies, and other scientifically 

dubious claims. Finally, Rumor are sources that traffic in rumors, gossip, innuendo, and 

unverified claims. See Annex for a detailed explanation of the labelling procedure. As for 

Reliable news -sources that circulate news and information in a manner consistent with 

traditional and ethical practices in journalism- we used Factiva to identify and download 3,420 

articles from reliable sourcces, includinng ABC News, BBC, Business Insider, CBS News, 

CNBC, CNN, FiveThirtyEight, Fortune, Fox News, MSNBC, Newsweek, NPR, Politico, 

Reuters, SkyNewsUS, The Atlantic, The Guardian, The Huffington Post, The New York 

Times, USA Today and Yahoo News. For misinformation sources, we extracted 30,000 

random articles from each category, generating a dataset of 212,664 misinformation articles. 

Since sources may differ in the length of their articles, we deteled articles with less than 200 

words and those with more than 2,000 words, ending up with a database of 93,958 articles with 

the following distribution by type: Clickbait (12,955 articles), Conspiracy Theories (15,493 

articles), Fake News (16,327 articles), Hate News (15,353 articles), Junk Science (16,252 

articles), Reliable News (3,420 articles) and Rumors (14,158 articles). See Annex for a 

complete list of the 216 sources included and the categories to which they belong. 
 

Modelling Text Networks for Isomorphism 

 

To model isomorphism between news sources, we need to calculate how similar they 

are. We will do so by relying on text analysis based on co-occurrence (Callon, Courtial, & 

Laville, 2005) and joint appearance (Cancho & Solé, 2001). Taking advantage of new 

developments in computational social science, network analysis and natural language 

processing, we apply a method described by Bail (2016) that creates ties between unstructured 

documents using a two-mode network projection according to their similarity in terms of 

grammatical features (see Annex for a schematic example). These two-mode networks -or 

bipartite networks- are a type of networks that link nodes through a different set of nodes. In 

our case, the two sets of nodes are articles and words. This method creates a link between nodes 
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pertaining to the first set (each article) and the nodes pertaining to the other set (words). By 

doing so, we obtain a bipartite network where nodes (news articles) are linked to another set of 

nodes (words). Then, if two articles share the same word-node, a link is created between the 

two article nodes, becoming a one-mode network.  

 

The result of this operation is a weighted adjacency matrix, or a square matrix, with the 

co-occurrence and joint appearance of words between each article in the dataset. This matrix 

corresponds to the transposed cross product of the term-frequency inverse-document frequency 

(TFIDF) of overlapping terms between each pair of news articles. In other words, the resulting 

matrix allows us to (1) create a network of articles with word co-occurrences as links and (2) 

assess the strength of this co-occurrence (overall overlapping between each pair of articles). It 

is important to note that the resulting matrix is not symmetric, an important feature to identify 

mimicking strategies and sources/receivers of isomorphism. That is, if article A has a high 

overlapping with article B, but article B has a low overlapping with article A, the results can 

be interpreted as A mimicking B. When this pattern is prevalent across categories, we can 

interpret it as isomorphism from the source category towards the target category. For example, 

if articles A1, A2 and A3 belong to the fake news category and articles B1, B2 and B3 belong 

to the reliable news category, an observed high overlapping between A-articles and B-articles 

but low overlapping between B-articles and A-articles indicates a case of isomorphism of A 

towards B.  

 

After applying this procedure to our database of 93,958 articles, the resulting weighted 

directed network contains 216 nodes (sources) and 23,216 edges (shared narrative, including 

the similarity strenght captured in each edge weight). Since we are dealing with a text network 

including all words in each article, almost every node is linked to every node. This happens 

because beyond stopwords (articles, prepositions, pronouns, conjunctions, etc.), English has a 

limited number of words, which means that if a sample is big enough (as in our case), the 

probability of finding relationships between articles is high. Therefore, in order to extract 

meaningful connections, we kept the 2.5% strongest connections. The rationale is that, in order 

to efficiently compute communities and the centrality measures arising from node 

relationships, a good strategy is to isolate a subgraph of the network following a Power Law 

distribution (S. L. Johnson, Faraj, & Kudaravalli, 2014; Stegehuis, van der Hofstad, & van 

Leeuwaarden, 2016).  
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Calculating Isomorphism in Text Networks 
 

To test the proposed hypotheses, we need to operationalize our network in a way that 

captures the essence of the isomorphism concept. To do so, we employ several methods 

grounded in complex network analysis and computational social sciences like force-directed 

algorithms and other topological measures described below. 
 

Fruchterman-Reingold force-directed algorithm 

 

Community detection algorithms were created to identify groups of densely connected 

nodes (Fortunato, 2010). These algorithms have been employed to understand social networks 

(Newman & Girvan, 2004), citation networks (Chen & Redner, 2010), or to identify influential 

members in communication networks (Aral & Walker, 2012). One of the most influential 

algorithms for visualizing communities is the Fruchterman-Reingold force-directed algorithm 

(Fruchterman & Reingold, 1991). The algorithm creates a two-dimensional projection of the 

network with an equilibrium between attracting and repulsing forces through stress 

majorization (Michailidis & De Leeuw, 2001). In this projection, nodes that have stronger 

connections among them are placed next to each other, while nodes with loose connections (or 

inexistent connections) are placed apart. Therefore, the algorithm allows for a visual inspection 

of communities, enabling the assessment of similarities among categories of news.  
 

Community detection 

 

Many natural and artificial systems show a well described random walk network 

behavior. For example, mobility patterns (González, Hidalgo, & Barabási, 2008) or social and 

biological networks (Girvan & Newman, 2002) exhibit random walk behaviors. This 

phenomenon happens because we find dense subgraphs (communities) inside sparse networks. 

Random walk community detection algorithms have several advantages:  a) they capture well 

the community structure in a network, b) they are computationally efficient, and c) they can 

discover the complete network community structure by using agglomerative paths. The 

hypothesis supporting these algorithms is that when performing short random walks, the visited 

nodes during the same walk belong to the same community.  Usually, the next visited node in 

a walk is one of the neighbors of the currently visited node, which is selected randomly. 
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Starting nodes are also chosen randomly. The larger the number of paths, the better the 

communities found.  
 

Results 

Text network 

 

Figure 9 shows a visual representation of the network. Observing the node color (news 

category) and size (number of connections or node degree), we conclude that reliable news 

(brown nodes), plotted at the top part of the network, are very close and have many connections 

among them. This means they use a similar vocabulary and syntax. Besides, fake news (green 

nodes) surround reliable news. This happens because fake news sources want to mimic reliable 

news (as their directed-edges point directly to reliable sources), but not the other way around. 

This result indicates that, as predicted in H1, fake news contents are mimicking reliable sources 

(they have a lot of links towards reliable sources, but not vice versa). In the right-bottom part 

of Figure 9, we observe that Junk Science news are far away from Reliable news. This happens 

because they use a different vocabulary, syntax, and structure, in consonance with our 

hypothesis H2d. In the central part of the network visualization connecting both (Reliable and 

Junk Science news), we observe Rumors, Hate and Conspiracy theories. These kinds of news 

connect them because they have a large degree due to the intentional use of the language to 

resemble Reliable and Fake news at the same time, which confirms our hypotheses H2e and 

H2a, and partially our hypotheses H2c, and H2b. 
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Figure 9: Text network with Fruchterman-Reingold force-directed algorithm. 

 

Communities 
 

Finally, Figure 10 shows the communities we found by analyzing the random paths on 

the network depicted in Figure 9. We can observe there are 5 big communities. 
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Figure 10: Communities (random walks) 

 

The community plotted in green is a mix of Fake and Reliable news. This area includes 

Fake news sources that want to resemble Reliable news by mimicking them. The dark blue and 

red communities are composed of Fake and Conspiracy news. This result implies that Fake 

news are not only mimicking Reliable sources, but also Conspiracy theories and vice versa, an 

important finding that we will discuss in the following section. The light blue community is 

mostly composed of Junk Science, a closed community using similar words and syntax, 

reached from other communities through Clickbait and Rumors. Again, we will discuss this 

important finding in the following section.  
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Figure 11: Strength interconnection 

 

Figure 11 shows an in-depth study of strength interconnection among news categories. 

This figure was built by aggregating the normalized edges’ strength. Therefore, it can be 

interpreted as “who copies to whom”. As we observe, conspiracy nodes are centered in this 

representation because they have strong connections with clickbait and hate speech. Besides, 

they are connected weakly with junk science and fake nodes. Fake news is the second most 

dominant group of nodes in this visualization, meaning that they copy a lot of categories in 

concordance with previous results and their gatekeeping role. They are interconnected strongly 

with rumor and clickbait nodes. Reliable news sources are interconnected only among them. 

This means that, as seen in previous results, reliable news does not imitate other categories. 
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Here, we also observe that fake news is the misinformation category with stronger ties with 

reliable sources (s = 0.03), only followed by clickbait (s = 0.01). 

 

Discussion 
 

This study explored several hypotheses about mimicking strategies in the 

misinformation ecosystem. Relying on the status and isomorphism literatures, two big research 

questions are addressed: to what extent misinformation content tries to mimic reliable sources, 

and how these mimicking strategies differ across misinformation categories to reveal the 

topological nature of misinformation isomorphism. 

 

Fake news follow a strategy of isomorphism towards reliable sources to appear as 

legitimate information providers. Our results show that there is a mimicking strategy from 

misinformation sources towards reliable sources. However, this mimicking strategy is stronger 

for some categories, while weaker for others. First, it is important to note that reliable sources 

are strongly tied among themselves (high homophily), which means that they follow a specific 

language, in concordance with the deontological rules of journalism. This essay demonstrates 

that, as hypothesized, fake news content tries to mimic reliable sources by copying their 

narrative strategy in what is identified as an isomorphism tactic. This effect is reflected in 

Figures 9 & 10. This is important because, to the best of authors’ knowledge, this is the first 

essay that offers evidence of fake news mimicking reliable sources to appear as legitimate news 

sources, based on a status perspective. After that, other misinformation sources mimic fake 

news while conveying more extreme content, like hate speech or conspiracy theories, in a two-

stage isomorphism mechanism.  

 

The two-stage isomorphism mechanism. Our results show that reliable sources belong 

to the green community (Figure 10), which they share with Fake News, but not with any other 

community. In contrast, Fake news do belong to different communities, including the red 

community (the central one connecting most of the fringe content in the misinformation 

ecosystem). This result is interpreted as fake news being the gatekeepers of the misinformation 

ecosystem through mimicking reliable sources. This gatekeeping role is the main component 

of the two-stage isomorphism mechanism. If a reader is used to be exposed to reliable sources 

and, for some reason, is exposed to a misinformation source, he or she is more likely to click 
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on a fake new than on another misinformation category because the user will be less likely to 

identify it as untrustworthy due to the isomorphism strategy. In other words, since information 

quality is hardly observable, users will rely on clues like the linguistic features employed for 

each source as a heuristic to determine their truth-worthiness. Since fake news are mimicking 

reliable sources, the user is less likely to dispatch them as not trustable, while the user is more 

likely to identify junk science as not reliable. This is the main reason why reliable news are 

visualized in a corner of the network shown in Figure 10 surrounded by Fake news. This 

indicates that fake news may be the entrance door to the misinformation ecosystem, with users 

following a two-step process: starting from reliable sources, they may fall into fake news 

content and, finally, towards hate speech or conspiracy theories. This mechanism is consistent 

with the idea that some individuals can become acclimated to the style and structure of 

misinformation (Horne et al., 2019) and that, unless there are salient markers of inaccuracy, 

people are likely to accept fake news as accurate information (Lewandowsky et al., 2012).  

 

Clickbait, and rumors, the forgotten gatekeepers. On the other hand, clickbait and 

rumors are a type of content that aim to maximize the number of visitors to their websites. The 

fact that these two categories are tied to both reliable and fake news (Figures 9, 10 & 11) is 

consistent with the idea of maximizing engagement because their content reports about 

uncorroborated content while maintaining -somehow- a journalistic style typical of reliable 

news. In the previous paragraph Fake News are described as gatekeepers, but they are not the 

only ones. Clickbait and rumors also act like hubs because they try to fall in-between reliable 

sources to maintain the illusion of truth-worthiness and misinformation trying to capture part 

of its virality. This is also confirmed by the fact that both belong to the red community in Figure 

10. This is consistent with previous results indicating that rumors and fake news spread faster 

than reliable news due to its virality (Vosoughi, Roy, & Aral, 2018).  

 

Research implications. One of the main contributions of the chapter is that it overcomes 

the simplification of previous studies in terms of unit of analysis. Most of the research about 

misinformation is focused on just a few -or even only one- misinformation categories, usually 

fake news. By doing so, researchers may lose the richness of the interconnections observed in 

the misinformation ecosystem, and potentially bias their results. For example, when studying 

the narratives of misinformation sources -and their effects over any dependent variable- one 

should consider the structural and topological differences between misinformation categories. 

Probably, fake news will show stronger and more significant effects because they employ a 
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mimicking strategy to resemble reliable sources. On the other hand, hate speech or conspiracy 

theories may have smaller effects because their narrative style is far away from reliable sources, 

which requires the reader to be somehow familiar with fake news or not trusting the narrative 

style of reliable sources. Similarly, conspiracy theories, junk science, or hate speech may be 

attractive to people who are disgusted with reliable media or those who consider mainstream 

media as low status information providers. This highlights the importance to, not only study 

the effects of fake news, but also the effects of all other misinformation categories. At the same 

time, it also highlights the fact that, when dealing with misinformation, the content is not the 

only thing that matters, but also how it is conveyed to the audience. This essay also opens new 

research streams by opening the scope of the status literature towards strategic behavior in the 

misinformation ecosystem described by the network topological measures included in this 

chapter. While the status, and isomorphism literatures are extant and wide in sociology, 

management or organizational behavior, there is little research applied to the media context. 

Indeed, computational social science can leverage the accumulated knowledge of these 

literatures to study the behavior of actors in the information context. 

 

Practical implications. Secondly, our results are important for practitioners: from social 

media platforms to public administrations or governments, and media companies. According 

to our results, if social media platforms or public institutions cut the fake news links, the other 

misinformation content becomes more isolated. In other words, focusing the countermeasures 

on fake news will likely bring additional benefits because we could prevent users falling into 

more extreme content. Since exposure to misinformation can make people more acclimated to 

the style and structure of misinformation (Horne et al., 2019), preventing the exposure to some 

styles (fake news) may prevent the acclimatation to less subtle styles (conspiracy theories, junk 

science, or hate speech). Similarly, rumors or clickbait, which both imitate reliable and fake 

news sources, are also a potential, and often underestimated, target of social media platforms 

and public institutions. This finding is a call to social media platforms that usually ban extreme 

content like hate speech or conspiracy theories but often forget about fake news and, 

importantly, about clickbait or rumors. This chapter shows that both clickbait and rumors can 

also act as acclimatation devices for more extreme content. As for public institutions, our 

results indicate that, if politicians or social leaders erode the status of reliable sources, it is more 

likely that people will fall into misinformation sources. Since fake news are mimicking reliable 

sources because of its higher status of truth-worthiness, lowering the status of reliable sources 
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will likely increase the acclimatation to misinformation sources, driving people to more 

extreme content, creating social division, and polarization.  
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Annex Chapter 4 

 

Two-mode networks 

 

For clarification purposes, a schematic representation of a two-mode network and the 

resulting networks is presented here: 

 

 
Figure 12: Two-mode network example 

 

 
Figure 13: Resulting one-mode networks 
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Figure 14: Heatmap of category homophily 

As a robustness check, news homophily values were also calculated. To this aim, Figure 

14 depicts a heatmap relating the cross homophily values for each category. Looking at the 

Fake news column, one can conclude that Fake news are mimicking the other categories. Due 

to this, Fake news have a large homophily value with the remaining categories. On the contrary, 

Reliable content only mimics other reliable sources, and they do not have outgoing connections 

with different categories. Again, these results add robustness to the previous results and allow 

us to prove our first hypothesis; that is, that fake news mimic reliable sources (H1). Moreover, 

Clickbait mimics both Reliable and Fake news (confirming our H2a). This phenomenon might 

seem surprising but, Clickbait news want to maximize the number of time users click on them, 

so they want to resemble both categories to reach a larger number of readers by faking truth-

worthiness, whilst Conspiracy and Hate news to increase their virality. 
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ABSTRACT 

 

In parallel to the COVID-19 pandemic, misinformation spread through social media 

in what is known as an “infodemic”. In this context, fake news reached a scale never seen 

before taking advantage of the inherent uncertainty created by the new virus, threatening the 

adoption of scientific remedies to mitigate the spread of the virus, creating social, public 

health, and economic damage. This chapter explores the framing evolution of both reliable 

news and fake news reporting about the COVID pandemic in terms of narrative strategies. To 

do so, I use a dataset with 437,832 articles published between January 2020 and December 

2021 to analyze the framing evolution of reliable and fake news by means of structural change 

analysis and network-based automated text analysis for topic analysis. The obtained results 

show that reliable sources focus on science as their main topic, while fake news present high 

levels of topic volatility, revealing a strategy to intoxicate the public opinion. In addition, 

while both reliable and fake news framed their content in a negative tone at the beginning of 

the pandemic, reliable news evolved towards neutral tone while fake news remained negative 

throughout. These results have important implications for designing countermeasures against 

misinformation at different points in time. 

 

 

 

 

 

Introduction 

 

With more than 219 million cases and over 4.5 million deaths, the coronavirus 

pandemic has affected almost every corner of the world. Beyond the impact on health, the 

COVID-19 has been a profound shock for the political, social, and economic realms in 

practically every country. It affected financial and consumer markets, mobility patterns or 

social relationships across the globe. As if this was not enough, the fight against the pandemic 

converged into the perfect storm because of another ongoing war: the battle against 

misinformation.  
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Even though false news already existed, and already played an important role altering 

many social and political aspects of our lives (Bessi & Ferrara, 2016; Woolley & Howard, 

2016), the arrival of the pandemic was a strong push for its growth and dissemination. During 

the outbreak, social media platforms like Facebook removed 20 million pieces of 

misinformation and labelled 190 million posts that fact-checkers flagged as false or misleading 

(Nix & Wagner, 2021). Flawed and untrue information about the pandemic varied from 

distorted theories about the virus origin, unfounded miraculous treatments, or false claims and 

conspiracy theories about the vaccines. This untruthful content has dangerous effects in many 

contexts, but more importantly in public health because evidence shows that being exposed to 

misinformation about vaccines increases the hesitancy to be vaccinated (Davies, Chapman, & 

Leask, 2002; Miton & Mercier, 2015). In fact, the problem of vaccines hesitancy is becoming 

so prevalent that disbelief in vaccines is estimated to be the majority position in a decade or so 

(Johnson et al., 2020). Furthermore, inaccurate information may take a crucial -and often 

underestimated- role in sustaining pandemics (Sarkar, Khajanchi, & Nieto, 2020). In other 

words, one of the biggest pandemic risks is viral misinformation (Larson, 2018). 

 

Nevertheless, most of the existing evidence has focused on how people reacted, shared, 

and were exposed to misinformation on social networks during the Covid pandemic (Aiello et 

al., 2021; Gallotti, Valle, Castaldo, Sacco, & de Domenico, 2020; Khanday, Khan, & Rabani, 

2021; Loomba et al., 2021; Mazzuca, Falcinelli, Michalland, Tummolini, & Borghi, 2021; 

Wicke & Bolognesi, 2020). However, we know little about the strategies that organized 

misinformation creators used to push ahead their content and agenda. In other words, there is 

a lack of evidence about the tactics of malicious organizations and unreliable media actors, 

especially with large-scale and longitudinal studies across sources (Mazzuca et al., 2021). 

 

This research gap is problematic because previous research shows that news reporting 

about public health issues (like AIDS or cancer) is associated with risk perception (Paek, Oh, 

& Hove, 2016). This effect grows bigger when people are exposed to multiple propagation 

mechanisms since repeated exposure leads to signal boost and enhanced risk perception, a 

process described by the theory of social amplification (Kasperson & Kasperson, 2016). 

Consequently, information consumption patterns can affect individuals’ psychological 

responses (Cooper & Nisbet, 2016). So much so, that many of the epidemiological models are 

already accounting for media exposure (L. Kim, Fast, & Markuzon, 2019; Viboud & 

Vespignani, 2019). Therefore, it is not surprising that an individual’s perception of issue 
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importance is related to the level of attention that media devotes to this issue and, importantly, 

how they frame it (Gelders et al., 2009). Therefore, media frames are powerful mechanisms to 

shape public opinion (Knight, 1999). 

 

As said, people’s perception and opinions about events are dependent on what 

information they have access to (Heider, 1958). However, media framing is not static. Since 

media “carrying capacity” (Hilgartner & Bosk, 1988) is limited because of time, space and 

operational constraints, they can only give attention to a selection of issues at each point in 

time. Therefore, media outlets decide the issues to cover and how they cover them, varying in 

intensity and framing across time. To the best of my knowledge, this is the first empirical study 

about the evolution of framing in misinformation sources versus reliable sources reporting 

about the Covid pandemic. 

 

In particular, this essay relies on three components of framing: what, how and when. 

The what component deals with which topics are being reported, while the how component 

deals with the importance and tone of the reporting. The final component, when, considers the 

evolution of both what and how. The present article investigates how reliable sources and fake 

news sources framed the reporting about the Covid-19 pandemic between January 2020 and 

December 2021. Specifically, this chapter presents evidence about the main topics reported 

month by month, how reliable and fake news sources differ in their attention towards these 

topics, and how reliable and fake news sources reported in terms of sentiment and appeal to 

morality. Explicitly, this article focuses on the following research questions: 

 

RQ1: What Covid-19 topics do reliable sources and fake news sources focus on? 

RQ2: How do these topics -and their importance- evolve over time? 

RQ3: How does the sentiment and appeal to morality of reliable and fake news evolve? 

 

The main contribution of the chapter lies in the quantitative approach of our analysis to 

understand media discourses about the pandemic. Specifically, I apply a topic modelling 

strategy that overcomes the limitations of traditional bag-of-words modelling by relying on 

natural language processing and complex network analysis. In addition, this essay does not 

only study what topics reliable and fake news sources discuss, but also the importance they 

have at every point in time, allowing for dynamic understanding of the evolution for each type 

of source. Finally, it also focuses on how both categories report about the pandemic in terms 
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of evocation to emotions through sentiment analysis and appeal to moral values. This helps us 

elucidate the differences between reliable and fake news sources in terms of attention to 

specific topics over time, which is important for timely misinformation countermeasures. The 

obtained results provide relevant information about framing and attention differences, and have 

valuable implications for researchers and practitioners alike. 

 

Methods 

Data 

This chapter uses the NELA-GT-2020 and NELA-GT-2021 datasets (Gruppi, Horne, 

& Adalı, 2021), comprising 3,635,636 news articles taken from 519 sources between January 

1st, 2020, and December 31st, 2021. This dataset is useful because it includes source-level 

veracity labels from Media Bias/Fact Check (MBFC). This approach has been consistently 

used in previous studies because of two advantages. First, it is scalable (Broniatowski et al., 

2022). For example, Bovet and Makse (2019) used the same source-level veracity labels to 

classify 171 million tweets, a task that would be impossible to do manually. Secondly, because 

misinformation intent is more observable at the source level than at the article level (Grinberg 

et al., 2019). In particular, the labels are in the dataset are: unreliable, mixed, and reliable. 

Importantly, the dataset includes the publication date of each article, allowing us to analyze 

them through time series modelling. It also includes the body of the article, which is used to 

identify the topics discussed in each article. The data was collected by scrapping the RSS feeds 

of the 519 sources twice a day for the whole 2020 and 2021. All articles are in English. The 

Covid dataset is a subset of database that includes articles related to the pandemic. The dataset 

was created using a keyword search in the title and body of each article. The total sample in 

this dataset is of 897,130 articles (562,996 for 2020 and 334,134 for 2021). However, since not 

all articles had a proper labelling, I excluded those not assigned to a category and those included 

in the mixed category. After the filtering, the final database is comprised of 437,832 articles 

published between January 2020 and December 2021, including 304,744 reliable news articles 

and 133,088 fake news articles. 
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What do reliable and fake news talk about? Measuring topics through natural language 

processing and network analysis. 

 

There are many approaches for topic analysis. Usually, topic analysis is done through 

“bag of words” approaches like the Latent Dirichlet Allocation. In this type of approach, 

documents are modelled as finite vectors of words containing latent topics that are identified 

from correlation between words (Vayansky & Kumar, 2020). However, this approach is 

problematic since the correlation is independent of word order. Therefore, in contrast to bag-

of-words approaches used to study the narratives about COVID (Khanday et al., 2021; Rustam 

et al., 2021; Wicke & Bolognesi, 2020), a different strategy is employed that is more suitable 

because it allows not only observing what is being discussed, but also to also review the 

importance of topics. Therefore, the topics in the dataset are analyzed relying on natural 

language processing (to capture what is being discussed) and network analysis (to analyze the 

importance of each topic). To do that, I selected a representative sample of 1,000 random 

articles for each category for each month, resulting in a final sample of 48,000 articles. For the 

topic analysis, non-informative content like stop-words, words that appear less than 2 times 

and those words with less than 3 characters are excluded. Then, a procedure of lemmatization 

is applied to all the resulting words (grouping together the inflected forms of a word; for 

example, “playing” and “played” share the same common root “play” and are, therefore, added 

together). The final selection of words includes 138,139 observations in reliable news and 

116,414 in fake news. The top 10 most frequent words in reliable sources are: people (26,667), 

year (15,641), time (12,717), case (12,681), week (12,254), virus (11,680), coronavirus 

(9,954), country (9,735), Trump (9,370), and state (8,783). For fake news, the top 10 most 

frequent words are: people (23,304), year (11,457), time (10,782), virus (9,597), Trump 

(9,201), country (9,198), coronavirus (8,450), case (8,396), China (8,383), and government 

(7,722). To identify meaningful topics, for each month I select the top 200 most frequent words, 

constituting the final sample for the network analysis. 

 

 This essay uses the method described by Rule et al., (2015) that generates ties between 

words using a two-mode network projection according to their similarity in terms of co-

occurrence. First, I calculate a co-occurrence matrix 𝐶&  containing the joint appearances of 

terms 𝑤<, 𝑤(	, …	𝑤:. Then, the matrix is used to compute a measure of relatedness between 

words. The result is a directed weighted network where nodes are words, and the edges are 

links between them with their weight depending on relatedness between each pair of nodes. 
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For visualization purposes, I also extract the backbone of each network (Serrano, Boguñá, & 

Vespignani, 2009), preserving the links that represent statistically significant deviations from 

a null network model. From here, the Louvain community detection algorithm is applied to 

find cohesive subgraphs that I refer to as topics (resulting in 66 topics for the reliable category 

and 64 topics for the fake news category). These topics do not appear with a specific label, so 

they are labelled according to the words that they are composed of. For example, topics 

including the words “Trump, Biden, election, party, candidate, vote” are classified as “National 

Politics”, while topics including words like “trial, research, university, data, result, scientist, 

study” are classified as “Science”. 

 

How much attention each topic gets? Measuring topic importance with authority centrality. 

 

In directed networks, node importance can be assessed using the input links (how many 

nodes point towards a specific node). This is the premise behind algorithms like Pagerank, 

where node importance is based on the amount of in-link each observation receives (Page, L. 

et al., 1999). However, Pagerank focuses on the probability of a node being visited at random. 

In comparison, other methods consider that it is more important being linked by important 

nodes than by trivial nodes. This is the premise behind the authority score proposed by 

Kleinberg (1997). The idea of the hyperlink-induced topic search approach is to assign two 

measures for each node: hub centrality (how many links the node sends to other nodes) and 

authority (how many links the node receives). In this approach, incoming links from nodes 

with high hub centrality are more important than links from nodes with low hub centrality. One 

of the most obvious applications of the authority centrality is to rank webpages (being linked 

by important webpages) or scientific citations (being cited by important papers/authors). In our 

setting, the higher the authority centrality of a word, the more important it is. Similarly, the 

higher the average authority centrality of a topic, the higher its importance. 

 

Moreover, I also measure how focused reliable and fake news are towards different 

topics covered each month. To do so, I calculate the coefficient of variation, a useful measure 

to capture the relative variability of topic importance within each month. The calculation 

involves a simple ratio of the standard deviation of the topic’s authority score divided by the 

mean authority score of topics for each month. Therefore, the higher the coefficient of 

variation, the greater the topic focus volatility. 
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How do reliable and fake news frame the pandemic? Measuring sentiment and appeal to 

morality. 

 

To measure the evocation to emotions in our sample of news articles, I will focus on 

two variables: sentiment score and appeal to moral values. The first one is calculated through 

sentiment analysis, a widely used approach to examine movie reviews (X. Bai, 2011), customer 

satisfaction (Ju et al., 2019) or electoral results (Tumasjan et al., 2010) among other settings. 

In summary, it is done by looking for content that effectively captures the sentiment inherent 

to specific words and sentences through a dictionary with pre-classified words. Specifically, I 

use the Finn Årup Nielsen dictionary (Nielsen, 2011) because it has shown its usefulness in 

previous research (Akhtar, Ekbal, & Cambria, 2020; Chakraborty et al., 2020; Hee et al., 2018; 

Ragini, Anand, & Bhaskar, 2018). In particular, the dictionary contains 2,477 hand-coded 

words with their corresponding score between minus five (negative) to plus five (positive). 

From the operational point of view, the algorithm matches each word in each news article with 

the words in the dictionary, counting how many times a dictionary word appears and 

adding/subtracting its value to give a final score to that news article. Therefore, articles that 

have a sentiment score around 0 are considered to have a neutral tone, those below 0 a negative 

tone and those above 0 a positive tone. 

 

As for the second variable to measure evocation to emotions, I calculate the level of 

appeal to morality for every news article. This variable arises from the psychology of epidemics 

and how epidemics are characterized by moral responses (Strong, 1990). I do so by relying on 

a previously validated dictionary (Graham et al., 2009) that has been proven effective for 

studying polarizing topics like climate change, gun control, same-sex marriage (Brady et al., 

2017), responses to terrorism (Sagi & Dehghani, 2014) or more general constructs like social 

distance (Dehghani et al., 2016). Specifically, the dictionary contains 411 words like 

“abomination”, “honor”, “patriot” or “wicked”. Since purely counting words is sensitive to text 

length, I calculate the appearance of moral words per 500 words in each text:  

 

 𝑀𝑜𝑟𝑎𝑙𝑖𝑡𝑦6(𝑀) = 	
𝑚𝑜𝑟6
𝑛$,6

∗ 	500 (E.15) 
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Where 𝑚𝑜𝑟6 is the overall number of moral words in text i, and 𝑛$,6 is the total number of 

words in text i.  

How do sentiment and appeal to morality evolve? Measuring framing evolution with time 

series and structural breaks. 

 

This study contributes to other research questions that explored news behaviors (An & 

Gower, 2009; Horne, Nevo, Adali, Manikonda, & Arrington, 2020). Detecting change requires 

accounting for variability at different scales. Usually, these scales are defined as: (1) seasonal 

change, (2) gradual change, and (3) abrupt change. Seasonal change deals with temporal 

patterns that repeat over time (for example, less sports coverage during summer). Gradual 

change describes long-term variations (for example, sports coverage decreasing every summer 

in comparison to the previous summer). Finally, abrupt change considers sudden and rapid 

shifts (for example, a major sport news or scandal). In this chapter I focus on the latter category 

of changes: events that triggered changes in the narratives of reliable and fake news regarding 

COVID.  

 

Structural break models are especially suitable for situations where events that trigger 

changes are not known, therefore statistically identifying the most likely breakpoint 

(Wauchope et al., 2021). The models are based on the seminal work by Bai (1994, 1997a, 

1997b) to identify multiple breaks in time series data and implemented through the R package 

“strucchange” (Zeileis, Leisch, Hornik, & Kleiber, 2002) using the algorithm designed by Bai 

and Perron (2003). These models have been used to study topics like the evolution of far-right 

forums (B. Kleinberg, van der Vegt, & Gill, 2020) or to evaluate the impact of the COVID-19 

lockdown on air quality (Ropkins & Tate, 2021).  

 

Results 

 

The main objective of this chapter is to investigate how reliable sources and fake 

news sources frame the Covid pandemic. I do so by focusing on the main components of 

framing: what, how, and when. To operationalize the approach, I answer three research 

questions: 

 

RQ1: What Covid-19 topics do reliable sources and fake news sources focus on? 
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RQ2: How do these topics -and their importance- evolve over time? 

RQ3: How do the sentiment and appeal to morality of reliable and fake news evolve? 

 

In this section I present the empirical evidence for each of the research questions. 

 

Topics in the Covid framing: What Covid-19 topics do reliable sources and fake news sources 

focus on? 

 

To identify the topics discussed in reliable and fake news sources, I created networks 

of word co-occurrence, including weighted and directed links between all of them. In addition, 

I identified each topic using the Louvain algorithm, with each node colorized according to the 

category they belong to. The position of the nodes in the network is determined by a force-

directed stress majorization layout (Gansner, Koren, & North, 2004). This method allows to 

visually inspect relationship among words and between topics because the edge length (and 

hence, the node position) depends on the weight (association) between a pair of nodes. In other 

words, the more separated the topics are, the more different they are, while a myriad of closely, 

densely tied topics means a lot of interconnectedness and, therefore, topic clarity. In Figure 15, 

I depict the topic networks of reliable and fake news sources throughout 2020 and 2021, on a 

monthly basis: 

 

 

 
Figure 15: Topic networks between January 1st 2020 and December 31st 2021 of reliable (left) and fake news 

(right) using the force-directed stress majorization algorithm. 
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Figure 16: Network diameters (average path length) by month and difference between reliable news network 

diameter and fake news network diameter by month (the higher the value, the denser fake news are). 

First, there is a general pattern that differs between reliable and fake news sources. 

While reliable news sources have more delimited topics, the topics in the fake news category 

are much more interrelated, resulting in dense-interrelated networks. This is confirmed by the 

network diameters. As seen in Figure 16, reliable news topic networks have bigger diameters 

every month. The mean network diameter of fake news topics is 3.52 while in the case of 

reliable news is 4.26 (p = 4.26e-07), signaling that reliable sources have a clearer structure in 

terms of topics (less inter-relation), while fake news interlinks one topic with all the others, 

which may potentially signal a strategy to create confusion or to spur obscuring narratives 

linking unrelated topics. 

 

In January 2020, reliable news focused on cases reporting, health information, measures 

and restrictions, and national politics during the early stages of the pandemics. The economic 

effects of the pandemic started to appear in reliable news during March 2020, disappearing in 

April 2020. That same month, science appears for the first time and not disappearing at any 

point in our temporal analysis. Countermeasures to stop the spread of the virus, international 

politics, or cases reporting are common topics by the end of 2020. At the beginning of 2021, 

science, cases reporting, international politics, or sports dominate the reliable news landscape. 

Between March and June 2021, emerges the topic of the community impact. This topic is 

composed of news articles about the specific implications of the pandemic for small units of 

analysis (families, towns, rural areas, etc.). During the same period, reliable news also reports 

about the impact of Covid over sports. By the end of 2021, international politics, and security 

issues (especially around September 2021), re-appear as important topics for reliable news. 

 

In the case of fake news, the results indicate an interesting fact. One of the most 

persistent topics in misinformation sources was associated with the word “truth”. This topic 

includes the word truth associated with other words like pandemic, vaccine, covid, coronavirus, 
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etc. (implying that reliable news are not reporting the “truth” about these topics), and also often 

associated with words like video, tweet, friend, family, study, doctor, etc. (implying they are 

using anecdotal evidence as facts to defend their “truth”). Since the beginning of the pandemic, 

fake news generally focused on international and national politics, measures and restrictions to 

prevent the spread of the virus, or the economic impact of the pandemic. However, it is 

important to mention that starting March 2021, the focus shifts towards vaccine adverse effects 

and (supposed) deaths due to them. This topic appears to be important until the end of the 

analysis, in conjunction with the aforementioned “truth” topic, and national/international 

politics.  

 

Although identifying topics is informative, one should also consider how much 

importance each category devoted to each topic. To do so, I measured topic importance using 

the average authority centrality of each word-node in the network. The results complement the 

previous reported findings in the sense that it is not only paramount to know about what reliable 

and fake news sources talk about, but also how important each topic is among all the topics 

reported for each period (see Supplementary Information for detailed and monthly results). 

Over the period between January 1st 2020 and December 31st 2021, the most important topic 

for fake news were “vaccines” (Average Authority = 0.6), “protests” (Average Authority = 

0.58) and “threats” (Average Authority = 0.57). During the same period, the most important 

topics for reliable sources were the economic impact (Average Authority = 0.68), protests 

(0.66), and reporting about scientific studies and advances (Average Authority = 0.65). 

However, the importance of each of these topics varied along the two years of this analysis. 

 

Dynamic topic analysis: How do topics -and their importance- evolve over time? 

 

 
Figure 17: Temporal network, Coefficient of variation in topic importance over time, and difference between 

reliable and fake news in the coefficient of variation over time. 
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Figure 18: Topic evolution 

 

Although science occupies an overall third position in topic importance for reliable 

news, it is the topic that occupies the first position in terms of sustained attention, with 

Authority scores way above other topics like 0.84 in October 2020 or 0.76 in May 2021. In 

contrast, the most important topic over time for fake news was “truth”, a topic that included 

several micro-topics for which unreliable sources presented alternative facts and false claims 

(for example, “truth about vaccines”, “truth about virus origin”, etc.). Again, as in the 

previously presented results, topics in the fake news category are much more volatile, ranging 

between an Authority of 0.16 and 0.66. In contrast, reliable news ranged between 0.31 and 

0.84.  

 

Next, I turn towards how focused each category was in relation to their topics. The 

coefficient of variation measures the dispersion in topic importance, and it is significantly 

different for Fake News and Reliable News (T-test: Fake News mean [0.20], Reliable News 

mean [0.10]; p-value = 0.017). From Figures 17 and 18 we can observe how fake news are 

more volatile in their topic attention compared to reliable news. These results indicate that, 

fake news not only have blurry topics, but also that fake news change rapidly their attention 

between topics. This fact has some implications that will be explored in the discussion section. 

 

How do sentiment and appeal to morality evolve over time? 

 

Next, in Figure 19, I present the results of the structural change method to identify 

meaningful deviations of the direction or slope of the sentiments and appeal to morality. First, 

in the case of the sentiment score, both reliable and fake news overlap their first breakpoint on 

March 21st, 2020. That day, Donald Trump tweeted about Hydroxychloroquine and 
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Azithromycin as treatments for Coronavirus. The period ranges from March 21st, 2020, to April 

25th for fake news and from March 21st, 2020, to June 13th for reliable news. This period is 

characterized by a stable sentiment score in both fake (average sentiment score: -9.90) and 

reliable news (average sentiment score: -3.80) after the highly negative sentiments at the 

beginning of the pandemic. The third phase for fake news, ranging between April 25th and July 

14th, is marked by an inclination towards negativity in the sentiment score following the George 

Floyd assassination on May 25th, 2020. The average sentiment score for this phase is -11.81. 

Between July 14th and October 1st, fake news enters a stable phase with an average sentiment 

score of -10.22. After October 1st, fake news moves their narratives towards more neutral 

positions, although still highly negative, with an average sentiment score of -6.84. Regarding 

reliable news, their second phase starts from March 21st up to June 13th, with an average 

sentiment score of -3.80, mainly due to an increase in negative narratives after the George 

Floyd assassination. The third phase ranges between June 13th and September 20th, 2020. This 

phase is characterized for narratives close to neutrality, with an average sentiment score of -

2.68. Finally, reliable news reaches the average-phase neutrality after September 20th, 2020, 

with an average sentiment score of 0.14. 

 

 
 

 
Figure 19: Structural changes in narratives about COVID-19 and 95% confidence intervals. 
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In the case of moral values, March 21st 2020 appears again as the first breakpoint in 

both fake news and reliable news. Although with slight differences, fake news moral 

breakpoints nearly overlap with their sentiment score breakpoints. Between March 21st and 

May 16th, fake news shows an increase in appeal to morality, reaching an average value of 3.20 

moral concepts per 500 words. The third phase for fake news (ranging between May 16th and 

July 5th) presents the highest values of appealing to morality in this category: 3.58 moral score. 

Between July 5th and September 28th, fake news presents an average morality score of 3.40. 

Finally, after September 28th, their appeal to morality goes down to 3.14. In the case of reliable 

news, their second period ranges from March 21st to May 11th, with an average morality score 

of 2.84. Between May 11th and June 30th, reliable news reaches their highest average value for 

the morality score: 3.06. The fourth period starts on June 30th and finishes on September 20th, 

reaching an average appeal to morality of 2.90. Finally, after September 20th, the average 

morality score for reliable news is 2.69. 

 

Discussion 

 

In this chapter I explored the framing of Covid-19 related news reported by reliable and 

fake news sources. To do so, I based the analysis in the three main characteristics that define 

framing in the existing research literature: what do they report about, how do they report about, 

and when do they do it. Specifically, I addressed three research questions: (RQ1) What Covid-

19 topics do reliable sources and fake news sources focus on? (RQ2) How do these topics -and 

their importance- evolve over time? (RQ3) How do the reporting sentiment and appeal to 

morality of reliable and fake news evolve? 

 

In general, I found that reliable sources have clearly delimited topics, with more 

delineated topic networks. In contrast, fake news sources tend to generate blurry topic limits, 

with much more interrelated and dense topic networks. Regarding topic importance, I found 

that science was the most important topic for reliable sources along the majority of 2020 and 

2021. This tells us that reliable news focused on scientific evidence to report about new 

advances against the pandemic and not so much about anecdotal evidence or sensational 

content. On the other hand, fake news sources do not have a clear topic that stands out for a 

long period. On the contrary, fake news tend to interchange topic importance as times goes by, 

making it difficult to draw a specific point of attention for this category. This is important 
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because it may be pointing towards preliminary evidence of a strategic choice: at the beginning 

of high-profile events or crisis, it is easier to get people’s attention before the trusted authorities 

respond to the situation (Mocanu et al., 2015; A. Schmidt, Ivanova, & Schäfer, 2013; Lanting 

Wu, Li, & Lyu, 2021). Therefore, fake news sources seem to generate new topics and switch 

between them at a faster rate than reliable news, precisely to create new “crisis” for which they 

report without authoritative sources. The idea is to create ambiguity to present potential threats. 

For example, when talking about vaccines and their potential effects (including conspiracy 

theories about Bill Gates or 5G), the economic impact of the pandemic (generalizing from 

specific cases), vaccine side effects, miraculous remedies, and the “truth” (a myriad of 

subtopics intoxicating against reliable facts). This strategy may be one of the reasons why 

inaccurate information has a crucial role in sustaining pandemics (Sarkar, Khajanchi, & Nieto, 

2020; Larson, 2018). While previous research has focused on how people react to or are 

exposed to misinformation pandemic (Aiello et al., 2021; Gallotti, Valle, Castaldo, Sacco, & 

de Domenico, 2020; Khanday, Khan, & Rabani, 2021; Loomba et al., 2021; Mazzuca, 

Falcinelli, Michalland, Tummolini, & Borghi, 2021; Wicke & Bolognesi, 2020), these results 

focus on how more institutionalized actors behave to create the observed behavior of social 

media users. Importantly, the results are based on a large-scale and longitudinal study across 

sources, which satisfies recent calls for more fine-grained research (Mazzuca et al., 2021). 

Moreover, beyond what topics reliable and fake news reported about, I also analyzed how they 

reported about them. 

 

As described in the introduction of this chapter, people’s perceptions are dependent on 

what information they have access to (Heider, 1958). The results are consistent with the idea 

of media “carrying capacity” (Hilgartner & Bosk, 1988) stating that information providers have 

time, space and operational limitations and, therefore, they make strategic choices when 

deciding which topics to cover, how to cover them, and when to report about them. To the best 

of my knowledge, this is the first empirical study about the evolution of framing in 

misinformation sources versus reliable sources reporting about the Covid pandemic showing 

that at the beginning of the pandemic, both reliable and fake news sources presented high levels 

of negative sentiment when reporting about the Covid-19. A potential explanation behind these 

results is that before trusted authorities (like public institutions, or scientists) provide an 

authoritative narrative, there is high uncertainty and higher levels of negative sentiment. 

Interestingly, the tweet about Hydroxychloroquine and Azithromycin as treatments for 

Coronavirus that President Trump made on March 21st, is the first breaking point in both the 
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reliable and fake news sentiment evolution. While at the beginning of the pandemic both 

reliable and fake news framed the news in a clearly negative tone, reliable news evolved 

towards more neutral tones by the end of the year, going back to what is expected from 

journalistic practices. Although fake news also reduced the negative tone as the uncertainty of 

the pandemic beginning faded away, they did not reach a point of neutrality in their reporting. 

This goes in line with previous evidence that shows that content with higher levels of evocation 

to emotions is more viral (Berger & Milkman, 2018; Goel, Anderson, Hofman, & Watts, 2016), 

which may explain why misinformation sources never reach a neutral tone. Regarding the 

appeal to moral values, both reliable and fake news show stable values on average (although 

each category has clear peaks at specific points in time), however, fake news appealed to moral 

values 23% more than reliable news. Taken together, these results are a detailed evolution of 

reliable and fake news framing of the Covid-19 pandemic with different implications.  

 

First of all, new pandemics -or other catastrophic or unforeseen events- may emerge. 

Although the health and economic implications of these events have been studied in detail, the 

societal and media dynamics remain understudied. With this chapter, I contribute to calls for 

more interdisciplinary research regarding the effects of pandemics, especially regarding 

psychological and social implications (Holmes et al., 2020). While efforts in extant research 

have been devoted to understand how people behaved on social media when exposed to 

misinformation (Gallotti et al., 2020; Khanday et al., 2021; Rustam et al., 2021; Wicke & 

Bolognesi, 2020), we know little about the strategies of malicious actors. In conjunction with 

evidence arising from social media networks, this chapter contributes to add more indications 

about how malicious actors strategize.   

 

In particular, I present evidence about significant differences between reliable and fake 

news sources in how they framed the Covid-19 pandemic. Moreover, I applied a framework to 

analyze media framing in a novel way: the conjunction of network analysis to identify relevant 

topics with the structural breaks analysis to understand how media reports. Both measurements 

together offer a detailed snapshot of reliable and fake news sources framing that can be applied 

to other settings if textual data is available. In this sense, future studies could focus on other 

major events and crises to systematically analyze the evolution of frames used in news 

reporting. Moreover, researchers could also analyze media reactions through the lens of 

theoretical models such as Strong’s (Aiello, et al. 2021). By doing so, our scientific, public, 
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and social communities will have more informed evidence to countermeasure misinformation 

in highly uncertain times. 
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Annex Chapter 5 

 

Results for 2020: 
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Results for 2021: 
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Figure 20: Monthly topic networks (2020-2021) 
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In addition, I identify the most relevant words for reliable news that are not important 

for fake news and vice versa. The results are the following: 

 

 
Figure 21: Words shared by both reliable and fake news sources, and the difference in authority among them. 

 

Figure 21 depicts words that were important for reliable news but not for fake news 

(right hand side of the 0 line, and words that were important for fake news but not for reliable 

news (left hand side of the 0 line). For example, the top position for “per cent” (0.75 average 

authority for reliable news and 0.11 average authority for fake news) seems to indicate that 

reliable news are more inclined to report about the number of cases. Similarly, reliable news 

are more inclined to report about politics (“convention”, “supporter”, “Johnson”, “deal”) than 

fake news. On the other hand, fake news focused more on the economic effects of the pandemic 

(“supplies”, “price”) and, interestingly, about social networks (“Twitter”).  
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Figure 22: Words shared by both reliable and fake news sources, and the difference in authority among them by month 

(2020-2021) 

 

Then, I also report the topic importance, month by month for 2020: 
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And for 2021: 
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Figure 23: Topic importance by month (2020-2021) 
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Moreover, I also report the structural breaks with different models to assess its robustness: 
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Figure 24: Robustness checks for structural breaks models 
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Discussion	and	Conclusion	
 

The final chapter brings together the three essays (chapters 3, 4, and 5) in terms of their 

combined theoretical contributions, methodological contributions, and managerial and policy 

implications.  Moreover, this chapter also discusses the limitations of the thesis and lists the 

future research opportunities arising from it. 
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As mentioned in the introduction of this thesis, the digitalization of media, journalism, 

and social relationships has lowered the costs to produce and disseminate information. 

Although this has associated benefits, it also increases the odds of mass dissemination of 

misinformation (Thompson 2013; Lytvynenko & Silverman 2017). Extant research has been 

devoted to study misinformation, from laboratory experiments (Berinsky, 2017; Kearns, Judd, 

Tan, & Wortman, 2009; G Pennycook & Rand, 2017, 2018; Gordon Pennycook & Rand, 2019; 

Vreese, 2009) to massive scale observational studies (Aiello et al., 2021; Grinberg et al., 2019; 

Rajadesingan et al., 2015; Vosoughi et al., 2018). Among other constructs, misinformation 

research has explored the role of emotions (Bakir & McStay, 2017, 2018; J. Berger & Milkman, 

2010; Brady et al., 2017; Guo, Cao, Zhang, Shu, & Yu, 2019; Kramer et al., 2014; Martel et 

al., 2019; Weeks, 2015), appeal to morality (Brady et al., 2020, 2019, 2017; Crockett, 2017a; 

Effron & Raj, 2020; Horberg et al., 2011), or its diffusion trends (Allcott, Gentzkow, & Yu, 

2019; Berinsky, 2017; Bessi et al., 2015; Bode & Vraga, 2015; Lewandowsky et al., 2012; 

Tambuscio et al., 2018, 2015). 

 

However, existing evidence has overlooked three key points. Firstly, how different 

types of misinformation have contrasting structural differences in terms of evocation to 

emotions and cognitive effort needed to process their content. This has important implications 

because existing research is either focusing on only one (or just a few) categories (Rashkin, 

Choi, Jang, Volkova, Choi, et al., 2017; Risdal, 2016; Rubin et al., 2015; Wang, 2017), usually 

fake news, or not accounting for these structural differences, which may lead to inaccurate 

results. Secondly, although there is evidence about how misinformation achieves virality 

(Guerini & Strapparava, 2016; Larson, 2018; Tambuscio et al., 2015; Vosoughi et al., 2018), 

there is no prior confirmation about a potential deceptive strategy: mimicking reliable sources. 

Thirdly, there is little corroboration about how misinformation evolves over time and how it 

responds to high-profile events (Aiello et al., 2021; Pummerer et al., 2022; Wicke & Bolognesi, 

2020). Relying on psychological research (Hilligoss & Rieh, 2008; Horne et al., 2020; Shyam 

Sundar, 2008) and computational social science (Chang, Kauffman, & Kwon, 2014; D Lazer 

et al., 2020; David Lazer et al., 2009), I explored three different topics that were not previously 

scrutinized. In this final chapter, I summarize the main theoretical and methodological 

contributions, the managerial and policy implications, and outline the limitations and future 

research. 
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Theoretical and methodological contributions 

 

Much of the existing research has focused on fake news, a single category of 

misinformation, or just a few of them. For example, there are studies trying to categorize 

articles modelling the problem as a dichotomous classification task (Y. F. Huang & Chen, 

2020; Nanath, Kaitheri, Malik, & Mustafa, 2022), while others have focused on detecting 

rumors (Bian et al., 2020; Ma et al., 2019; MA et al., 2018), or clickbait (A. Chakraborty, 

Paranjape, Kakarla, & Ganguly, 2016; Y. Chen, Conroy, & Rubin, 2015). Other authors did 

similar exercises but with more than one category of misinformation (Ayoub, Yang, & Zhou, 

2021; Goldani, Safabakhsh, & Momtazi, 2021; Kaliyar, Goswami, & Narang, 2021; Nasir, 

Khan, & Varlamis, 2021; Rashkin, Choi, Jang, Volkova, & Choi, 2017). However, the breadth 

problem states that not all misinformation is created equal (see chapter 3), meaning that 

classification models may reduce their accuracy when confronted with a wider set of 

categories. Indeed, the main datasets to test these classification models fell way behind the 

number of categories explored in this thesis: 

 

Dataset Instances Categories 
Av. Words per 

Instance 
Source 

Kaggle Fake News 12,999	 1	 637	 (Risdal,	2016)	

Fake News 

Challenge 
49,974	 4	 11	

(Rubin	et	al.,	

2015)	

LIAR 12,791	 6*	 18	 (Wang,	2017)	

Univ. of Washington 

Fake News Data 
60,841	 4	 530	

(Rashkin,	Choi,	

Jang,	Volkova,	

Choi,	et	al.,	2017)	

The Fingerprints of 

Misinformation 
92,112	 7	 461	 	

*Does not differentiate between misinformation categories, but on a scale from 0 to 5; 0 

being completely false to 5 being completely accurate. 
Table 1: Comparison with other datasets 

 

The datasets presented in the table above have been used in thousands of papers either 

as benchmarks for machine learning models to classify news or as sources for more traditional 
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studies. However, I present in my thesis the evidence that misinformation categories 

significantly differ in terms of structural features. This has huge implications since many of the 

obtained results until today may be rendered inaccurate because of their reductionism in terms 

of misinformation types. As I have shown, fake news has big structural differences with junk 

science, but both categories are often treated as one.   

 

On the other hand, I uncovered how some misinformation sources mimick reliable 

sources. This chapter has several important implications too. First, it shows that taking 

advantage of the status and expectation violation heuristics (Appelman & Sundar, 2016; Fogg, 

2003; Hilligoss & Rieh, 2008; Molyneux & Coddington, 2019; Pornpitakpan, 2004; Shyam 

Sundar, 2008; Wathen & Burkell, 2002) is a strategy of several misinformation categories (fake 

news, clickbait, and rumors). To the best of my knowledge, this is the first time that this issue 

is investigated. Although our results deserve a deeper understanding of the details, we provide 

grounding evidence for exploring the tactic of isomorphism towards reliable sources with the 

aim of appearing as legitimate sources of information. Both our methodology and theoretical 

background offer great opportunities in that direction. 

 

In addition, I showed in the fifth chapter that some of the structural features of 

misinformation evolve over time, and especially in the light of high-profile events. I revealed 

how, both reliable and fake news sources, reacted negatively to the Covid pandemic. However, 

after time went by, reliable sources bounced back to their natural state of neutral reporting, 

while fake news never reach that level of neutrality. This result is consistent with the results 

obtained in my third chapter. Moreover, I uncovered a strategy of generating ambiguity by 

changing topics in the case of fake news. Clearly, this strategy deserves more investigation. 

 

Regarding methodological contributions, I applied for the first time a novel 

methodology to study misinformation. Leveraging on the works of Bail (2016) and Rule, 

Cointet, and Bearman (2015), I analysed both how misinformation sources mimic reliable 

content (chapter 4) and how misinformation and reliable topics evolve over time (chapter 5). 

Beyond a demonstration of the feasibility and benefits of their methods applied to 

misinformation analysis, the fact that both rely on network analysis allowed me to make a novel 

methodological contribution. While Bail (2016) explored topics and sources calculating 

common network centrality measures (like closeness or betweenness), I focused on the 

authority centrality (J. M. Kleinberg, 1997). While it is a well-grounded measure in 
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sociological or social network analysis (Alvarez-Rodriguez et al., 2021; McAvoy, Allen, & 

Nowak, 2020), to the best of my knowledge, it has never been used in conjunction with natural 

language processing to assess the importance of words and topics in a written corpus. My 

preliminary results demonstrated that both closeness and betweenness generated less accurate 

topic identification than the authority score. The rationale is that authority centrality is able to 

identify central words in each topic and then generate an aggregate measure of topic 

importance.  

 

Finally, this measure of topic importance allowed me to study the evolution of each 

topic over time. Since we have a measure of topic importance for each point in time, we can 

calculate the coefficient of variation -a measure of volatility- for both misinformation and 

reliable news. This allowed me to uncover one of the findings in the third study: that malicious 

content creators frequently shift between topics to create the illusion of chaos, ambiguity and 

uncertainty that characterize high-profile events. By doing so, they inoculate topics in the social 

conversation for which we do not have the opinion of authoritative sources. 

 

Managerial and policy implications 

 

The managerial and policy implications of the thesis are divided in terms of 

stakeholders. Firstly, I discuss how the results are useful for social networks. Secondly, I show 

how the obtained evidence can be useful for the media ecosystem, including journalists, editors, 

and fact-checkers. Thirdly, I present the implications for internet users and, finally, how 

politicians -and other opinion leaders- have a responsibility in the light of the obtained results. 

For example, by consciously acting as effective gatekeepers against misinformation. In this 

section, I discuss how this thesis aligns with the call for “public interest algorithms” to identify 

misinformation and protect consumers (Wheeler, 2017). 

 

Social Networks 

 

Social network companies have tried several mitigating strategies to stop the spread of 

misinformation on their platforms. For example, existing evidence suggests that correcting 

misinformation through “related stories” features in their platforms can reduce the prominence 

of misleading content (Bode & Vraga, 2015), although by a meagre 3.7% (G Pennycook & 

Rand, 2017). However, the flagging system is usually fed with content that has already been 
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verified. With our results, technological companies can explore the possibility of flagging 

content based on the structural differences that we presented. For example, they can add flags 

like “this content is highly appealing to morality”. While the effectiveness is yet to be seen, the 

scalability of the method is clearly superior to the manual fact-checking of every article being 

shared on a given platform.  

 

Moreover, our results indicate the need of heightened vigilance on part of social 

networks when a high-profile event or crisis occurs. We have shown that the structural 

differences of misinformation sources leverage on the ambiguity generated by these situations 

and exploit the opportunity to become even more viral. Therefore, studying the dynamics of 

this evolution in different platforms is a promising area of research. 

 

Media 

 

The business model of media companies has radically changed since the advent of 

Internet. Due to a decline in physical format news (newspapers, magazines, etc.) and a 

proliferation of (often) free information on the Internet, media companies were forced to be 

innovate with their business models. While some of them still struggle to reach the same 

audience and revenues they got before the Internet, others are tempted to pursue a strategy 

similar to that shown by misinformation sources. While low quality and tabloid news providers 

always existed, the need of webpage visitors and subscribers is a tempting need to exploit 

clickbait and rumors to attract them.  

 

However, as we show in the fourth chapter, this comes with unintended consequences 

for the whole society. While it may be financially beneficial from an individual’s point of view, 

compromising the journalistic practices of established media companies can contribute to the 

acclimation of the general public to more extreme content. In other words, media companies 

have a duty towards society to ensure provision of truthful information without falling into the 

temptation of going viral for financial gains. If not, the ability to discern what is true from what 

is false is weakened, which may lead to eventual degradation of the media ecosystem. 
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Fact-checking 

 

The findings presented in this thesis also have implications for fact-checkers. Since it 

is impossible to verify everything that is shared online, our results offer some clues on how to 

improve the efficiency of fact-checkers. For example, instead of focusing on misinformation 

content that has already gone viral (the harm is already done), fact-checkers can devote part of 

their efforts to debunk content before it goes viral. With a real-time implementation of the 

measures here presented, fact-checkers can rank the content being shared on a given platform 

according to its probability of being misinformation.  

 

In addition, the fact that our results cover several misinformation categories allows 

them to focus on specific types of deceptive content. For example, fact-checkers can decide to 

focus or specialize in types of misinformation: from conspiracy theories to junk science or 

clickbait. Our results serve as a starting compass to identify all such content and design tailored 

countermeasures depending on the category that the article belongs to.   

 

Internet users 

 

The implications of this thesis for Internet users are the following. While it may seem 

common sense to distrust sources that overly rely on emotions or morality, the existing 

evidence show that Internet users struggle to do so (European Commission, 2018; Maksl et al., 

2016). That is because many of the Internet users lack the necessary skills to successfully 

navigate the complex information ecosystem; in other words, they have low media literacy 

(Eshet & Eshet, 2004; A. M. Guess et al., 2020). As our societies are becoming more 

digitalized, the problem is likely to grow bigger if we don’t act. This is especially the case in 

developing countries, where millions of Internet users lack even basic literacy skills (Mustaffa 

et al., 2007; Sun & Nekmat, 2008), and therefore are more susceptible to misinformation. We 

have already seen the offline impact of misinformation and how it escalates into physical 

violence in places like India (McLaughlin, 2018) or Latin America (Taylor, 2020). Being aware 

of the problem is the first step towards solving it. 
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Politicians and policy makers 

 

Politicians are especially responsible for mitigating the spread of misinformation. We 

know that exposure to misinformation can make people more acclimated to its style and 

structure (Horne et al., 2020, 2019), but often politicians rely on misinformation to gain 

political advantage. By doing so, consciously or unconsciously, they are eroding the status of 

reliable sources. When politicians attack free press and traditional media companies because 

they are reporting about news they consider inconvenient, they erode the reliable information 

ecosystem. Likely, when politicians share misinformation about their political opponents, they 

erode the reliable information ecosystem. As we have shown in the fourth chapter of this thesis, 

eroding the status of reliable sources can make citizens more acclimated to extreme content. 

By doing so, they are increasing the probabilities of citizens consuming more extreme content 

and, ultimately, increasing social and political polarization (Freelon & Wells, 2020; Garrett, 

2009; Tang & Lee, 2013). 

 

For policy makers, my results further highlight the importance of media literacy. I 

showed that misinformation requires less cognitive effort and is more reliant on emotions, 

which may explain why misinformation is more prevalent among low-literacy individuals (D. 

M. J. Lazer et al., 2017). Therefore, a good recommendation for policy makers would be to 

invest in media literacy policies, allowing their citizens to be better prepared for confronting 

misinformation when they are seeking information online.  

 

Limitations and future research 

 

Limitations 

 

While efforts were made to find suitable data to perform my analysis, the databases that 

I used suffer from some potential problems. First of all, the data covers only the news in English 

language and, in general, from the US. Although it is not a problem per se, I acknowledge that 

this could limit the generatability of my results. To mitigate this, it would be interesting to 

reproduce the results presented in this thesis in other languages and other contexts. 

 

On the other hand, to materialize the analysis I also faced computational problems. 

While I solved them by relying on random samples of the full databases, all the analysis was 
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done in my personal computer. Therefore, it would be good to try to replicate the results using 

the full database of more than 9 million articles for the third and fourth chapters or the database 

of more than 1 million articles for the fifth one.  

 

Theoretical and empirical avenues for future research 

 

In the fifth chapter we uncovered how reliable sources evolved in their narratives about 

the pandemic. However, the analysis is done covering a time of two years and a specific high-

profile event. In parallel, in the fourth chapter we discussed how media companies may be 

tempted to pursue a clickbait strategy due to the forced changes in their business models. By 

mixing both ideas, future research can explore whether this is case, to what extent, how 

geography or other contextual characteristics moderate the results, etc. In other words, by 

collecting articles of different media companies through decades -by leveraging on their online 

versions or libraries- and analysing them in the light of the evocation to emotions and cognitive 

effort, researchers could uncover the impact in the news ecosystem of changes in the media 

business models. 

 

Moreover, the fifth chapter of the thesis does not distinguish between misinformation 

categories. Time constraints and data availability harmed the option of performing all the 

analysis at the category level. However, it can be easily done by identifying the source of article 

and classifying it accordingly to the table presented in the previous chapters. This can 

potentially reveal more granular and detailed differences between misinformation categories 

and how they evolve over time. 

 

Methodological avenues for future research 

 

In the fifth chapter I discussed how the authority centrality score is a good measure of 

topic importance. However, the preliminary evidence arises from a specific dataset in a specific 

context of the pandemic and by comparing the results with the betweenness and closeness 

centralities. Therefore, a more detailed analysis is needed to help other researchers advance in 

their efforts to understand topic importance when texts are modelled as networks. To do so, I 

propose gathering crowdsourced information about how humans classify topic importance in 

different topics and types of texts (news, reviews, emails, etc.) and then comparing their scores 

with those arising from network centrality measures. Doing so would be useful to identify the 
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most suitable measure of topic importance, a daunting task considering the myriad of centrality 

measures in complex network analysis. 
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