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Abstract

We perform quantum simulation on classical and quantum com-
puters and set up a machine learning framework in which we can
map out phase diagrams of known and unknown quantum many-
body systems in an unsupervised fashion. The classical simula-
tions are done with state-of-the-art tensor network methods in
one and two spatial dimensions. For one dimensional systems,
we utilize matrix product states (MPS) that have many practical
advantages and can be optimized using the e�cient density ma-
trix renormalization group (DMRG) algorithm. The data for two
dimensional systems is obtained from entangled projected pair
states (PEPS) optimized via imaginary time evolution. Data in
form of observables, entanglement spectra, or parts of the state
vectors from these simulations, is then fed into a deep learning
(DL) pipeline where we perform anomaly detection to map out
the phase diagram. We extend this notion to quantum computers
and introduce quantum variational anomaly detection. Here, we
�rst simulate the ground state and then process it in a quantum
machine learning (QML) manner. Both simulation and QML rou-
tines are performed on the same device, which we demonstrate
both in classical simulation and on a physical quantum computer
hosted by IBM.
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Resumen

En esta tesis, realizamos simulaciónes cuánticas en ordenadores
clásicos y cuánticos y diseñamos un marco de aprendizaje au-
tomático en el que podemos construir diagramas de fase de sis-
temas cuánticos de muchas partículas de manera no supervisada.
Las simulaciones clásicas se realizan con métodos de red de ten-
sores de última generación en una y dos dimensiones espaciales.
Para sistemas unidimensionales, utilizamos estados de produc-
tos de matrices (MPS) que tienen muchas ventajas prácticas y
pueden optimizarse utilizando el e�ciente algoritmo del grupo de
renormalización de matrices de densidad (DMRG). Los datos para
sistemas bidimensionales se obtienen mediante los denominados
estados de pares entrelazados proyectados (PEPS) optimizados
a través de la evolución en tiempo imaginario. Los datos, en
forma de observables, espectros de entrelazamiento o partes de
los vectores de estado de estas simulaciones, se introducen luego
en un algoritmo de aprendizaje profundo (DL) donde realizamos
la detección de anomalías para construir el diagrama de fase. Ex-
tendemos esta noción a los ordenadores cuánticos e introducimos
la detección de anomalías cuánticas variacionales. Aquí, primero
simulamos el estado fundamental y luego lo procesamos utilizando
el aprendizaje automático cuántico (QML). Tanto las rutinas de
simulación como el QML se realizan en el mismo dispositivo, lo
que demostramos tanto en una simulación clásica como en un
ordenador cuántico real de IBM.
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Prephrase

As I, the author, am guiding you, the reader, through this thesis,
I am going to write in the �rst person plural form, as we make
our way through the following chapters.
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Chapter 1

Motivation

Developing tools to investigate large-scale interacting quantum
systems promises the potential for unprecedented technological
advancement in physics, chemistry, material science, medicine, or
molecular biology on top of the fundamental understanding of the
world. Applications range from optimizing photovoltaic material
design [7] to drug discovery and design [8, 9]. The phenomenon of
high temperature superconductivity in cuprates [10] and twisted
bilayer graphene [11] is still not understood [12]. Further, compu-
tational catalysis for large molecules could give access to means
to potentially �nding a suitable catalyst for Nitrogen �xation (Ni-
trogenase) [13] or carbon capturing [14], which are very relevant
for the problems in agriculture and climate change that humanity
is currently facing. These are few of a variety of applications that
make developing methods to study quantum many-body systems
highly desirable.

In this thesis, we are interested in quantum simulation, that is,
studying the properties of quantum many-body systems in a con-
trolled fashion. In particular, we are typically interested in the
ground states of Hamiltonians. For example, in computational
catalysis, one is interested in the ground state energies of the
molecules involved in a catalytic cycle to determine the reaction
rates and therefore, how viable a proposed catalyst is. On the
other hand, peculiar quantum phases of matter like super�uids,
supersolids or superconductors are exhibited at very low tempera-
tures and are therefore described by the ground (and low-excited)
states of the system. Further, the discovery of topological phases
has extended the possibilities of (quantum) phases of matter that
are of fundamental interest in physics and promise potential tech-
nological advancements.
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There are two branches of quantum simulation: using classical
computers or using quantum computers.
One way of utilizing classical computers to perform quantum sim-
ulation is to classically compute the wavefunction, that is, the
vector in Hilbert space describing the state of the system. This
approach su�ers from the curse of dimensionality, as the Hilbert
space grows exponentially with the number of constituents. Take
for example a system composed of N local d-dimensional degrees
of freedom, then the Hilbert space describing a general state of
the composite system is of dimension dN . It is known that only a
fraction of those states in Hilbert space are physically accessible
[15], so the task at hand is to leverage this information to directly
target those relevant states. One such approach is given by tensor
network algorithms, where suitable Ansätze for the known restric-
tions of physical systems are optimized. The physical principle
governing this is typically to target low- to intermediately entan-
gled states, for which tensor network states are precisely designed.
Since tensor network states usually require polynomial resources,
it is worth noting that, therefore, states for intermediate sized
systems of O(100) constituents but with low entanglement can
still be described classically.
For states with high complexity and correlations, the other ap-
proach is to leverage a quantum system over which we have full
control, a quantum computer, to encode the state of the quantum
system we aim to simulate. However, it turns out to be very dif-
�cult to coherently control and manipulate interacting quantum
systems. There has been tremendous progress in recent years,
such that small scale quantum computers are commercially avail-
able today. These, however, are still inherently noisy and small,
such that they serve more as a toy model and proof of principle for
the moment. The hope is that in the short term of the next �ve
to ten years, noise levels can be decreased and system sizes can
be increased to be able to achieve a computational advantage for
practically relevant problems over competing classical methods,
such as, e.g. tensor networks. There have been claims for compu-
tational quantum advantage with contemporary hardware using
a random circuit sampling approach [16], but these have already
been caught up by tensor network simulations [17]. More rigorous
is the claim of quantum advantage for experimental Gaussian Bo-
son Sampling [18, 19], though this is not on a universal quantum
computer with unknown technological implications.
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In the long run, the aim is to build a fault tolerant quantum
computer of many qubits that can process very deep circuits to
generate states of high complexity and entanglement. In such
a device, error rates are low such that the few errors that oc-
cur can be corrected with quantum error correction, which re-
quires a large overhead of physical qubits to logical qubits. This
would allow for general purpose algorithms like adiabatic quan-
tum computing and quantum phase estimation to investigate the
above mentioned relevant systems, but also to provide solutions
to optimization problems that are relevant for many industries.
Further, quantum computers are relevant as they enable Shor's
prime factoring algorithm [20], which poses a thread for public-
key cryptographic systems1.

Independently and parallel to these developments, deep learning
underwent booming progress in the past decade. Much of its the-
ory was developed already in the second half of the 20th century,
but large amounts of data and hardware to rapidly process were
not available yet back then. This changed with an ever-growing
internet yielding more and more data, and the development of
faster and more specialized hardware, i.e. the introduction of
graphics processing units (GPUs)2. This boosted the �eld of ar-
ti�cial intelligence (AI) to unprecedented successes for tasks like
image recognition [21], natural language processing [22], or play-
ing games [23].

Vision of this thesis We want to use the aforementioned tools
to simulate quantum many-body systems and apply deep learning
methods to investigate them. The bigger vision we have in mind
is an arti�cial intelligence that performs quantum simulation of

1Most public-key cryptosystems are based on the Rivest�Shamir�Adleman
(RSA) algorithm, which relies on the assumption that �nding the prime
factors of integer numbers is computationally hard, i.e. exponential in the
number of integers. Shor's prime factoring algorithm, however, is polynomial
in the number of integers and therefore violates this assumption.

2GPUs are more restricted than general-purpose central processing units
(CPUs) as they are specialized in performing very rapid computations of
large data in parallel. They were primarily developed for computer games
but soon found other applications like deep learning. Other application-
speci�c integrated circuits (ASICs) like the tensor processing unit (TPU) are
developed speci�cally for deep learning by Google.
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various di�erent systems and automatically points out new prop-
erties, e�ects or phases. The main contribution of this thesis to
this endeavor is providing methods to map out the phase dia-
grams from quantum simulation data in an unsupervised fashion
requiring no prior knowledge of the system. We demonstrate this
on di�erent known physical models as a proof of principle for 1D
and 2D tensor network quantum states in classical simulation and
quantum states simulated on a quantum computer. The latter is
very much in line with recent proposals to use quantum computers
to learn from quantum experiments (quantum machine learning
with quantum data) [24]. While these experiments on quantum
computers are still in the stage of a proof of concept, we �nd a
phase that has previously been mostly overlooked with classical
simulations. This leads us to further physical investigations, dis-
covering previously unknown e�ects such as a super�uid phase
with a hidden broken translational symmetry in the extended
Bose Hubbard model. It is worth noting that in its current form,
the employed deep learning methods merely point out regions of
interest, but the physical investigation still has to be performed by
an expert physicist. Deep learning methods for gaining physical
insights [25] or interpretability [26, 27, 28] might further elevate
those e�orts but are not subject to this thesis.

We start this thesis by introducing tensor network methods in
chapter 2, deep learning in chapter 3 and quantum computing
with noisy contemporary hardware via variational quantum al-
gorithms in chapter 4. The main results are outlined in part II:
We start by introducing anomaly detection for physical discovery
in chapter 5. This method is then applied to the one dimen-
sional Bose Hubbard model in chapter 6, where we also perform
the physical investigations of the new properties that the ma-
chine learning algorithm hinted at. We further demonstrate the
viability of deep anomaly detection for two dimensional tensor
network data in chapter 7. Finally, we translate this approach to
a quantum computer where we perform both the quantum sim-
ulation and unsupervised anomaly detection on the same device
in chapter 8, before we conclude in part III.
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Chapter 2

Introduction to Tensor

Network methods for

quantum many-body

systems

The Hilbert space of all possible quantum states for N particles
is exponentially large in N . But not all states are physically
achievable [15]1. Particularly, it is known that ground states of
local and gapped Hamiltonians follow the area law of entangle-
ment [29, 30, 31] and therefore only occupy an (exponentially)
small fraction of the Hilbert space. That is, the entanglement
entropy S(ρA) of a subsystem A scales with the surface area of
the volume that A is occupying in real space, while for a general
state it scales with the volume. Matrix product states (MPS) in
one spatial dimension and projected entangled pair states (PEPS)
in two spatial dimensions are states reproducing the area law of
entanglement and are therefore natural Ansätze for ground states
of local and gapped Hamiltonians.
A drastic consequence of the area law is that for one dimensional
systems the entanglement entropy for any subsystem is constant,
independent of its size. This property was leveraged by White
already in 1992 with the invention of the density matrix renor-
malization group algorithm (DMRG) [32, 33] to study the ground
states of quantum many-body systems. This algorithm is the

1In [15], the authors argue that most of the states in Hilbert space can
only be produced in an exponential amount of time as they show that the
manifold of states that can be realized by a polynomial time-evolution of
local Hamiltonians is exponentially small.
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foundation of modern tensor network methods, as it was real-
ized that one can describe these ground states in terms of matrix
product states (MPS) [34, 35, 36]. MPS are very powerful as
they o�er a canonical form that allows for very e�cient calcula-
tion of observables [37, 38, 39, 40] and e�cient optimization via
DMRG with matrix product operators [41]. For a modern review
we point to [42], whose line of thought we partly adopt in the
following. As we will see later, things get more complicated for
tensor network states in higher dimensions due to the lack of a
canonical form [43]. Despite this di�culty, competitive methods
in two [44, 45, 46, 47] and three [48, 49, 50, 51] spatial dimensions
have been demonstrated. Furthermore, tensor networks provide
state of the art results in quantum chemistry [52] and quantum
computation [17].
We start this chapter by introducing the general concepts and spe-
cial properties of matrix product states in sections 2.1 and 2.2.
We then introduce the DMRG algorithm in section 2.4, following
closely the logic of [42]. Sections 2.1 to 2.4 are accompanied by
Python 3 code along with the mathematical explanations. The
notion of in�nite tensor network states, i.e. states in the ther-
modynamic limit, are introduced in section 2.5, as well as imagi-
nary time evolution. The latter is rather a means for consistency
checking of DMRG in 1D, but very relevant for PEPS, which we
introduce in section 2.6. We conclude with discussing the area
law, showing how MPS and PEPS exactly reproduce it and are
therefore suitable Ansätze for ground states of gapped and local
Hamiltonians in section 2.7.

2.1 Singular Value Decomposition

Let us start by recalling one of the most important techniques
from linear algebra in general, and especially important to ten-
sor network methods, namely the singular value decomposition
(SVD) of an arbitrary matrix M ∈ Cm×n in terms of

M = UΛV †, (2.1)

where Λ is a diagonal matrix containing the r = min(m,n) posi-
tive singular values {λi}ri=1 ofM . The matrix U ∈ Cm×r consists
of orthonormal columns whereas the matrix V † ∈ Cr×n consists of
orthonormal rows - the left- and right-orthogonal singular vectors
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Figure 2.1: Illustration of the general singular value decomposition
M = UΛV † of M and its compression by discarding the two smallest
singular values and the respective left- and right singular vectors. Note
that descending order of the positive singular values is assumed.

of M , respectively. In the case of m = n, U and V are unitary,
however we will almost exclusively be dealing with rectangular
matrices in the context of MPS. The case of n > m is illustrated
in �g. 2.1.
In practice, SVD can always be achieved by diagonalizing the
Hermitian matrix MM † ∈ Cm×m and we can identify the eigen-
vectors corresponding to the non-zero eigenvalues as U , and the
square roots of the positive and real eigenvalues as Λ. We can
obtain V in a similar fashion by diagonalizing M †M ∈ Cn×n.
One of the many applications of SVD is the compression of ma-
trices. This can be achieved by truncating the singular values
below a certain threshold, and discarding the respective singular
vectors, as illustrated in �g. 2.1. The resulting approximation
M ′ is optimal in terms of to the Frobenius norm ||M −M ′||F ,
where ||A||2F = tr

[
A†A

]
for any A ∈ Cm×n, which is just the

sum of squared singular values (i.e. eigenvalues of A†A). This is
in general a very powerful property which serves as the founda-
tion of matrix product state approximations of general quantum
many-body states.

2.2 Canonical form of an MPS

Let us now look at a general quantum state

|Ψ⟩ =
∑

σ1,..,σL

cσ1,..,σL |σ1, .., σL⟩ (2.2)
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consisting of local, spin-like degrees of freedom σi ∈ {0, 1, .., d−1}.
This state is completely characterized by the rank L tensor c with
components cσ1,..,σL ∈ CdL . The key trick of MPS is to approxi-
mate this exponentially large tensor by a product of smaller ten-
sors. We can formally exactly map the tensor to such a product
by consecutively performing SVD

cσ1,..,σL

reshape
= cσ1,(σ2,..,σL)

SVD
=

∑
µ1

Uσ1,µ1Λµ1V
†
µ1,(σ2,..,σL)

=
∑
µ1

Uσ1
µ1
cσ2,..,σL
µ1

, (2.3)

where in the �rst step we reshaped the tensor into a matrix by
combining the right-most indices2. We can then treat

Λµ1V
†
µ1,(σ2,..,σL)

= cσ2,..,σL
µ1

(2.4)

as a new tensor with virtual index µ1, which is being summed
over, and physical indices σ2, .., σL, that we from now on write as
superscripts to make the distinction. We can repeat this step for
c(µ1σ2),(σ3,..,σL) and all following new tensors all the way through
the remaining variables and end up with

cσ1,..,σL =
∑

µ1,..,µL−1

Uσ1
µ1
Uσ2
µ1,µ2

· · ·UσL−1
µL−2,µL−1U

σL
µL−1

(2.5)

and therefore �nd the original state in its matrix product state
form

|Ψ⟩ =
∑

σ1,..,σL

Uσ1Uσ2 · · ·UσL−1UσL |σ1, .., σL⟩ . (2.6)

We did not write the summation over virtual indices explicitly
and left it implicitly as matrix multiplications. This is where the
name matrix product state comes from, despite mostly consisting
of rank 3 tensors and not matrices. There are several key features
of this representation that we want to point out.

2Some explicit examples for combining indices: for d = 2, i.e. spin 1/2,
the string of spin variables σ1σ2σ3 represents a binary number, i.e. 000 = 0,
001 = 1, 010 = 2, 011 = 3 and so on. For d = 3 we could use ternary numbers
and so on.
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Compression

First of all, note that by doing this decomposition we actually
have not gained anything in terms of dimensionality because the
innermost tensor has shape (dL/2, d, dL/2) (for L even). An e�-
cient compression is achieved by discarding some of the smaller
singular values as discussed before. In practice, the user sets
a hyper parameter χmax ∈ N called the bond dimension, until
which we keep all the singular values. The tensors therefore have
constant dimensions (χmax, d, χmax)

3.

Norm

We will verify that |Ψ⟩ is correctly normalized, assuming that
the original state in eq. (2.2) was normalized. Recall that the U
matrices in the SVD are left-orthogonal, which implies∑

σi

(Uσi)†Uσi = 1 (2.7)

and therefore

⟨Ψ|Ψ⟩ =
∑

σ1,..,σL

(UσL)†..(Uσ1)†Uσ1 ..UσL = 1. (2.8)

Note that i = 1 and i = L are special cases due to their reduced
dimensionality and should in this notation be regarded as rank
3 tensors with a trivial third dimension, i.e. the last reduction
yields

∑
σL,µL−1

UσL†
1,µL−1

UσL
µL−1,1

= 11,1 = 1, where subscript (•)1
indicates the trivial dimension of size 1.

Canonical form

The process of sweeping through the system as described above
has brought the state in its so-called left-canonical form, where
we can make use of the left-orthogonality for e�cient tensor con-
tractions as shown for the norm. Now note that we can do this
process not just for a state in tensor form eq. (2.2) but also to
a state that is already in MPS form but with di�erent matrices.
We can have the same state described by di�erent sets of matrices

3For site i at the boundaries of the MPS the dimension is min(di, χmax)
and typically one additionally sets a threshold for the smallest singular values
to keep, which can further reduce the dimension.
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because we can always insert 1 =MM−1 for some random invert-
ible matrix M into eq. (2.6). Sweeping through the system from
left to right is one way to �x this gauge freedom to left-canonical
form. Sweeping from right to left would yield the right-canonical
form. But we can actually �nd an even more convenient form
from eq. (2.6) that combines the best of both worlds. We do so
by storing the singular values Λ[i] after multiplying them onto
the next tensor, insert Λ[i](Λ[i])−1 in eq. (2.6) after the sweep,
and identify (Λ[i−1])−1Uσi = Γσi to then obtain the canonical
form after Vidal [37]

|Ψ⟩ =
∑

σ1,..,σL

Γσ1Λ[1]Γσ2Λ[2] · · ·ΓσL−1Λ[L−1]ΓσL |σ1, .., σL⟩ . (2.9)

To obtain right- or left-orthogonal matrices is now just a matter
of re-grouping Γ matrices and the singular values. For example,
we can identify Λ[i−1]Γσi = Uσi and ΓσiΛ[i+1] = V σi† to obtain a
mixed canonical form

|Ψ⟩ =
∑

σ1,..,σL

[Γσ1 ]
[
Λ[1]Γσ2

]
· · ·

[
Λ[i−2]Γσi−1

]
Λ[i−1]ΓσiΛ[i] · · ·

[
ΓσL−1Λ[L−1]

]
[ΓσL ] |σ1, .., σL⟩

=
∑

σ1,..,σL

Uσ1Uσ2 · · ·Uσi−1Λ[i−1]ΓσiΛ[i]V σi+1† · · ·V σL−1†V σL†.

(2.10)

Operator expectation values

This canonical form is handy for calculating expectation values
of local observables, see �g. 2.2. For some d×d dimensional local
operator O[i] at site i, the expectation value with respect to |Ψ⟩
reduces to

⟨Ψ|O|Ψ⟩ = tr

∑
σiσ̃i

Θσi†Oσiσ̃iΘσ̃i

 (2.11)

where we identi�ed Θσi = Λ[i−1]ΓσiΛ[i]. The reasoning for this
reduction is graphically illustrated in �g. 2.2.
We can use the same logic when calculating correlation functions
like ⟨Ψ|O[i]O[j]|ψ⟩: by making use of the canonical form we know
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Figure 2.2: Calculating local expectation values ⟨Ψ|O|Ψ⟩ for a |Ψ⟩
in canonical form eq. (2.9) reduces to a contraction with the Θ tensor
at the local site. In the �rst step, we recombine tensors to a mixed
canonical form as described in eq. (2.10). In the second step, we make
use of the left- and right-orthogonality of U and V † tensors. In the
last step we just use the de�nition of the Θ tensor, which, knowing this
relationship for local observables, plays a special role in MPS.

that contractions for sites below i and sites beyond j are iden-
tities. However, we cannot get around explicitly computing the
contractions between site i and j. There are many strategies for
contracting such a tensor network. The best way to e�ciently do
so is nicely illustrated in Fig. 17 in [45] and amounts to moving
from left to right to avoid large tensors, i.e. tensors with many
legs.

Reduced states and entanglement

The canonical form eq. (2.9) is especially handy when we are in-
terested in di�erent marginals (reduced density matrices) of the
state. This on the other hand gives us easy access to di�erent en-
tanglement properties, which we will make great use of through-
out this thesis. Let us �rst start by noting that, by construction,
the singular values Λ[i] are the Schmidt coe�cients of a biparti-
tion A = {1, .., i} and B = {i+1, .., L} of a matrix product state,
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i.e.

|Ψ⟩ =
∑
µi

Λ[i]
µi
|µi⟩A |µi⟩B (2.12)

|µi⟩A =
∑

σ1,..,σi

(Uσ1 · · ·Uσi)µi
|σ1, .., σi⟩ (2.13)

|µi⟩B =
∑

σi+1,..,σL

(
V σi+1† · · ·V σL†

)
µi

|σi+1, .., σL⟩ . (2.14)

The states |µi⟩A and |µi⟩B form an orthonormal set due to the
orthonormality of U and V † matrices. With this we can directly
read o� the reduced states for subsystems A and B in terms of

ρA =
∑
µi

Λ[i]2
µi

|µi⟩⟨µi|A (2.15)

ρB =
∑
µi

Λ[i]2
µi

|µi⟩⟨µi|B (2.16)

With this we can directly obtain the von Neumann entanglement
entropy for any bipartition of an MPS in canonical form eq. (2.9)

SA|B = −tr [ρA log(ρA)] = −tr [ρB log(ρB)]

= −
∑
µi

Λ[i]2
µi

log
(
Λ[i]2
µi

)
. (2.17)

That is why the singular values, i.e. the Schmidt values, and the
entanglement energies ξ in (Λ

[i]
j )2 = exp(−ξ[i]j ), are all amigu-

ously referred to as the Entanglement spectrum. It is an interest-
ing quantity in its own right, from which we can learn di�erent
properties, as we will see in the main body of this thesis.

Python implementation

We provide a Python implementation of an MPS class that we later
use for our DMRG implementation. For bringing the MPS into left-
canonical form via left_normalize(), we use QR decomposition
instead of SVD, which is more e�cient as it does not compute
the explicit singular values. A method for bringing the MPS into
right-canonical form is left for brevity and can be found in the
full code in [53].

1 import numpy as np
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2 from numpy.linalg import qr

3

4 def chi_list(L,d,chi_max):

5 '''

6 Creates a list of the appropriate local bond

dimensions.

7 This is important for the dimensions near the

boundaries.

8 '''

9 a = np.ones(L+1,dtype=np.int_)

10 for i in range(int(L/2) +1):

11 if d**i <= chi_max:

12 a[i] = d**i

13 a[-i-1] = d**i

14 else:

15 a[i] = chi_max

16 a[-i-1] = chi_max

17 return a

18

19 def create_random_Ms(L,d,chi_max):

20 """

21 returns a list of random MPS matrices

(np_array(ndim =3))

22 """

23 chi = chi_list(L,d,chi_max)

24 return [np.random.rand(chi[i],d,chi[i+1]) for i

in range(L)]

25

26

27 class MPS(object):

28 """

29 Initializes a random , finite dimensional ,

unnormalized MPS

30

31 Parameters

32 ------------

33 L: Number of Sites

34 d: local Hilbert space dimension

35 chi: local bond dimension

36

37 attributes:

38 Ms: list of L ndim=3 tensors M

39 Index convention for M: sigma_j , vL , vR

40

41 Ss: list of L ndim=1 lists (singular values)

42 """

43 def __init__(self ,L,d,chi_max):

44 self.Ms = create_random_Ms(L,d,chi_max)

45 self.Ss = np.random.rand(L,d,chi_max)

46 self.L = L
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47 self.d = d

48 self.chi_max = chi_max

49 self.chi = chi_list(L,d,chi_max)

50

51 def self_norm(self):

52 """ calculate the norm of the MPS"""

53 C = np.tensordot(self.Ms[0]. conjugate (),

self.Ms[0], ([0 ,1] ,[0 ,1]))

54 for i in range(1,self.L):

55 # sum over physical sites 1 .. L

56 for j in range(self.d):

57 # sum over physical indices s_i

58 """

59 M1: sl al a'l

60 M2: sl al a'l

61 """

62 temp1 = np.tensordot(C, self.Ms[i],

[1,0])

63 C2 = np.tensordot(self.Ms[i].conj(),

temp1 , ([0 ,1] ,[0 ,1]))

64 C = C2

65 return C[0,0]

66

67 def left_normalize(self):

68 Ms = self.Ms

69 L,d = self.L,self.d

70 As = []

71 for i in range(L):

72 chi1 ,d,chi2 = Ms[i].shape

73 m = Ms[i]. reshape(chi1*d,chi2)

74 # QR decomposition is like SVD

75 # w/o the explicit singular values

76 Q,R = qr(m, mode='reduced ')

77 A = Q.reshape(chi1 ,d,min(m.shape))

78 if i<(L-2):

79 Ms[i+1] = np.tensordot(R,Ms[i+1],1)

80 self.Ms = As

2.3 Matrix Product Operators

Matrix product states are a way to represent multi-partite quan-
tum states. Matrix product operators generalize this concept and
provide representations of sums of operators as

O =
∑
σσ′

W σ1σ′
1W σ2σ′

2 · · ·W σLσ
′
L |σ′⟩ ⟨σ| , (2.18)



2.3. Matrix Product Operators 17

Figure 2.3: Graphical representation of an MPO contracted with two
MPS ⟨Ψ′|O|Ψ⟩. Looking solely at the �rst contraction, we can see how
we obtain a new MPS with larger matrices with double stranded bonds
as highlighted in the green box. This represents the new matrix after
contraction in eq. (2.22).

where σ = (σ1, σ2, · · · , σL) is the vector of indices. So just as
Mσi can be seen as a vector in σi, where each element is a matrix,
W σiσ

′
i can be seen as a matrix, where each element is a matrix.

We can apply an MPO to an MPS and obtain a new MPS

O |Ψ⟩ =
∑
σσ′

(
W σ1σ′

1 · · ·W σLσ
′
L

)
(Mσ1 · · ·MσL) |σ′⟩ (2.19)

=
∑

σσ′,ab

(
W

σ1σ′
1

b0b1
Mσ1

a0a1

)(
W

σ2σ′
2

b1b2
Mσ2

a1a2

)
· · · |σ′⟩ (2.20)

=
∑
σ′

M̃σ′
1M̃σ′

2 · · · |σ′⟩ ‘ (2.21)

with new, larger matrices

M̃
σ′
i

(bi−1ai−1),(bi,ai)
=

∑
σi

W
σiσ

′
i

bi−1bi
Mσi

ai−1ai (2.22)

with double stranded virtual bonds, as highlighted in �g. 2.3.
MPOs are e�cient representations of Hamiltonians with local in-
teractions as it results in low MPO bond dimension DW (for vir-
tual MPO bonds bi), which grows with the number of terms and
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the range of the interactions4 [41]. Look for example at the sim-
ple translationally invariant Hamiltonian H(1) =

∑
iXi, which

we can represent by

W [1] = (X,1);W [i] =

(
1 0
X 1

)
;W [L] = (1, X)T , (2.23)

where implicitly the operators in W [i] act on site i. Note that by
the same logic we can have site-dependent coe�cients for each
operator term. To see that this indeed represents H(1) we can
explicitly contract this MPO for L = 3 and obtain

W [1]W [2]W [3] = (X1,11)

(
12 0
X2 12

)
(13, X3)

T

= (X1,11)(1213, X213 + 12X3)
T

= X11213 + 11X213 + 1112X3. (2.24)

Similarily, for a nearest neighbor Hamiltonian H(2) =
∑

iXiYi+1

we can construct it via

W [i](2) =

1 0 0
Y 0 0
0 X 0

 (2.25)

with W [1] and W [L] being the bottom row and left column, re-
spectively.
Formally, we can say that each site is described byW [i], including
sites 1 and L, but there are two dummy vectors (0, .., 0, 1) and
(1, 0, ..)T on the left and right boundary, respectively. Introduc-
ing di�erent nearest-neighbor terms amounts to inserting these
elements in the left column and bottom row, i.e. for a Heisenberg
model of the form

H(3) =
∑
i

Jx
i S

x
i S

x
i+1 + Jy

i S
y
i S

y
i+1 + Jz

i S
z
i S

z
i+1 − hiS

z
i (2.26)

4A known exception is exponentially decaying interactions for which there
is a compact representation [54].
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we obtain

W [i](3) =


1 0 0 0 0
Sx 0 0 0 0
Sy 0 0 0 0
Sz 0 0 0 0

−hiSz Jx
i S

x Jy
i S

y Jz
i S

z 1.

 (2.27)

If on the other hand we are interested in next-to-nearest inter-
actions like in H(4) =

∑
iXiYi+2 then we need to introduce an

identity in the o�-diagonal here:

W [i](4) =


1 0 0 0
Y 0 0 0
0 1 0 0
0 0 X 1

 . (2.28)

Note that just like MPS, the MPO description of an operator O is
not unique. With these four examples we are able to construct all
Hamiltonians with local terms, nearest-neighbor interactions and
next-nearest-neighbor interactions. For a more formal description
of the above recipes in terms of �nite automata we refer to [55].

2.4 Density Matrix Renormalization Group
algorithm

The Density Matrix Renomrmalization Group (DMRG) algorithm
was originally proposed by White [32, 33] and found tremendeous
success in �nding the ground states of local and gapped one di-
mensional quantum Hamiltonians. Here, we discuss its modern
re-inretpretation in terms of matrix product states. We �rst give
an intuitive overview and then follow up with the mathematical
details. The algorithm is based on the variational principle of
minimizing the expected energy

min
|Ψ⟩

⟨Ψ|H|Ψ⟩
⟨Ψ|Ψ⟩ (2.29)

for a trial matrix product state |Ψ⟩ and a matrix product operator
H. We follow the approach in [42] and introduce a Lagrangian
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multiplier to de�ne the objective function

O := ⟨Ψ|H|Ψ⟩ − λ ⟨Ψ|Ψ⟩ (2.30)

that we want to minimize. Directly minimizing O is highly non-
linear and therefore practically impossible for realistic hyper pa-
rameters χmax and d. Instead, one solves the problem locally and
sweeps through the system until convergence is reached.
We start by �xing all MPS parameters but those at site i. We
can assume a mixed canonical form that can be obtained by the
recipe given in section 2.2, such thatMσi is of arbitrary gauge and
all remaining sites are left- or right orthogonal, accordingly. The
extremum condition of setting the derivative of O with respect to
the elements of Mσi to zero then yields the Eigenproblem

He�M − λM = 0 (2.31)

for the e�ective HamiltonianHe� (graphically illustrated in �g. 2.4)
for that site and vector M = M(σ′

i,a
′
i−1,a

′
i)
. The size of the vec-

tor M is dχ2
max. In practice we use d = O(10) and χmax =

O(10 − 1000) and are therefore suitable for nummerical solvers
like Lanczos that yield the lowest algebraic Eigenvalue and Eigen-
vector. The idea of DMRG is then to sweep through the system,
iteratively optimizing the tensor at each bond locally, while all
other tensors are �xed, until some overall convergence criterion is
reached. There are a lot of tricks that help speed up this proce-
dure which we elaborate on in the mathematical details below.

Mathematical details and Python implementation

This subsection is dedicated to understanding DMRG in detail
and providing a Python implementation. The full code can be
found in [53].
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Figure 2.4: Graphical representation of the e�ective Hamiltonian
(He�)(σi,ai−1,ai),(σ′

i,a
′
i−1,a

′
i)

at site i consisting of the local MPO ele-
ment, the left environment L and right environmentR. The Eigenprob-
lem in eq. (2.31) is �nding the Eigenvector M(σ′

i,a
′
i−1,a

′
i)
corresponding

to the smallest Eigenvalue of He�.

Let us start by formally de�ning the left- and right-environments
in an MPS-MPO-MPS contraction

L
ai−1,a

′
i−1

bi−1
=

∑
aℓ,bℓ,a

′
ℓ

ℓ≤i−2

i−1∏
ℓ=1

∑
σℓ,σ

′
ℓ

Uσℓ∗
aℓ−1,aℓ

W
σℓ,σ

′
ℓ

bℓ−1,bℓ
U

σ′
ℓ

a′ℓ−1,a
′
ℓ

(2.32)

R
ai,a

′
i

bi
=

∑
aℓ,bℓ,a

′
ℓ

ℓ≥i+1

L∏
ℓ=i+1

∑
σℓ,σ

′
ℓ

(V †)σℓ∗
aℓ−1,aℓ

W
σℓ,σ

′
ℓ

bℓ−1,bℓ
(V †)

σ′
ℓ

a′ℓ−1,a
′
ℓ

 .(2.33)

A more comprehensive illustration of this de�nition is given in
�g. 2.4. With this de�nition we can write the Hamiltonian term
of O, eq. (2.30), as

⟨Ψ|H|Ψ⟩ = L
ai−1,a

′
i−1

bi−1

(
M

σ′
i

a′i−1,a
′
i
W

σi,σ
′
i

bi−1,bi
Mσi∗

ai−1,ai

)
R

ai,a
′
i

bi
, (2.34)

where the brakets are solely for highlighting the central block at
site i, and where we use Einstein convention of implicitly sum-
ming over all double indices. Now di�erentiating with respect
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to Mσi∗
ai−1,ai simply removes this term and, accordingly, the sum-

mation over its incides. We reinterpret the remaining term as

∂ ⟨Ψ|H|Ψ⟩
∂Mσi∗

ai−1,ai

= (He�)(σi,ai−1,ai),(σ′
i,a

′
i−1,a

′
i)
M(σ′

i,a
′
i−1,a

′
i)

(2.35)

with the de�nition of He� graphically in �g. 2.4. The norm term
in eq. (2.30) is simply

⟨Ψ|Ψ⟩ =Mσi
ai−1,aiM

σi∗
ai−1,ai , (2.36)

again with Einstein convention, due to the mixed canonical form.
The derivative simply removes the tensor and summations again
and together with eq. (2.35) we arrive at eq. (2.31).

We can implement this local site update in terms of the following
(incomplete) code. The �rst de�nition is the local update routine,
which is part of a DMRG object that we specify in more detail
later. The second de�nition is just the e�ective Hamiltonian from
the MPO. Note that this implementation is not very e�cient as
it explicitly constructs the matrix heffmat. More e�ciently, but
more cumbersome, would be to give the H_eff object instructions
on how to multiply vectors with the matrix, which in the numpy
/ scipy ecosystem can be done using a private _matvec() method.

1 import scipy.sparse.linalg.eigen.arpack as arp

2 def site_update(self ,i):

3 '''

4 Solves the Eigenvalue problem H_eff v = E v

5

6 Returns updated matrix M

7 '''

8 LP = self.LPs[i]

9 RP = self.RPs[i]

10 W = self.MPO.Ws[i]

11 heff = H_eff(LP ,RP,W)

12 heffmat = heff.Heff_mat

13 Mshape_ = self.MPS.Thetas[i].shape

14 vguess =

self.MPS.Thetas[i]. reshape(np.prod(Mshape_))

15 e, v = arp.eigsh(heffmat , k=1, which='SA',

return_eigenvectors=True , v0=vguess)

16 M = v[:,0]. reshape(Mshape_)

17 return M , e[0]

18

19
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20 class H_eff(object):

21 '''

22 effective Hamiltonian of the contracted right -

and left part

23 .--a_l -1 a_l --.

24 | s_l |

25 | | |

26 LP --b_l -1--W--b_l --RP

27 | | |

28 | s'_l |

29 .--a'_l a'_l --.

30 input::

31 LP[a_l -1,b_l -1,a'_l -1]

32 RP[a_l ,b_l ,a'_l]

33 W[b_l -1, b_l , s_l , s'_l]

34 output ::

35 H[(a_l -1, s_l , a_l),(a'_l -1, s'_l, a'_l)]

36 '''

37 def __init__(self ,LP ,RP ,W):

38 self.RP = RP

39 self.LP = LP

40 self.W = W

41 chiL1 ,chiLw ,chiLd = LP.shape

42 chiR1 ,chiRw ,chiRd = RP.shape

43 chiLw , chiRw , d, dd = W.shape

44 self.Heff = self.init_Heff ()

45 self.Heff_mat =

self.Heff.reshape(chiL1*chiR1*d, dd*chiL1*chiR1)

46

47 def init_Heff(self):

48 '''return the ndim=6 tensor that is

H_eff[a_l -1,a'_l -1, s_l , s'_l , a_l ,a'_l]

49 '''

50 temp =

np.tensordot(self.W,self.RP,axes =([1] ,[1]))

51 temp =

np.tensordot(self.LP ,temp ,axes =([1] ,[0]))

52 # has indeces:

53 # [a_l -1, a'_l -1, s_l , s'_l, a_l , a'_l]

54 # want indices:

55 # [a_l -1, s_l , a_l , a'_l -1, s'_l, a'_l]

56 # therefore permute

57 return np.transpose(temp ,(0,2,4,1,3,5))

To maintain the mixed canonical form, we normalize the resulting
tensor. When sweeping from left to right, we can use the following
function, and similarily when going from right to left (for more
details see [53]). It is performing a SVD and then only keeping
the χmax singular values (or less in case all eigenvalues are smaller
than the given threshold eps).
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1 from scipy.linalg import svd

2 def left_norm(M,eps ,chi_max=None):

3 chiL , d, chiR = M.shape

4 Psi = M.reshape(chiL*d,chiR)

5 U,S,Vh = svd(Psi ,full_matrices=False)

6 nonzeros = S>eps

7 if chi_max is None:

8 chi_max = min(chiL*d,chiR)

9 newchi = min(chi_max ,np.sum(nonzeros))

10 if newchi == 0:

11 newchi = 1

12 Ut , St , Vht =

U[:,: newchi],S[: newchi],Vh[:newchi ,:]

13 St = St / np.linalg.norm(St)

14 newU = Ut.reshape(chiL ,d,newchi)

15 return newU ,St ,Vht

With this we have everything we need for our full DMRG sweep
routine. It is e�cient to keep track of the left and right environ-
ments for every site and simply build them from the previous step.
I.e., after updating site i, we can contract L(i)5 with the newly
obtained tensor and MPO element of site i, to build L(i + 1).
The same is true going from right to left. Note that in the very
beginning, we need to initialize all right environments for the trial
state.

1 class DMRG(object):

2 '''

3 Abstract DMRG engine class

4

5 attributes:

6 MPS*: the current MPS

7 MPO: the model MPO

8 RPs*: list of right environments

9 LPs*: list of left environments

10 (*): get regular updates

11

12 Parameters:

13 MPS: object , matrix product state

14 MPO: object , matrix product operator

15 eps: float , epsilon determining the threshold of

which singular values to keep , standard set to

10^ -10

16 chi_max: int , maximal bond dimension of system

17

18

19 '''

20 def __init__(self , MPS , MPO , chi_max , eps=1e-10):

5the left environment at site i, i.e. excluding site i itself.
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21 MPS.right_normalize ()

22 self.MPS = MPS

23 self.MPO = MPO

24 self.L = self.MPS.L

25 self.eps = eps

26 self.chi_max = chi_max

27

28 ### initialize right - and left parts

29 # create empty list of correct size

30 self.LPs = [None] * self.L

31 self.RPs = [None] * self.L

32 # LP can stay empty except for dummy one

33 self.LPs[0] = np.ones ((1,1,1))

34 self.RPs[-1] = np.ones ((1,1,1))

35 # when starting from left to right (default)

36 # we need to initialize all the RPs once

37 for i in range(self.L - 1,0,-1):

38 # from L-1 to 1

39 self.RPs[i-1] = self.next_RP(i)

40

41 def site_update(self ,i):

42 '''

43 Solves the Eigenvalue problem H_eff v = E v

44

45 Returns updated matrix M

46 '''

47 LP = self.LPs[i]

48 RP = self.RPs[i]

49 W = self.MPO.Ws[i]

50 heff = H_eff(LP ,RP ,W)

51 heffmat = heff.Heff_mat

52 Mshape_ = self.MPS.Ms[i].shape

53 vguess =

self.MPS.Ms[i]. reshape(np.prod(Mshape_))

54 e, v = arp.eigsh(heffmat , k=1, which='SA',

return_eigenvectors=True , v0=vguess)

55 M = v[:,0]. reshape(Mshape_)

56 return M , e[0]

57

58 def left_to_right(self):

59 '''

60 Runs through the MPS from left to right

61 '''

62 eps = self.eps

63 chi_max = self.chi_max

64

65 for i in range(self.L):

66 M = self.MPS.Ms[i]

67 # update to new M

68 M,e = self.site_update(i)
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69 ### ..AA[M']BB..

70 # left_normalize to A

71 A,S,V = left_norm(M,eps ,test=self.test)

72 # update Ms

73 self.MPS.Ms[i] = A

74 ### ..AA[A](SVB)B..

75 if i < self.L - 1:

76 ### ..AA[A](B '=SVB)B..

77 SV = np.tensordot(np.diag(S),V,1)

78 self.MPS.Ms[i+1] =

np.tensordot(SV ,self.MPS.Ms[i+1],1)

79 self.LPs[i+1] = self.next_LP(i)

80

81 def next_LP(self ,i):

82 '''

83 short version: LP[i] |-> LP[i+1]

84

85 extend LP from site i to the next site i+1

86 .------a_j -1----M[j]--a_j

87 | |

88 LP[j]--b_j -1----W[j]--b_j

89 | |

90 .-----a'_j -1---M*[j]--a'_j

91

92 result: np.array[ndim =3] # a_i b_i a'_i

93 '''

94 F = self.LPs[i]

95

96 F = np.tensordot(F,self.MPS.Ms[i],axes =[2 ,0])

97 F =

np.tensordot(self.MPO.Ws[i],F,axes =([2 ,0] ,[2 ,1]))

98 F =

np.tensordot(self.MPS.Ms[i].conj(),F,axes =([0 ,1] ,[2 ,1]))

99 return F

2.5 Other algorithms

in�nite DMRG (iDMRG)

We can extend DMRG to the thermodynamic limit (iDMRG) in
terms of in�nite matrix product states (iMPS). Such iMPS are al-
most identical in structure to their �nite counterparts described
in section 2.2. The main di�erence is that we assume transla-
tional invariance and that the system is described by an in�nitely
repeating unit cell of size L∞. So an iMPS is also described by a
�nite set of rank 3 tensors Γσi and singular values Λ[i], that are
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in canonical form like in eq. (2.9). This allows for e�cient cal-
culation of local expectation values in terms of the central tensor

⟨Ψ|O|Ψ⟩ = tr

∑
σiσ̃i

Θσi†Oσiσ̃iΘσ̃i

 , (2.37)

exactly the same way as for the �nite case as illustrated in �g. 2.2.
Here, the index i indicates the position within the unit cell rather
than the absolute position of an in�nite system. With an iMPS
we can calculate the correlation functions of arbitrary distances.
For distances within the unit cell i, j ≤ L∞, it is just the explicit
contraction between sites i and j. Furthermore, we can compute
correlation functions for distances beyond the unit cell, and even
for arbitrary distances at the same cost. This can be done by
de�nining the transfer matrix 6 EO for some operator O (that can
be identity) in terms of

E
[i]
O =

∑
σi,σ′

i

Uσi†Oσi,σ
′
iUσ′

i (2.38)

that has open virtual indices ai−1, ai and a′i−1, ai as illustrated
in �g. 2.5 a). Here we assumed left-orthonormal regrouping in
terms of Uσi = Λ[i−1]Γσi . Correlation functions like ⟨Ψ|OiOj |Ψ⟩
can then be evaluated by exponentiating the transfer matrix by
the distance between unit cells, as illustrated in �g. 2.5 b), which
on the other hand can be done by diagonalizing it.
But how do we obtain such ground states in the thermo-

dynamic limit?

The iDMRG algorithm that we use in this thesis is given by [56].
On a �rst glance, it may appear similar to the traditional DMRG
algorithm by White [32, 33] in that a small system is grown by
adding sites in the center. However, there are important concep-
tual di�erences. Most notably, we set up a recurrence relation
in order to �nd a �xed point that is translationally invariant by
construction. Furthermore, the algorithm proposed by McCul-
loch [56] has advantages in terms of convergence and stability in
comparison to alternative formulations. For clarity and analogy
to the original paper [56], we assume a two-site unit cell and note

6The name transfer matrix is of historical origin and may be confusing
since the object is clearly not a matrix (rank 2 tensor).
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Figure 2.5: a) Transfer matrix E0 eq. (2.38) for some local operator
O. b) Expectation value ⟨Ψ|OiOj |Ψ⟩ for an iMPS with unit cell size
L∞ = 1. We can calculate correlation functions like this for arbitrary
distances exponentiating the transfer matrix by diagonalizing it.

that this can be extended to arbitrary unit cell sizes L∞ ≥ 27.
For the construction of the thermodynamic limit result, we set
up iterative states |Ψℓ⟩ by starting with

|Ψ0⟩ = U0Λ0V
†
0 and (2.39)

|Ψ1⟩ = U0U1Λ1V
†
1 V

†
0 (2.40)

where we neglected all indices and just label the site positions
for notational simplicity. These states should be understood as a
tool to �nd the thermodynamic limit state |Ψ∞⟩, described below.
Assume we are at the ℓ-th step in mixed-canonical form

|Ψℓ⟩ = · · ·Uℓ−1UℓΛℓV
†
ℓ V

†
ℓ−1 · · · . (2.41)

Focusing on the central tensors, we can rewrite

UℓΛℓV
†
ℓ

SVD
=: ΛL

ℓ V
†
ℓ+1V

†
ℓ (2.42)

UℓΛℓV
†
ℓ

SVD
=: UℓUℓ+1Λ

R
ℓ (2.43)

7In principle L∞ = 1 is also possible but it requires some technical adjust-
ments to the algorithm. Further, in practice, we prefer to perform updates
on two sites at the same time in order to be able to grow the bond dimension.
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Figure 2.6: a) Schematic of the TEBD algorithm: applying layerwise
the even terms e∆tHe and odd terms e∆tHo of the evolution operator
in Trotter approximation. b) Retaining canonical form by contraction
and SVD at each double site.

in two di�erent fashions using SVD to obtain the ingredients for
a new trial state

|Ψtrial
ℓ ⟩ = · · ·Uℓ−1UℓUℓ+1Λ

R
ℓ Λ

−1
ℓ−1Λ

L
ℓ V

†
ℓ+1V

†
ℓ V

†
ℓ−1 · · · (2.44)

after growing the state by two sites.
The central unit cell Uℓ+1Λ

R
ℓ Λ

−1
ℓ−1Λ

L
ℓ V

†
ℓ+1 serves as a trial input

for the optimization to �nd Uℓ+1Λℓ+1V
†
ℓ+1, which is done analo-

gously to �nite DMRG discussed in section 2.4. This procedure
is repeated until the �xed point criteria, Λℓ+1 being su�ciently
close to ΛR

ℓ and ΛL
ℓ , are ful�lled. In practice, we often also check

for convergence in the energy with some user-speci�ed threshold
in di�erence in energy between iterations.
The basis of this algorithm is the assumption that the state is
de�ned by an in�nitely repeating unit cell UℓΛℓV

†
ℓ Λ

−1
ℓ−1. What

we did in eq. (2.44) is just explicitly inserting another such unit
cell to grow the state and then re-optimizing the new unit cell at
the center. This implicitly de�nes a recurrence relation for which
we aim to �nd the �xed point. The �nal state is then formally
given by

|Ψ∞⟩ = · · ·
(
UℓΛℓV

†
ℓ Λ

−1
ℓ−1

)(
UℓΛℓV

†
ℓ Λ

−1
ℓ−1

)
· · · . (2.45)
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Time-Evolving-Block-Decimation (imaginary time evo-
lution)

Time-Evolving-Block-Decimation (TEBD) for MPS was intro-
duced by Vidal in 2004 [38]. Its aim is to apply trotterizations of
evolutions U(t) = exp (−itH) of nearest-neighbor Hamiltonians
H =

∑
iH

(1)
i +

∑
iH

(2)
i,i+1. Being able to perform such evolutions

gives access to simulating time evolutions and ground state con-
struction via imaginary time evolution8. The basis of imaginary
time evolution stems from statistical mechanics, from which we
know that a state in thermal equilibrium is described by

ρ(β) =
exp (−βH)

Z
(2.46)

for an inverse temperature β = 1/(kBT ) and Zustandssumme
Z = tr [exp (−βH)] (partition function). Note that formally we
can always expand H =

∑
nEn|n⟩⟨n| in its energy Eigenbasis. In

the limit β → ∞ (T → 0), only the (pure) contribution corre-
sponding to the ground state survives and we can formally �nd
the ground state via imaginary time evolution

|Ψ(T = 0)⟩ = lim
β→∞

exp (−βH) |Ψtrial⟩
|| exp (−βH) |Ψtrial⟩ ||

(2.47)

for some trial state |Ψtrial⟩ that needs to have non-zero overlap
with the true ground state. Let us brie�y derive this. Due to
the assumption of non-zero overlap with the ground state we can
write |Ψtrial⟩ = c0 |0⟩+

∑
j ̸=0 cj |j⟩, then

exp(−βH) |Ψtrial⟩ = c0 exp(−βE0) |0⟩+
∑
j ̸=0

cj exp(−βEj) |j⟩

∝

|0⟩+
∑
j ̸=0

cj
c0

exp(−β(Ej − E0)) |j⟩

 β→∞→ |0⟩

as Ej −E0 > 0 ∀j ̸= 0. Note that there is a factor c0 exp(−βE0)
that cancels with the normalization factor in eq. (2.47).

8Or ground state construction via adiabatic quantum computation, which
is beyond the scope of this thesis but brie�y summarized here: One starts in
the ground state |Ψ0(t = 0)⟩ of some simple Hamiltonian H(t = 0) and then
slowly interpolates H(t) to the target Hamiltonian H. We comment on this
again later in section 4.3.
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By identifying t = −iβ, we can see how this corresponds to a
time evolution U(t = −iβ) with respect to an imaginary time
and updating the norm as the evolution operator becomes non-
unitary.
But how do we do it for an MPS?

It is useful to split the Hamiltonian into an even and odd part
H = He +Ho,

He :=
∑
i even

Fi :=
∑
i even

H
(1)
i +H

(2)
i,i+1 (2.48)

Ho :=
∑
i odd

Gi :=
∑
i odd

H
(1)
i +H

(2)
i,i+1 (2.49)

such that [Fi, Fj ] = [Gi, Gj ] = 0. We can then use the Trotter
approximation

e−i(Ho+He)T ) ≈ (e−i∆tHee−i∆tHo)T/∆t (2.50)

in �rst order9. Since e−i∆tHe =
∏

i e
−i∆Fi and e−i∆tHo =

∏
i e

−i∆Gi

are just products of disjoint, and therefore commuting, two-body
operators, we can individually apply them as illustrated in �g. 2.6.

After each application of a local term exp(−∆tFi) and exp(−∆tGi)
on sites (i, i+1), we perform SVD to a) truncate the state and b)
maintain canonical form. The latter allows us to resort to local
updates only without having to update all tensors of the state
after each update. This also enables in�nite TEBD (iTEBD) in
an anologous fashion with iMPS as discussed in the previous sec-
tion. On the other hand, this is signi�cantly di�erent for 2D
tensor network states that we discuss in the following section 2.6.

All these operations can be done e�ciently, but the limiting
factor are the two sources of error. The �rst is from Trotteri-
zation and εtrott ∝ (∆t)2pT 2 for p-th order Trotterization and
ε = 1 − | ⟨Ψ(t)TEBD|Ψexact⟩ | [38]. This can be reduced by us-
ing higher-order approximations and reducing the stepsize. The
more problematic error for real time evolution is the truncation
error εMPS from keeping a �xed bond dimension χmax of inter-
nal states. While for ground states it is known that MPS are

9It is common to use the symmetric second order trotter formula
(e−i∆tHe/2e−i∆tHoe−i∆tHe/2)T/∆t.



32
Chapter 2. Introduction to Tensor Network methods for

quantum many-body systems

a good approximation of local and gapped Hamiltonians (more
see section 2.7), the same is not true for time evolved states for
which we know that entanglement generally grows linearly in T
(and therefore leads to exponential computational cost). There
are approaches to mitigate these problems and push for longer
simulation times [57, 58], but the overall problem remains. One
of the possible applications of quantum computers, discussed in
chapter 4, is to circumvent this problem by simulating the full
wave function.

2.6 Projected Entangled Pair States (PEPS)

A natural extension of matrix product states to higher dimen-
sional systems are projected entangled pair states (PEPS). We
here focus for simplicity on 2D rectangular lattices, that already
capture the most notable di�erences to 1D MPS. A good intro-
ductory review on PEPS is given in [45], that we will partly follow
here.
Matrix product states in one spatial dimension are a very special
case in that there exists a canonical form10. This is not the case
for PEPS, which makes handling them much more complicated.
All the advantages gained from the canonical form for MPS de-
scribed in section 2.2 do not apply anymore and one has to �nd
new strategies to obtain PEPS that describe physically relevant
states and extract information from them. The latter is not ob-
vious, and in fact PEPS are somewhat peculiar in that regard as
they are known to describe many di�erent families of states (and
formal descriptions are known) but are hard to extract informa-
tion from. This mostly stems from the fact that it is known that
contracting two PEPS as illustrated in �g. 2.7 is computationally
ine�cient, i.e. for N sites the computational cost is O(exp(N))
and contraction is # P - hard [59]. This does not mean that all
hope is lost for PEPS, but just that we have to resort to approx-
imate methods.

Contracting PEPS

Let us start by computing the contraction of two PEPS with
bond dimension D as illustrated in �g. 2.7 approximately. As a

10Tree tensor networks share that property and all tensor networks with
loops do not possess canonical forms.
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Figure 2.7: Contraction of two 2D square lattice PEPS. We can re-
duce the problem to the contraction of an MPS at the top, (multiple)
MPOs and a second MPS at the bottom. This can be done approxi-
mately.

Figure 2.8: Approximately contracting two PEPS with MPS methods
described in the previous sections. We can absorb a row of tensors like
in an MPO-MPS contraction into a new MPS with bond dimension
D4. We can perform this contraction with MPS methods and only
keep χ singular values. We can do this from all sides until we arrive
at the contraction of the remaining site (orange) and its environment

(in purple).

�rst step, we combine sites that are contracted and we obtain
something that is equivalent to the contraction of two MPSs and
(multiple) MPOs with bigger bond dimension D2. The approxi-
mate nature comes from the fact that contracting an MPS with
bond dimension D and an MPO with bond dimension D yields
a state of bond dimension D2 (so D4 for the double connections
here) and grows with every further MPO to be applied. One usu-
ally de�nes a second bond dimension χ, sometimes referred to as
the boundary dimension, up until which we keep states during
the approximate contraction process. Here, we can use the same
methods as for MPS contractions. This process is illustrated in
�g. 2.8 and highlights the environment of the remaining site.
Now if we want to compute local observables we can repeat the
same process but with a local operator sandwiched between the
two PEPS, as illustrated in �g. 2.9 and divide by the norm of the
PEPS as it is in general not normalized.
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Figure 2.9: The expectation value of an operator can be computed
by contracting the sandwiched operator with the site's environment
and dividing by its norm, which is the same contraction but without
the operator.

Simple and full update of a PEPS

There is a multitude of algorithms to �nd ground states for PEPS.
We here want to focus on imaginary time evolution as described
in the second part of section 2.5. The algorithm itself works in
the analogous fashion, i.e. by trotterizing the evolution operator
and applying 2-site gates locally.
We can do this in an analogous fashion to MPS via SVD, as illus-
trated in �g. 2.10. This is referred to as the simple update as it
only involves the local tensors where the gate is applied. It was
introduced in [60] though it shall be noted that here we present
a slightly optimized version with the trick of separating virtual
and physical indices before applying the gate. We can introduce
a pseudo-canonical form in analogy to Vidal's form for MPS by
explicitly separating singular values Λ and local tensors Γ. To
obtain and maintain this form, we multiply the �nal tensors in
�g. 2.10 by the inverses of the three untouched virtual bonds.
This pseudo-canonical form does not ful�ll any orthonormality
conditions and the singular values do not have a physical inter-
pretation like the entanglement spectrum. However, we will later
see that we can still make use of this quantity and infer physical
properties via machine learning from them.
The simple update scheme is insu�cient to capture the full phys-
ical picture as it does not yield an optimal state approximation
of the state after application of the gate (and therefore loses in-
formation due to the �xed and �nite bond dimension D). This
is ultimately due to the lack of a canonical form that allowed
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Figure 2.10: Simple Update: Applying a 2-site gate to a PEPS in
analogous fashion to MPS. We start by separating the physical and
virtual bonds by a �rst SVD (a), such that we can apply the gate onto
the physical parts (b). We then split the new tensor via SVD (c) and
only keep the D largest singular values (d). Between c) and d) we
multiplied U and V † to the left and right side, accordingly.

for optimal local updates in MPS. To capture the full physical
picture, one has to perform the full update [61] that takes into
account the full wave function at each update, and is therefore
more costly. The idea is to �nd the best approximation |Ψ′⟩ after
applying the gate g onto the state |Ψ⟩ by explicitly minimizing
|| |Ψ′⟩ − g |Ψ⟩ ||2 = ⟨Ψ′|Ψ′⟩ − ⟨Ψ′|g|Ψ⟩ − ⟨Ψ|g†|Ψ′⟩ + ⟨Ψ|g†g|Ψ⟩.
Especially for in�nite PEPS (iPEPS), the full update algorithm
can be improved by incorporating corner transfer matrix meth-
ods and renormalization considerations via the fast full update
algorithm [62].

2.7 Area law

The area law of entanglement for ground states of gapped and
local Hamiltonians states that the entanglement scales with the
surface area that a subsystem is occupying [29, 30, 31]. For a deuc-
dimensional hyper lattice in euclidean real space with subsystem
A being a hyper cube of volume Ldeuc , we have S(ρA) ∝ Ldeuc−1.
This is in contrast to general states in Hilbert space that follow a
volume law of entanglement. This is of practical importance espe-
cially for states in 1D and 2D as S(ρ1DA ) = const and S(ρ2DA ) ∝ L,
respectively.
MPS and PEPS have been shown to be suitable Ansätze for
ground state calculations of gapped and local Hamiltonians in
[63, 64]. One reason for this is the fact that they obey the area
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law. Let us see why by starting with MPS: Recall from eq. (2.15)
in section 2.2 that S(ρA) = −∑

i Λ
2
i log(Λ

2
i ) where Λi are the

singular values separating the chain. Since we �x the maximal
number of singular values by setting the bond dimension χmax we
obtain S(ρA) ≤ log(χmax)

11.
We can obtain the area law for PEPS by analogous reasoning. A
subsystem of L2 is connected through 4L links that each can take
up to bond dimensionD values. Hence, the entanglement entropy
for the PEPS is bounded by S(ρA) ≤ log(D4L) = 4L log(D) ∝ L,
so it scales with the circumference L of subsystem A.
If we relax the conditions and allow for gapless Hamiltonians the
entanglement scaling changes to S(ρA) ∝ log(L) in 1D. This can
be incorporated by utilizing the multi scale entanglement renor-
malization (MERA) Ansatz [65, 66]. In practice, we can also use
normal MPS and extrapolate in χmax, which is what we do for
the critical super�uid and supersolid phases we investigate in the
main body of this thesis.

11It is known that the von Neumann entropy is maximal for a uni-
form distribution, i.e. for Λ2

i = 1/χmax and hence max(S) =
−∑

i log(1/χmax)/χmax = log(χmax) = const.
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Chapter 3

Introduction to deep

learning

Deep learning is a sub�eld of machine learning in which arti�cial
neural networks (NNs) are used to perform tasks like computer
vision, speech recognition or natural language processing by learn-
ing from data [67, 68]. These tasks are typically part of the �eld
of arti�cial intelligence (AI), which has seen a great boost with
the development of deep learning. This success swapped over to
the natural sciences, where on one hand many useful applications
of deep learning have been found, and vice versa, methods and
theories in natural sciences gave insights to the theory of deep
learning [69].
Deep learning algorithms build on the success of learning algo-
rithms like support vector machines [70] by following the same
data-driven paradigm. For many tasks in AI like computer vi-
sion, it is notoriously hard to provide explicit instructions to dif-
ferentiate images of, say, cats and dogs. In learning algorithms
following the data-driven paradigm, one instead leverages many
examples of labeled images (training data) to let a computer pro-
gram learn to di�erentiate them. In the case of deep learning
we use general purpose functions in the form of arti�cial neural
networks. Learning then amounts to optimizing the free param-
eters of the NN by minimizing a loss function that quanti�es the
di�erence between the outputs and the true values (labels). The
overall goal of deep learning is then to be able to generalize and
correctly make predictions for inputs that have not been part of
the training data.
Note that the above actually describes the more speci�c task of
supervised classi�cation. On one hand, there are semi-supervised
and unsupervised learning in addition to supervised learning. On
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the other hand, there is a variety of other deep learning tasks in
addition to classi�cation problems. Among others, there is pa-
rameter estimation, where the continuous values of a function is
learned or generative models for translation or text generation
in natural language processing. However, all of these di�erent
sub�elds of deep learning follow a similar approach to supervised
classi�cation as stated above, which is why we use it as a represen-
tative of deep learning in the following and point out di�erences
when necessary.
A typical deep learning procedure, exempli�ed here by the task
of di�erentiating cats and dogs, will consist of these four steps:

1. We assemble a training set consisting of example images x
of various di�erent cats and dogs, and a correct label y(x)
for each image.

2. We build an arti�cial neural network, that is a highly non-
linear function with trainable, free parameters ϕ. It maps
the images x to yout(x), where yout1 (x) = p(dog|x) and
yout2 (x) = p(cat|x) aim to approximate the respective prob-
abilities. So in terms of the labels, we have y(x) = (1, 0)
for an image of a dog and y(x) = (0, 1) for a cat.

3. We have to de�ne a loss function that quanti�es the dif-
ference between the output distribution yout(x) and the la-
bels y(x). More generally, it describes our objective in a
mathematically di�erentiable function. Training then sim-
ply amounts to minimizing this loss function with respect
to the free parameters of the neural network.

4. We then test our predictions on a test set, consisting of im-
ages that have not been used during training. Our goal
is that the NN generalizes and makes accurate predictions
beyond the training data. In the case of supervised classi-
�cation, additionally, the goal is not to have minimal loss
for the test data, but high accuracy of predictions (which
is related to the loss but not the same).

3.1 Deep learning basics

In this section we will introduce the basic concepts of deep learn-
ing, hinted above, in more detail. We do so by explaining su-
pervised classi�cation as it covers the general concepts present in
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most deep learning methods.

Data sets

We di�erentiate between three datasets:

1. Training data: (labeled) data used during training.

2. Validation data: (labeled) data not used during training,
but typically from the same source as the training data.
I.e. by splitting a random fraction o� the training data.

3. Test data: labeled or unlabeled data not used during train-
ing and ideally from a di�erent source.

As an example we take the MNIST handwritten digits dataset
as training data [71]. This is a professionally curated set by the
US national institute of standards and technology consisting of
10k examples for each digit {0, .., 9}, respectively. Now we take
a fraction, say, 9/10 as our training data and 1/10 for validation.
Images of digits written by ourselves could then for example serve
as a test data set.
To di�erentiate between test and validation set like this is not
standard in literature, but will be used for the remainder of this
chapter. We will use physical data from numerical simulations in
the main body of the text and thus do not have access to a third
party source, such that the notion will be ambiguous again in the
other chapters.

Arti�cial neurons

Arti�cial neural networks (NNs) are composed of di�erent layers
with trainable parameters. One core building block of NNs is
a fully connected layer made up of arti�cial neurons. Here, all
arti�cial neurons at layer k − 1 send a signal to each arti�cial
neuron at layer k, as illustrated in �g. 3.1. This is in analogy to
how the human brain connects neurons that �re electrical signals.
Let us look at the k-th layer of a fully connected neural network.
Mathematically, the output y(k) of each layer is computed by

y
(k)
i = fact

∑
j

ω
(k)
ij y

(k−1)
j − b

(k)
i

 (3.1)
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Figure 3.1: Arti�cial neural network composed of arti�cial neurons,
symbolized by orange circles. The output of each arti�cial neuron is
computed by eq. (3.1), the weighted sum of the outputs of the previous
layer, subtracted by a local bias and processed through an activation
function.

where y(k−1) is the output from the previous layer and y(0) = x is
the input and y(n) = yout(x) the output. So an arti�cial neuron
computes a weighted sum subtracted by a neuron-speci�c bias.
These weights ω(k) and biases b(k) are free parameters and sub-
ject to optimization (training) to achieve a certain task. Note
that this reduces to a linear transformation of the inputs. In or-
der to gain an advantage in expressibility by connecting multiple
consecutive layers, one introduces a non-linear activation func-
tion fact(·) at each layer, whose functional form depends on the
task. In this work, we mainly use the so-called recti�ed linear unit
function ReLUx = (0 if x ≤ 0;x if x ≥ 0) or tanh(x). In classi�-
cation tasks one aims to approximate a probability distribution.
Therefore, one typically uses a softmax function σ with elements

σi(x) =
exi∑
j e

xj
(3.2)

on each neuron as the activation function on the �nal layer. This
guarantees all outputs to be y(n)i ∈ [0, 1] in order to mimic the
behavior of a probability distribution.

Loss function

In supervised classi�cation tasks we want the network to approx-
imate a probability distribution for a list of classes. So for ex-
ample when there are Nclasses classes, we want the network to
output ylabel = (1, 0, · · · ) if the input image x was of the �rst
class. In order to achieve this task, we de�ne a loss function that



3.1. Deep learning basics 41

captures the success of this endeavor. For classi�cation, where
we try to approximate probability distributions, it is natural to
use the Kullback�Leibler divergence

DKL(y
label||yout) =

∑
i

ylabeli log

(
ylabeli

youti

)

that quanti�es the distance between the true distribution ylabel

and the NN output yout. Later we want to minimize this func-
tion summed over all training examples with respect to the NN
paramters ϕ = (ω, b). Since only yout depends on these paramters
one typically looks at the cross entropy

H(ylabel, yout) = −
∑
i

ylabeli log
(
youti

)
(3.3)

instead. The loss function for our classi�cation task is then

L =
∑
x

H(ylabel(x), yout(x)) (3.4)

for all training examples x. Because ylabeli = 1 only for the
correct label and zero otherwise, we note that this amounts to
minimum likelihood estimation for the negative log likelihood
−∑

x log(p(x)). This is the loss that is typically minimized in
generative models where we try to model the probability distri-
bution from which a dataset is generated in order to generate new
samples.

Training

Training then comes down to minimizing this loss function with
respect to the trainable parameters ϕ = (ω, b) of the network
layers. This high-dimensional optimization problem can be tack-
led with Gradient Descent, where the parameters are iteratively
shifted in the direction of the negative gradient, i.e.

ϕ → ϕ− α∇ϕL, (3.5)

where α is the so-called learning rate and a hyper-parameter.
While this is the foundation of the general optimization strategy,
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there are several improvements that allow for adapting the learn-
ing rate during training. These are typically based on momen-
tum, which is a method that takes into account the speed at which
the optimizer has moved through the loss landscape in previous
steps. Another point is to speed up the evaluations and intro-
duce stochasticity by drawing random samples from the training
set instead of optimizing over all of them at each evaluation. The
latest and most widespread version of momentum based stochas-
tic gradient-descent optimization strategies is ADAM [72], which
we will use in the main body of this thesis.
Since yout(x) is a chain of linear transformations followed by an
activation function, one can calculate ∇ϕL via the chain rule
knowing all the derivatives of the activation functions.
The resulting formulas are nested in the sense that the derivatives
depend on the derivatives of the next layer, i.e.

δn = ∇youtL ⊙ f ′act(z
n) (3.6)

δk = ((ω(k+1))T δk+1)⊙ f ′act(z
k) (3.7)

∂L
∂b

(k)
i

= δki (3.8)

∂L
∂ω

(k)
ij

= y
(k−1)
j δki (3.9)

where⊙ is element-wise multiplication and f ′ indicates the deriva-
tive. zk = ω(k)yk−1 − b is the output of the k-th layer before the
activation. For a pedagogical derivation of the backpropagation
formulas (3.6) - (3.9) we refer to [68]. So overall we can com-
pute the derivative for all parameters of the network by passing
through the network from the end to the start, which is why this
procedure is referred to as the backpropagation algorithm [73].
Modern machine learning libraries can automatically compute
derivatives with backpropagation by keeping track of the forward
pass that needs to be composed of functions whose derivative
is known to the program. This makes prototyping new models
as easy as putting together LegoTM blocks, which signi�cantly
helps to accelerate deep learning research.
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Figure 3.2: One dimensional convolution (a,b) and pooling (c).
a) Input xin of size = 5 (orange) with a singular channel (horizontal
dimension), n_ch = 1, and zero-padding pad = 2 (yellow). The �lter
w1 (purple) of dim = 3 (the number of channels of the �lter always
matches that of the input) is convoluted over the input by summing
the elementwise multiplication with parts of the input. These parts
are placed on the input with stride = 2, such that the output has di-
mension 4 = (size - dim + 2 pad)/stride + 1.
b) Input xin of size = 5 and n_ch = 2. Two �lter w1 and w2

(n_filters=2), each of dim = 3. Now with stride = 1 and pad = 1,
the output has dimension (5, 2), just like the input. Note that each
�lter generates one output channel. c) Taking the output of b), ap-
plying ReLU(x) = {x if x ≥ 0; else 0} and then max-pooling with
pool_size = 3, stride = 1 and pad = 0, resulting in a spatial dimen-
sion 3 = (size - pool_size + 2 pad)/stride + 1.

Convolutional layers

Another core building block of NNs for Deep Learning are con-
volutional layers. These layers are particularily well-suited for
feature extraction in images. A convolutional layer consists of
three steps: 1), a number of �lters are convoluted with the input,
where the �lter values are trainable parameters and the number
and size of the �lters are hyper-parameters provided by the user.
2) The second step is a non-linear activation function, where we
again mostly use the ReLU function. 3) In the last step, the
dimensionality may be reduced by pooling (optional).
Let us explain in more detail what is meant by convolving an
input with a �lter. This is best explained by means of an example,
illustrated in �g. 3.2 for 1 dimensional convolution. In case a),
we have an input x of size = 5 in a single channel (n_ch = 1),
zero-padding of pad = 2, we move the �lter by a stride = 2 and we
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Figure 3.3: Typical over�tting scenario for training data generated by
a linear function with added noise. In the left panel, the �t is done using
a polynomial of degree equal to the number of training samples. We
thereby reach practical zero training loss as the polynomial captures
all training samples. At the same time, any point beyond the training
region [1, 10] will not be captured and the resulting model generalizes
poorly. In the right panel, a linear �t is used. The training loss is
higher but it will generalize better beyond the training region.

have a �lter w1 of dim = 3. Now the �lter is multiplied element-
wise with the input and summed over, moving by stride = 2 after
each step. This leads to an output of size 4 = (size - dim + 2

pad)/stride + 1. In the second example �g. 3.2 b) we use n_ch

= 2 channels, which is always the depth of the �lters as well.
Additionally, we use n_filters = 2 such that the output is again
with n_ch = n_filters = 2.
Pooling works similarily and is illustrated in �g. 3.2 c) for the out-
put of b) for MaxPooling. Here we have pool_size = 3, stride = 1

and pad = 0 such that the spatial dimension is reduced to 3 =

(size - pool_size + 2 pad)/stride + 1, analogously to the convo-
lution. So one can reduce the spatial dimensionality both by
convolution and pooling, with the di�erence being whether it is
before or after applying the activation function. There are no
clear preferences.
The free parameters in a convolutional layer are solely the �lters
themselves, which are applied along the whole input. This is
known as parameter sharing and leads to a signi�cant decrease
in free parameters in convolutional layers.
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3.2 Over�tting

One of the fundamental problems in deep learning is over�tting
that hinders the generalization capabilities of NNs. A typical ex-
ample for over�tting is when the model has too many degrees of
freedom and is able to �t for example the noise of a model. We
illustrate this for a simple example in �g. 3.3, where samples are
drawn from a linear distribution with added normal-distributed
noise. We can reach practically zero loss in a least-squares �t by
utilizing a polynomial of degree equal to the number of training
samples. This comes at the cost of poor generalization capabil-
ities. Any points beyond the training region are not captured
well by this model. Alternatively, one is better advised to use a
simpler model, e.g. a linear model that generalizes better at the
cost of having higher training loss.
In practice one does not know the functional form of the under-
lying distributions. A way to detect over�tting in deep learning
is to keep track of the loss for both the training and validation
set during training. A typical over�tting scenario is when the
training loss continues to decrease while the validation loss stag-
nates or increases. There are di�erent strategies to counteract
this problem, a simple one being keeping track of the valida-
tion accuracy and stopping the training once the turning point is
reached (early stopping). Another one is to provide more training
data in order to be able to train for a longer time without over-
�tting. But often it is hard to obtain more training data, so in
order to be able to train for longer times and potentially achieve
better results, we need di�erent strategies. The general idea is
to reduce the number of weights (dropout) and the weight of the
weights themselves (regularization). It is not obvious why these
techniques improve the generalization capabilities and avoid over-
�tting, but empirical testing quickly yields improvements. Since
neural networks are typically overparametrized, the intuition is
that obtaining the same training loss with less weights (i.e. a
less complex network) should yield a more general solution. This
is however quite speculative. Still, regularization and dropout
have become standard methods in modern deep learning and we
describe them here brie�y.
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L1 and L2 Regularization

Regularization aims at reducing the weight of the weights in a
neural network. This can be achieved by adding a positive penalty
term that captures the weights in the loss function:

LL1 = L+ λ
∑
ijn

|ω(n)
ij | (L1 regularization), (3.10)

LL2 = L+ λ
∑
ijn

(ω
(n)
ij )2 (L2 regularization). (3.11)

Here, λ is a regularization hyper parameter that determines how
much the regularization term is factored in in the loss function.

Dropout

Dropout is another form of regularization in which a random sub-
set of hidden neurons is deactivated during training. So during
one epoch, that is, processing all training examples iteratively in
stochastic gradient descent, a speci�c subset is deactivated. In
the next epoch, those neurons are restored and a di�erent subset
is deactivated. This e�ectively mimics training di�erent neural
networks and averaging over them, achieving more robust feature
extraction [74, 68]. The fraction of deactivated neurons during
training is a hyper parameter set by the user. This fraction can
be up to a substantial part of all neurons and shows the over-
parametrized property of neural networks. For example, in the
original paper [75], the authors use a dropout rate of up to 50%
and achieve much improved results compared to training with no
dropout.

3.3 Modern deep learning architectures

The following section is beyond the scope of necessary information
for the remainder of this thesis. Yet, it may broaden our horizon
and allow us to get a better overview of the �eld of deep learning.
Our overall goal of this chapter is to introduce the transformer
model [22], which sets the standard in natural language process-
ing, but is also very important for scienti�c breakthroughs with
deep learning, for example in the protein folding problem [76].
We will not go into details of reinforcement learning here, but
note that the �eld has achieved substantial advancement since
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the introduction of deep learning. Reinforcement learning is used
for problems that can be posed as a game, like for example chess.
In this case, the board represents the state and a move is an
action. Previous reinforcement learning algorithms were based
on learning large tables of optimal actions for a given state (Q-
learning). For many games with a large state space, this becomes
intractable. Deep Q-learning solves this issue by replacing the
table with a neural network that maps any state to a score for
each action. This attempt marks the current state of the art in
full information games like chess or go [23].

Sequence to sequence models

We so far discussed arti�cial neural networks consisting of convo-
lutional or fully-connected layers that map an input of �xed size
to an output of �xed size. However, in many applications of deep
learning we require a certain �exibility in the input and output di-
mension. Imagine for example a natural language processing task
in which we want to translate between English and German with
a neural network. This neural network needs to be able to process
sentences in the input language of di�erent lengths and output
sentences with yet other, di�erent lengths, in the target language.
One way to achieve this is through sequence-to-sequence models
(seq2seq) consisting of two separate neural networks, the encoder
and the decoder. More generally, these models are used for se-
quential data, where natural language is one example. Others are
audio processing, i.e. speech recognition, or video processing.
The encoder and decoder network are typically recurrent neural
networks (RNNs). RNNs process sequential data

x = (x(0), x(1), · · · , x(n−1)) (3.12)

in an iterative fashion by going from x(0) to x(n−1). In its most
simple form, a RNN is a fully-connected neural network as pre-
viously discussed, but it stores a hidden state from the previous
time step, such that at time step t, the processing explicitly de-
pends on the previous time step t− 1, i.e. y(x(t)|x(t−1)). There-
fore, the �nal output implicitly depends on all previous inputs

yout(x) = y(x(n−1)|x(0), x(1), · · · , x(n−2)), (3.13)

which is why RNNs are autoregressive models.
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Figure 3.4: A sequence-to-sequence model consisting of an encoder
RNN (orange) and a decoder RNN (purple).

More involved models like the long short-term memory (LSTM)
[77] or gated recurrent unit (GRU) [78] have been developed in
order to optimize the usage of the implicit information carried
over by the hidden state at each time step. However, it is un-
realistic that a hidden state can carry the semantics of a whole
sentence. The performance of neural network based natural lan-
guage processing has been signi�cantly improved with sequence
to sequence models with attention [79, 80].
Let us go through the example of translating a sentence in �g. 3.4.
Our input sequence is x = ["I", "love", "physics"] and our target
output sequence is y(x) = ["Ich", "liebe", "Physik"]. In the case
of natural language, some pre-processing of the input sequence is
necessary to obtain numerical vectors that neural networks can
process. In a �rst step, each word in the input sequence is as-
signed a token, which is a one-to-one mapping of all words in the
input language dictionary to numbers 1, 2, .. , number of words.
As a second step, each token is mapped to an embedding vec-
tor of a user-de�ned dimension. Typically, this is just a large
dictionary mapping token 7→ (e0, e1, ..), where ei are trainable pa-
rameters and e = (e0, e1, ..) is the embedding vector. So overall,
each element x(t) in input x is mapped to an embedding vector
e⃗t, which is sequentially processed in an RNN, yielding outputs
h⃗t at each time step and yout(x) at the end of the sequence. For
simplicity we assumed that the hidden state is the same as the
output at each time step, which is not always the case.
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The output of the encoder RNN serves as the initial hidden state
for the decoder, which is initialized by a special token <start>

which indicates the start of a sentence. This token is then mapped
for the output language to an embedding, which is processed
through the decoder RNN. The output of each time step in the
decoder is normalized with a softmax function to mimic a proba-
bility vector of the size of the output language dictionary, yielding
the most likely �rst word given the <start> token and the encoder
output. The most probable output words are then fed back as in-
puts until a special token <end> is predicted. During training, one
typically uses teacher forcing by feeding back the correct pre-
diction, independent of the potentially wrong prediction of the
network during training.
So on one hand RNNs allow for variable size input sequences,
and on the other hand seq2seq models allow for input and output
sequences to be of di�erent sizes.
Now it is entirely not clear why the above procedure should work.
And given a model in the form described until now it is unlikely to
achieve great results. The game changer comes with the attention
mechanism, which is a way to relate the input and output items
to allow for re�ned semantics between words. For each prediction
yi in the decoder model, we compute an attention vector a⃗i, which
is a weighted sum

a⃗i =
∑
t

αth⃗t (3.14)

of the hidden states of the encoder. The weights αt are the so-
called attention scores, where various di�erent ways of computing
them have been proposed. It is typically a geometric measure that
relates e⃗i with all h⃗t. The simplest form is simply a dot product
αt = e⃗i · h⃗t given matching dimensions. Additionally, a trainable
matrix de�ning an alternate norm can be inserted and activation
functions applied. Typically, the attention scores are normalized
by applying a softmax function to have a convex combination of
hidden states. The attention vector itself can serve as input to
the decoder RNN, as depicted in �g. 3.4, or alternatively, it can
be concatenated with the embedding vector.

Transformer model

The architecture described in the previous section can achieve im-
pressive results. However, its ability to process arbitrary length
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sequences due to its sequential nature, which we advertised as
one of the big advantages of these models, is at the same time
its biggest drawback. This is because modern CPUs and GPUs
have stagnated in terms of processing frequencies and the biggest
speed-ups can be achieved through parallelizing computation.
Due to the sequential nature of the processing in seq2seq models,
this hinders training of very large datasets. The current state of
the art in natural language processing is provided by transformer
models which circumvent this problem and allow for parallel pro-
cessing. This comes at the cost of not being able to input arbi-
trary sized sequences. However, the trick is to pad each input
sequence with special tokens 0 to achieve the same, potentially
large, input size. Because the processing in a transformer is rela-
tively light as it uses a lot of parameter sharing, we can allow for
very large (�xed) input lengths and therefore restore this �exibil-
ity in practice1.
The transformer model relies almost entirely on the previously
described attention mechanism, hence the snappy title "Atten-
tion Is All You Need" of the original article [22]. It is still a
seq2seq model in the sense that it consists of an encoder and a
decoder. The encoder performs self-attention, that is, it relates
all embeddings of the input sequence with each other and outputs
the attention vectors. We can process all embeddings of the input
sequence at once, which amounts to simple matrix multiplications
of

Me = (e⃗0, e⃗1, · · · ) (3.15)

with itself to generate the scores. After applying a softmax row-
wise for normalizing the weights, we can perform another ma-
trix multiplication to achieve the weighted sums of the attention
mechanism. Typically, inputs take on di�erent roles as query Q,
value V and key K in this process, which includes a trainable
mapping, e.g. Q = Q(Me). The resulting output is then simply

Attention(Me) = softmax
(
QKT

)
V, (3.16)

where Q, K, and V are all results of the input embeddings Me.
Optionally the weights are rescaled before softmax is applied [22].
At the decoder, the inputs are processed in the same fashion with
self-attention. However, to avoid future-inference at time t from

1For very large inputs this remains a problem.
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time τ > t, masking is utilized, which is a process that sets all fu-
ture tokens to be ignored (typically with a special token 0). The
decoder hidden states are then attended by the encoder outputs
in the same fashion as described before between encoder and de-
coder. Architectural details may vary from model to model. The
original paper additionally uses feed-forward neural networks at
the end of the encoder and decoder [22]. For translation or pre-
diction tasks, we want to output probability vectors, so we need
to apply a softmax function to the last layer. Another detail we
have left out so far is the addition of a positional encoding to
the input embeddings. That is, adding a �xed (but potentially
trainable) vector depending on the position in the sequence to
the embeddings to restore (or rather mimic) a sense of sequential
ordering.
All the processing in the encoder and decoder are parallelizable
and fairly simple being almost exclusively matrix multiplications.
This enables processing of very large datasets, which on the other
hand allow for surprisingly realistic text generation or translation
with large transformer models [81, 82].
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Chapter 4

Introduction to variational

quantum algorithms

Quantum computing has been a continuously developing �eld ever
since the breakthrough discovery of Shor's algorithm in 1994 [20].
Most quantum algorithms, like the ones discussed in the textbook
by Nielsen and Chuang [83], require a fault tolerant quantum
computer [84]. That is, a quantum computer whose elementary
operations are executed with such low error rates, that the few
errors that still occur can be corrected with quantum error correc-
tion. Beyond Shor's algorithm, such a quantum computer would
allow general purpose quantum simulation algorithms like quan-
tum phase estimation [85, 83] or adiabatic quantum computation
[86] to simulate practically relevant systems with the potential
to enable unprecedented technological advancements [13, 14, 87].
Fault tolerant quantum computers, however, are for the moment
out of reach, though there has been substantial progress in ex-
perimental quantum error correction [88, 89].
To speed up these e�orts and make practical quantum comput-
ers available, big industry players started investing in their own
quantum computing programs, acquired full research labs from
universities, as well as quantum startups forming and taking part
in the academic research environment. This commercialization,
in part fueled by what some argue to be a quantum hype [90], led
to the availability of contemporary quantum computers in the
cloud, that is, quantum computers in labs of the providing com-
pany that are operated remotely by researchers and customers
around the world. Some, like a big part of IBM Quantum's
devices, are free to use for researchers.
All these machines are inherently noisy and are therefore severely
restricted in the gate count of operations that can be executed
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before the system decoheres or errors accumulate. Additionally,
these machines are restricted in their overall size and connec-
tivity, which is why the term noisy intermediate scale quantum
(NISQ) devices was coined [91]. The aforementioned fault tol-
erant quantum algorithms are therefore not suitable for these
machines. Instead, one typically performs variational quantum
algorithms [92, 93] on contemporary, noisy hardware.
This approach shares similarities with the data-driven approach
in training machine learning models, discussed in the previous
chapter, in that a cost function is minimized to achieve a certain
goal [94, 95, 96]. The typical approach is having a variational
quantum circuit with trainable parameters θ prepare a variational
quantum state |Ψ(θ)⟩, and then a cost function which is the ex-
pectation value of some observable with respect to said state. One
of the most natural algorithms in that setting is the variational
quantum eigensolver (VQE) [97], where the cost function

L = ⟨Ψ(θ)|H|Ψ(θ)⟩ (4.1)

is the expected energy and the goal is to approximate the ground
state energy of the system.
In this chapter, we introduce variational quantum circuits by ex-
emplary going through the steps of VQE, which covers the essence
of the majority of variational algorithms and will be important
for the main body of this thesis. Like in deep learning, discussed
in the previous chapter, it is not clear how to design such varia-
tional circuits a priori. One attempt to salvage this problem is an
adaptive approach called ADAPT-VQE [98], that we discuss next.
We further introduce the quantum approximate optimization al-
gorithm (QAOA) [99] as a special case of VQE. We conclude by
discussing the serious practical and fundamental restrictions of
VQE in terms of scalability due to noise and Barren plateaus,
the phenomenon of an exponentially vanishing gradient of the
loss function [100, 101].

4.1 Variational quantum eigensolver

The goal of the variational quantum eigensolver algorithm is to
optimize a parametrized circuit V (θ) such that it minimizes the
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expected energy

E(θ) = ⟨0|V (θ)†HV (θ)|0⟩ (4.2)

with respect to the variational state V (θ) |0⟩. Note that since
V (θ) is a unitary operation there is no need to explicitly normalize
this expectation value.
This formulation is very similar to DMRG that we discussed in
chapter 2. This time, instead of using a classical approximation
of the ground state as an Ansatz, we use a variational circuit that
approximately prepares the ground state wavefunction on a quan-
tum computer. For DMRG we could make use of the canonical
form that allows for very e�cient exact and local optimizations
such that we iteratively sweep through the system to reach the
global minimum. Here, we resort to gradient descent, which is
typically used in machine learning as discussed in the previous
chapter. However, we do not have direct access to the gradi-
ent since our wave function is encoded in physical qubits on a
quantum computer. Yet, the gradient can be computed as an
expectation value on the same device via the parameter shift rule
[102, 103].
Let us brie�y derive this. For simplicity, let V (θ) be a single qubit
Pauli rotation Rx(θ) = exp(−iθσx/2). The partial derivative
then becomes

∂E

∂θ
=

∂

∂θ
⟨0|R†

x(θ)HRx(θ)|0⟩ =
i

2
⟨0|R†

x(θ)[σx, H]Rx(θ)|0⟩ .
(4.3)

We can then use the general identity for Pauli operators and
Hermitian H [102],

[σx, H] = −i
(
R†

x

(π
2

)
HRx

(π
2

)
−R†

x

(
−π
2

)
HRx

(
−π
2

))
,

(4.4)
to derive the parameter-shift rule for variational quantum circuits

∂E(θ)

∂θ
=

1

2

(
E
(
θ +

π

2

)
− E

(
θ − π

2

))
. (4.5)

Since eq. (4.4) is valid for any pauli operator and Hermitian oper-
atorH, this can readily be extended to general variational circuits
consisting of Pauli rotations. More generally, the parameter shift
rule is valid for any parametrized unitary that is generated by a
self-inverse operator (like Pauli matrices). Therefore, we obtain
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a rule for many possibilities of parametrized gates. Note that in
the IBM machines that we employ later, the set of native gates
only contains Pauli rotations as parametrized gates.
The set of native gates is the universal (and potentially over-
complete) set of operations that the physical device can execute.
They are universal in the sense that any unitary operation can be
decomposed in terms of them [104]. One common example would
be

N =
{
Rz, X,

√
X,CX,1

}
(4.6)

with Rz(θ) = e−iθσz , X = σx, CX = 1 ⊗ |0⟩⟨0| + X ⊗ |1⟩⟨1|
(CNOT gate) and

√
X =

1

2

(
1 + i 1− i
1− i 1 + i

)
, (4.7)

the square root of X in the sense that (
√
X)2 = X.

With Rz and
√
X we can build arbitrary single qubit rotation

gates. For this, �rst note that

Y =
√
X

†
Z
√
X (4.8)

and that exp(−iθn⃗ · σ⃗) = cos(θ)1+ i sin(θ)n⃗ · σ⃗ for any unit vector
n⃗ and σ⃗ = (σx, σy, σz). Then it is straight forward to see that

Ry(θ) =
√
X

†
Rz(θ)

√
X. (4.9)

Another example for 2-qubit gates is decomposing a SWAP gate
in terms of three CX gates

SWAP01 =


1 0 0 0
0 0 1 0
0 1 0 0
0 0 0 1



=


1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0



1 0 0 0
0 0 0 1
0 0 1 0
0 1 0 0



1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0


= CX01CX10CX01.

So for a quantum computer with the native gate setN in eq. (4.6),
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any parametrized circuit will ultimately be decomposed into ro-
tations and �xed gates such that we can estimate the gradient of
E(θ) in 2nparams evaluations of E.
Computational overheads for contemporary quantum computers
are still rather large, so this is often still too costly in practice.
Alternatively, we can use stochastic methods to approximate the
gradient like simultaneous perturbation stochastic approximation
(SPSA) [105], which is less expensive in function evaluations.

4.2 ADAPT-VQE

The composition of V (θ) restricts the search for the ground state
to the manifold of states that can be reached with V (θ). For
DMRG it is known that MPS span the correct manifold of target
states for ground states of gapped and local Hamiltonians. Simi-
larily, in variational circuits there are problem inspired Ansatze,
especially for quantum chemical Hamiltonians (see e.g. [93] for a
review).
Due to noise restrictions in physical quantum computers, it is
often desired to use a minimal Ansatz. The Adaptive Derivative-
Assembled Pseudo-Trotter Ansatz Variational Quantum Eigen-
solver (ADAPT-VQE) algorithm is a way to adaptively construct
such an approximation to a minimal Ansatz [98]. Its original for-
mulation was derived for quantum chemical methods, but we can
formulate it for a general operator pool of which we want to con-
struct our Ansatz. A unitary operator U is generally generated by
a Hermitian operator H in the way that U = exp(−iθH). Let us
de�ne a �nite operator pool P = {Ui} consisting of parametrized
unitary operators of this form. Imagine we already have an
Ansatz

V ℓ−1(θ) = U ℓ−1(θℓ−1)..U
2(θ2)U

1(θ1) (4.10)

with optimized parameters θi. We use superscripts in U to in-
dicate the ordering in V and subscripts to indicate the enumer-
ation in the operator pool (which here is left unspeci�ed). We
now want to ask how much adding the i-th operator of the pool
at the ℓ-th position, U ℓ

i (θℓ) = exp(−iθℓHℓ), would a�ect the ex-
pectation value ⟨0|V †HV |0⟩. So we append U ℓ

i (θℓ) to the left
of V and compute the derivative around θℓ = 0, for which V
would stay una�ected. This calculation is analogous to that of
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the parameter-shift rule and yields

∂ ⟨0|V ℓ†HV ℓ|0⟩
∂θℓ

∣∣∣∣
θℓ=0

= i ⟨0|V ℓ−1†[Hℓ, H]V ℓ−1|0⟩ . (4.11)

So it is the expectation value of the commutator between the
Hamiltonian and the generator of U with respect to the current
trial state V ℓ−1 |0⟩1. We then compute eq. (4.11) for all U ∈ P
and pick the one with largest magnitude in order to grow our
Ansatz to V ℓ. All parameters θ1, .., θℓ are then optimized again.
This process is repeated until either a maximum number of gates
is achieved or the absolute value of all derivatives are below a
user-speci�ed threshold.

4.3 QAOA

We want to brie�y comment on the quantum approximate opti-
mization algorithm (QAOA) [99], which is a special case of VQE.
Here, the problem is of classical nature and encoded in the min-
imization of a spin Hamiltonian HP . A typical example is the
maxcut problem for graphs [106]. These kind of problems can
be solved with adiabatic quantum computing. That is, one pre-
pares the system in the ground state of a simple Hamiltonian
Hx = −∑

i σx, |+⟩⊗N and adiabatically evolves the state ac-
cording to a time dependent Hamiltonian H(t) that interpolates
between Hx and HP . According to the adiabatic theorem, the
evolved state remains in the ground state of the system, as long
as the gap of the Hamiltonian does not close and the evolution
is slow. In practice, this is harder to do since the slow evolution
requires long coherence times and applying many time evolution
gates, since evolution on a digital quantum computer amounts
to applying trotterized time evolution operators, just like in sec-
tion 2.5. QAOA aims to approximate this procedure by evolving
according to HP and Hx in an alternating fashion

V (t) = e−it1HP e−it2Hxe−it3HP e−it4Hx ..., (4.12)

1Note that since we evaluate at θℓ = 0 we obtain V ℓ−1. It is the task of
the following step to determine the nonzero value of θℓ.
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where the the times t = (t1, t2, ..) are variational parameters that
are optimized with respect to the objective function is the expec-
tation value ⟨+|V †HPV |+⟩. In that sense, QAOA is a special
case of VQE with a problem inspired Ansatz circuit.

4.4 Restrictions of VQE

Variational algorithms like VQE su�er from serious limitations
in scalability. On one hand, noisy hardware accumulates errors
and does not allow for coherent application of many consecutive
gates. This can in principle be counteracted with improved error
rates, error mitigation and error correction.
A more fundamental problem is the occurrence of barren plateaus
that make training deep circuits on quantum computers with
many qubits practically impossible [100]. This is because it has
been shown that for generic variational circuits and Hamiltoni-
ans, the expectation value of the gradient is zero and its variance
vanishes exponentially for any circuit of depthO(poly(N)), where
N is the number of qubits [101]. In the case of generic Ansätze,
that is problem-independent circuits with no heuristic for initial-
ization, only for shallow circuits with depth O(log(N)) and local
cost functions is there a chance to be able to optimize the cir-
cuit. Further, it has been shown that gradient-free optimization
does not salvage this problem [107]. And while other approaches
promise trainability [108, 109], the problem for large scale VQE
simulations persists.
Barren plateaus are not a problem for structured problems where
good heuristics are known. Examples for this are QAOA as dis-
cussed above and ADAPT-VQE for quantum chemistry with the
operator pool consisting of unitary coupled cluster operators. In
both cases, physical insights give heuristics for structuring and
initializing the Ansatz, which avoids barren plateaus and there-
fore allows trainability. However, poor scaling in molecule sizes
pose serious limitations for VQE calculations of molecules of rel-
evant sizes [110].
This ultimately means that variational algorithms are likely not
scalable to system sizes that are beyond what is reachable with
tensor network methods and serve more as a proof of principle
[111]. While the latest estimates for practically relevant quan-
tum computations like computational catalysis require O(1000)
logical qubits [14], variational algorithms are still one of the only
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practical means to explore the capabilities of contemporary noisy
hardware.
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Chapter 5

Deep Anomaly Detection

for unsupervised phase

discovery

In this chapter, we are going to introduce the concept of deep
anomaly detection, which will be the foundation of the works
described in the following chapters. This method has been suc-
cessfully employed in our works in [1, 3, 4, 5, 6] and was already
adapted by others in [112, 113, 114]. Anomaly detection with
and without deep neural networks is an active �eld of research in
computer science. Here, we follow an approach based on autoen-
coders [115] and adopt it to the discovery of (quantum) phase
transitions. It shall be noted that autoencoders have been used
in a similar fashion to discover physical concepts from data [25].

Autoencoders Autoencoders are a special neural network ar-
chitecture where the input dimension matches that of the out-
put dimension, see �g. 5.1. It consists of an encoder network,
parametrized by ϕ, that maps the input x to a latent space vari-
able z, and a decoder network, parametrized by θ, that maps the
latent space to the output x. In the context of classical machine
learning, autoencoders have been introduced for various tasks.
For example, an autoencoder can be trained by pairs of colored
images and their black and white counterpart to arti�cially color
images. Further, pairs of images and noisy versions of those im-
ages can be used to train an autoencoder for de-noising. Further-
more, we can �nd an abstract representation of data by simply
training an autoencoder to reproduce the input. When the latent
space dimension is smaller than the input dimension, this then
accounts to data-speci�c compression. This is very di�erent from
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Figure 5.1: An input x is mapped through an encoder network,
parametrized by ϕ to the latent space variable z, which is again mapped
to the output x through a decoder network, parametrized by θ. Au-
toencoders always have the same input and output dimension, but the
internal architecture can vary. In this speci�c example both encoder
and decoder consist of 2 convolutional layers.

Figure 5.2: Conceptual di�erence between anomaly detection - dif-
ferentiating a class A and its complement, and supervised classi�cation
- di�erentiating two classes A and B (or multiple classes).

general purpose compression as it is speci�c to the data it has
been trained on. Colloquially, an example would be an autoen-
coder that has been trained to compress images of dogs that then
fails to compress images of cats. This is the key idea of how we
use autoencoders for anomaly detection.

Anomaly Detection Anomaly detection is used in scenarios
where we want to di�erentiate a class of data from its comple-
ment. A typical example in classical machine learning would
be to di�erentiate valid and fraudulent credit card transac-
tions. A �nancial institution that is interested in �nding credit
card fraud likely has access to an abundance of valid transaction
data, wheras no or very little of fraudulent transactions. There-
fore, a supervised classi�cation approach, where a neural network
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is trained to classify transactions as valid or fraudulent, would
most likely fail due to this strong imbalance in training data.
Instead, one would want to di�erentiate valid transactions and
not valid transactions with anomaly detection. This concep-
tual di�erence between supervised learning and anomaly detec-
tion is graphically illustrated in �g. 5.2. We do this by training
an autoencoder on the abundance of available data, that we call
normal data N , to reproduce itself. I.e. the corresponding loss
function L for this task is some metric between the input and
output d(x, x)1. Throughout this thesis we will mainly use the ℓ2

norm for this purpose, i.e.

L = ||x− x||2 (5.1)

with ||x||2 = ∑dim(x)
i=1 x2i . By minimizing this loss, we �nd an ab-

stract representation in the latent space of the autoencoder that
is speci�c to the normal data, from which we can reproduce the
original data. For data that does not share the characteristics of
the normal data, this process will fail and we can detect anoma-
lous data with an increase in L - this is often referred to as the
anomaly syndrome.

Mapping out phase diagrams We can use anomaly detection
to map out all phase transitions in the phase diagram of a many-
body system in an unsupervised fashion, i.e. without any prior
knowledge of the system itself. In this thesis we focus on quan-
tum phase transitions, yet it shall be noted that this approach
works with thermal phase transitions as well. We consider a sce-
nario where we are given unlabeled data of a phase diagram in
some physical parameter space λi ∈ D ⊂ Rn for a Hamiltonian
H({λi})2.
The data x at λ⃗ in the phase diagram corresponds to the ground
states of the system. This can be in the form of the whole wave-
function, observables like correlation functions calculated from
the ground state, reduced states, or entanglement spectra. We
can then extract the phase boundaries by performing algorithm 1.

1We denote the output of the autoencoder as x, which is to be interpreted
as a function of x.

2We do not even assume the knowledge of the Hamiltonian H. However,
in practice we use it to generate the data.
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Here, AnomalyDetection(T ) corresponds to training an autoen-
coder with the data from the training region T and outputting
the loss phase diagram, i.e. the loss L for all x(λ⃗) in the phase
diagram D. Instructions like extract phase boundary are ambigu-
ous as various di�erent methods can be used to achieve this. One
very simple example would be setting a �xed threshold as a hy-
per parameter set by the user and classify the data according to
the loss being above or below that threshold. Similarily, extract
regions of high loss can for example be achieved by picking the
maxima of the loss phase diagram and drawing circles of constant
size around it. This is to say that there are general subroutines
that execute these instructions, however, in the following thesis
we will mainly do these steps by hand (or rather eye) due to the
small number of phases and the 1D and 2D nature of most phase
diagrams we look at.

As is common in machine learning, the success of algorithm 1 will
strongly depend on the quality of the data and how well suited
the autoencoder architecture is. Finding a suitable architecture
is typically a matter of trial and error, though we will �nd that
for most of our applications very simple architectures like purely
dense, purely convolutional and mixed dense-convolutional au-
toencoders perform similarily.
It shall also be noted that this is by far not the only possibility
to map out phase diagrams in an unsupervised fashion. A very
similar approach is presented in [116], where the authors train
a neural network to predict physical parameters from the input.
These predictions fail at and around phase transitions, which can
then be used as an anomaly syndrome3 to �nd transition points.

3The authors do not use di�erent terminology, but the relation to anomaly
detection discussed here is evident.
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Algorithm 1 Unsupervised mapping of phase diagram

k = 0
Draw random training region T0 ⊂ D from phase diagram D
result0 = Anomaly Detection(T0)
Extract phase boundary from result0 and append to list of

boundaries

while list of boundaries ̸= ∅ do
k = k + 1
Extract regions of high loss

{
Ak

i

}
from previous resultk−1

if ∄Ak
i such that Ak

i ∩
⋃k−1

l=0 Tl = ∅ then
break

end if

Sort
{
Ak

i

}
by maximal loss value in descending order

Tk = Ak
i for �rst i that satis�es Ak

i ∩
⋃k−1

l=0 Tl = ∅
resultk = Anomaly Detection(Tk)
Extract phase boundary from result0 and append to list

of boundaries

end while

return list of boundaries
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Chapter 6

Discovering new features

in the extended Bose

Hubbard model

In this chapter we will apply the aforementioned anomaly detec-
tion algorithm 1, discussed in chapter 5, to map out the phase
diagram of the extended Bose Hubbard model. We will discover
unexpected new features that we then thoroughly analyze. The
content of this chapter is a uni�cation of our publications enti-
tled Unsupervised phase discovery with deep anomaly detection [1]
and Supersolid-Super�uid phase separation in the extended Bose-
Hubbard model [2].
We elaborate on the importance of Bose Hubbard models in sec-
tion 6.1 and summarize its physical properties in section 6.2.
Anomaly detection is used to map out the phase diagram for
various di�erent quantities representing the ground states in sec-
tions 6.3 and 6.4. We �nd new features in accordance with [117]
and expand the results in the following aspects. In section 6.5,
we perform a numerical analysis of the mechanical stability in
terms of second derivatives of the energy and the Gibbs potential
as a function of the density n, that leads to phase separation. In
section 6.6, we investigate the spatial oscillations of the entan-
glement spectra for the homogeneous SF phase in the regime of
parameters corresponding to the phase separation/phase coexis-
tence. Here, all single-particle observables seem to be spatially
homogeneous, while entanglement Rényi entropies and entangle-
ment spectra exhibit oscillations. The spatial period of these
oscillations, as well as the period of the Schmidt gap closing, is of
the order of 10-20 lattice constants, i.e. has nothing to do with
the periodicity of the CDW or SS, which is 2 lattice constants.
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In section 6.7, we use Luttinger liquid theory to explain the pres-
ence of oscillations in the entanglement spectrum thus ruling out
the possibility that these oscillations appear due to topological
e�ects. Both in SF and SS phases, the excitation spectrum is
governed by gapless linear phonons which make the Luttinger
liquid description applicable and therefore allow predictions of
the long-range behavior of the correlation functions.

6.1 Motivation

Physical motivation Bosonic Hubbard models remain in the
focus of interest in condensed matter and ultracold quantum mat-
ter physics since the seminal paper of Fisher et al. [118]. In re-
cent years, considerable attention was devoted to extended/non-
standard Hubbard models (for a review cf. [119]). They are of
fundamental interst as Extended Bose Hubbard models provide
perhaps the simplest models that include beyond on-site interac-
tions. They exhibit a plethora of quantum phases in 1D: Mott in-
sulator (MI), Haldane insulator (HI), super�uid (SF), supersolid
(SS), and charge density wave (CDW). Furthermore, quantum
simulators of these models and their variants are experimentally
feasible in various platforms: ultracold atoms or molecules in op-
tical lattices [120], systems of trapped ions, or Rydberg atoms.

Machine learning motivation Compared to previous unsu-
pervised attempts in [121, 122, 123, 124, 125], this method needs
only one or few training iterations and has better generalization
properties from employing deep neural networks [126, 127]. This
allows for e�cient fully automatized phase discovery in the spirit
of self-driving laboratories [128], where arti�cial intelligence aug-
ments experimentation platforms to enable fully autonomous ex-
perimentation. Intuitively, the method explores the phase dia-
gram until an abrupt change, an anomaly, is detected, singling
out the presence of a phase transition. The intuition is similar
to the approach introduced in [129], where the authors proposed
to detect quantum phase transitions by looking at the overlap
between neighbouring ground states in the phase diagram. Here,
the machine is used to detect these anomalies. Moreover, as we
explain next, it does it from scalable data.
In principle, there are many possible choices as input data for
training our method, including the full state vector. To improve



6.2. Bose Hubbard model 71

scalability and reach large system sizes, we propose to use quan-
tities that arise naturally in the state description and do not re-
quire complete state information. For instance, we obtain ground
states with tensor networks, from which we use the tensors them-
selves or the entanglement spectrum (ES) as input data. These
quantities arise naturally from the state description without fur-
ther processing and contain crucial information about the phase,
like ES for example [130, 131, 132]. We stress, however, that the
choice of preferred quantities to be used for ML may in general
vary and depend on the simulation method. In fact, we show
that our method also works well with physical data accessible in
experiments such as low-order correlation functions.

6.2 Bose Hubbard model

This work deals with the physics of the extended Bose Hubbard
model in 1D and focuses on three of the most challenging and dis-
cussed phenomena of contemporary physics: supersolidity, phase
separation, and entanglement. The extended Hubbard model in
1D has been studied extensively [133, 134, 135, 136, 137, 138, 139,
140, 130, 141] and with a focus on supersolidty for incommensu-
rate �llings [142, 134, 135, 136]. The authors in [130] claimed to
have found supersolidity for �lling n = 1 without in-depth dis-
cussion. We later elaborate how this was a misconception and
there is only a phase-separated region consisting of a supersolid
and super�uid part at this �lling. The complete phase diagram
of the model was described by Batrouni et al. (see [117] and
references therein; our work expands the results of Ref. [133]).
These authors studied the phase diagram of the one-dimensional
bosonic Hubbard model with contact (U) and nearest-neighbor
(V ) interactions focusing on the gapped HI phase which is char-
acterized by an exotic nonlocal order parameter. They used the
Stochastic Green Function quantum Monte Carlo as well as the
Density Matrix Renormalization Group (DMRG) algorithm to
map out the phase diagram. Their main conclusions concern the
existence of the HI at �lling n = 1, while the SS phase exists for a
very wide range of parameters (including commensurate �llings)
and displays power-law decay in the one-body Green function.
In addition, they found that at �xed integer density, the system
exhibits phase separation in the (U, V ) plane.
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We apply the the density matrix renormalization group (DMRG)
algorithm in terms of Tensor Networks, i.e. Matrix Product
States (MPS), described in chapter 2, to study the ground-state
properties of the extended Bose-Hubbard model,

H = −t
∑
i

(
b†ibi+1 + b†i+1bi

)
+
U

2

∑
i

ni(ni − 1) + V
∑
i

nini+1, (6.1)

with nearest neighbour interaction on a one dimensional chain
with L sites. Here, ni = b†ibi is the number operator for Bosons
de�ned by [bi, b

†
j ] = δij . The model is characterized by three

energy scales: the nearest-neighbor tunneling amplitude t, on-
site interactions of strength U , and nearest-neighbor interactions
tuned by V . We set the energy scales in units of the tunnel-
ing coe�cient by setting t = 1 and continue with dimensionless
quantities. Typically, we are interested in varying the on-site in-
teraction U and nearest-neighbour interaction V . We explicitly
enforce �lling n :=

∑
i ⟨ni⟩ /L∞ = 1 by employing U(1) sym-

metric tensors [143], which we implement using the open source
library TeNPy [144]. We perform simulations both in a micro-
canonical ensemble (�xed number N of particles) and a canonical
ensemble (�xed chemical potential µ and �uctuating number of
particles).
One way to physically classify these phases is to look at the cor-
relators

CSF(i, j) = ⟨b†ibj⟩ (6.2)

CDW(i, j) = ⟨δni(−1)|i−j|δnj⟩ (6.3)

CHI(i, j) = ⟨δni exp

−iπ
∑

i≤l≤j−1

δnl

 δnj⟩ (6.4)

with δni = ni − n̄. CSF discriminates the Mott-insulating (MI)
phase and the super�uid (SF) phase, where it decays exponen-
tially and with a power-law, respectively. The correlators for
density-wave (DW) and Haldane-insulating (HI) phases decay to
a constant value in the respective phases. More details about
the characterization of the system can be found in [133]. The
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Figure 6.1: Extended BH phase diagram with �ve distinct phases
obtained by the correlators eqs. (6.2) to (6.4). MI: Mott Insulator,
SF: Super Fluid, SS: Super Solid, DW: Density Wave, HI: Haldane
Insulator. The dashed lines indicate the transition points observed
from diverging correlation lengths between MI-HI-DW and non-zero

S := maxk ̸=0

∣∣∣∑j ⟨nj⟩ e−ikj/L
∣∣∣2 between SF and SF+SS.

non-local string term in eq. (6.4) is characteristic of topologi-
cal order, where the translational symmetry remains protected
with a transition in the Luttinger liquid universality class from
MI and gets broken with a transition in the Ising universality
class to DW [141]. We visualize the phase diagram by computing
O• =

∑
i,j C•(i, j)/L

2
∞ in �g. 6.1 in the thermodynamic limit for a

repeating unit cell of L∞ = 64 sites with a maximum bond dimen-
sion χmax = 100 and assuming a maximum occupation number
nmax = 3, which results in a local dimension d = nmax + 1 = 4.
We use data from these states for the following machine learning
analysis using deep anomaly detection.
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6.3 Machine Learning setup

We perform deep anomaly detection to map out phase diagrams
as described in chapter 5. I.e., for each ground state |ψ⟩ we
take corresponding data x, such as its entanglement spectrum
(ES), central tensors or low order correlation functions. That data
has characteristic features that the autoencoder (AE) learns to
encode into the latent variable z at the bottleneck [25], from which
it is ideally able to reconstruct the original input. The loss L
directly indicates the success of this endeavour, which we improve
by employing symmetric shortcut connections (SSC, see �g. 5.1),
inspired from [145] to typical losses < 5%. Now, the intuition is
that, when confronted with data from unknown phases, the AE
is unable to encode and decode x. This leads to a higher loss,
from which we deduce that the states do not belong to the same
phase as the ones used to train the AE.
Deep learning architectures are known to generalize well [126,
127], such that it su�ces to train in a small region of the parame-
ter space. Compared to known supervised deep learning methods
this anomaly detection scheme does not rely on labeled data. We
choose training data from one or several regions of the phase
diagram, and ask how the loss of a test data point from any re-
gion of the phase diagram compares to the loss of these training
points. This can be performed with no a priori knowledge and in
a completely unsupervised manner. The computationally most
expensive step is the training and with our method it has to be
performed only once to map the whole phase diagram, as opposed
to multiple trainings like in [121, 122]. Furthermore, it does not
require a full description of the physical states in contrast to [129],
where full contraction is necessary. Thus, for higher dimensional
systems, [129] is infeasible as contraction is known to be generally
ine�cient for 2d tensor network states (commonly referred to as
PEPS, see [45]). We will expand on this notion of using anomaly
detection with PEPS data further in the next chapter, 7.
The speci�c architecture in use consists of two 1d-convolutional
encoding and decoding layers with SSCs (�g. 5.1), implemented in
TensorFlow [146]. To ensure the reproducibility of our results, we
made the source code available under an open source license [147].
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Data Recall from chapter 2 that an MPS in canonical form [37]
is written in terms of

|Ψ⟩ =
∑
σ

Γσ1Λ[1] · · ·Λ[i−1]ΓσiΛ[i] · · ·

Λ[L−1]ΓσL |σ1 . . . σi . . . σL⟩ . (6.5)

At site i, {Γσi} is a set of d matrices and Λ[i] the diagonal singu-
lar value matrix of a bipartition of the chain between site i and
i + 1, i.e. the Schmidt values (see [42]). As input data x corre-
sponding to the ground state |Ψ⟩, we �nd best results by using
the entanglement spectra exp(−Λ[i]/2), which are known to con-
tain relevant information about quantum phase transitions [130].
We can also use the local tensors Θσi = Λ[i−1]ΓσiΛ[i], from which
all local observables can be computed and implicitly contain the
entanglement spectra. We will use the tensor from the middle of
the chain and refer to it as the central tensor Θ. Further, we also
use low-order correlation functions like CSF in eq. (6.2) that are
straight-forward to access in an experiment.

6.4 Discovering new features using deep anomaly
detection

We start by using the ES as our data. Assuming no a priori
knowledge, we start by training with data points at the origin
of the parameter space (U, V ) ∈ [0, 1.3]2, which in our case ac-
counts to training in SF. By testing with data points from the
whole phase diagram we can clearly see the boundaries to all
other phases from SF in �g. 6.2. The BKT transition between SF
and MI is matched by an abrupt rise in loss (�g. 6.2, inset a)). In
this particular case, we can already determine the di�erent phases
inside the anomalous region due to their di�erent loss levels and
the appearance of two valleys at the phase boundaries between
MI, HI and SF (�g. 6.2, inset b)). Physically, we can explain
these valleys by the criticality of these Luttinger and Ising type
transitions, which lead to a slowly decaying ES at the boundary,
just like in the critical SF phase.
It is not necessarily always the case that one can di�erentiate
the di�erent phases inside the high-loss anomalous region. Thus,
we propose picking homogeneous and high contrast anomalous
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Figure 6.2: 2D loss map of the AE after training near the parameter
space origin (blue square frame). The insets a), b) and c) show the loss
along the dashed lines. Vertical green dashed line in inset a) indicates
critical Uc = 3.33 [135]. Vertical grey dashed lines in inset b) and c) are
the transitions from �g. 6.1. The phase boundaries are determined by
a rise in loss (inset a) and c)). The anomalous regions are already well-
separated by decreasing losses because of the critical behaviour at the
phase boundaries (inset b)), which share similarities with the critical
SF phase. Higher loss indicates that this region is more di�erent from
the training region in the blue square, lower loss indicates similarity.

regions after the initial training as a systematic approach. In
�g. 6.3 we do this for (U, V ) ∈ [4, 4.8]× [2, 4], which is the region
where the loss after the initial training was highest and accounts
to the DW phase. We can con�rm the previously determined
boundaries to the anomalous region, which is very sharp due to
the Ising type transition. Further, we can again separate MI and
HI due to di�erent loss levels but without a valley in between
(�g. 6.3, inset a)).
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Figure 6.3: 2D loss map of the AE after training with ES from blue
square frame. The insets a), b) show the loss along the dashed lines.
The training in the region of high loss from �g. 3 in the main text
con�rms the boundaries. The MI and HI phases are well separated
because the loss in HI is much higher in comparison (inset a)). This
isn't necessarily the case as indicated in inset b) for SF and SF+SS.

We also test our method on other input data. Instead of ES, we
can also use a tensor Θ[i]σi

vi−1,vi =
∑

a,b Λ
[i−1]
vi−1,aΓ

σi
a,bΛ

[i]
b,vi

or the corre-

lator ⟨b†ibi⟩. The tensor Θ
[i]σi
vi−1,vi comes from the chain, from which

one can compute all single-site expectation values [42]. This quan-
tity has three indices, which is why we interpret it as a colored
image, because the two virtual indices vi−1 and vi can be in-
terpreted as the two dimensions of the image and the physical
index σi can be interpreted as the color channel. Instead of 1d
convolution, we now use 2d convolution with otherwise identical
architecture. Even though translational invariance is broken in
DW, we �nd it su�ces to use only one tensor Θ from the center
of the unit cell. This is because, despite the broken translational
symmetry, entanglement is still distributed uniformly in the unit
cell, which is implicitly encoded in Θ. Furthermore, we �nd that
the network is capable of encoding more than one phase in the
training dataset, seen in �g. 6.4. We still �nd the boundaries
between MI, HI and DW due to the criticality of the transitions
(see �g. 6.4, inset a)), similar to the valleys in �g. 6.2.
Furthermore, we use experimentally accessible correlators. In
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Figure 6.4: Instead of the ES, we use the central tensor Θ as input
data for the AE and use 2D convolutional layers. The same AE can
encode both MI, HI and DW data.

�g. 6.5, instead of unprocessed data from simulation, we calcu-
late {CSF(i, j)}64i,j=1 and train in MI and SF simultaneously. We
interpret rows as color channels for 1d convolution. Because CSF

does not contain any information about the topological order in
HI, the method does not recognize this region as we would expect
(�g. 6.5, inset a)). Overall, the boundaries match perfectly with
a sharp increase onto a plateau at the transition points. This
opens the possibility to use physical observables from experiment
with the caveat of requiring physical knowledge a priori.

6.5 Phase Separation

By close inspection of �gs. 6.2 and 6.5, we see a region with no-
ticeable contrast for small U and large V ((U, V ) ∼ (0.5, 4)),
indicating the presence of a separate phase. This is interesting
because, initially, we did not expect to �nd a �fth phase in the
diagram. Upon further physical investigation, we �nd a phase-
separated state between SF and supersolid (SF + SS), see �g. 6.6
1. The super�uid region shows a power-law decay of CSF and
a uniform density, whereas the supersolid region features stag-
gered local densities with a simultaneous presence of coherence
as indicated by the power-law decay of CSF (see �g. 6.6 2)).
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Figure 6.5: 2D loss map of the AE after training in the two blue
square frames in the SF and the MI phase. The insets a) and b) show
the loss along the dashed lines. Instead of the ES, we use the physically
accessible correlator CSF as input data. The HI is not recognized as
this correlator does not contain information about the topological order
of this phase.

A phase transition happens if the equation of state, describing the
dependence of the chemical potential on the density, has two min-
ima. The single-minimum scenario converts to the two-minima
one when an in�ection point, dµ/dn = 0 appears. Indeed, it is
known that the divergence in compressibility leads to a phase sep-
aration [148, 149, 150] and this criteria has been used to locate
its position numerically. Thus, occurrence of the phase separation
can be understood as a mechanical instability of the system, sig-
naled by a vanishing inverse compressibility [151, 152, 153, 154]

κ−1 = n2
∂2E
∂n2

≈ n2
E(n+∆n) + E(n−∆n)− 2E(n)

∆n2
(6.6)

where E = E0/L is the ground state energy density and n =∑
i ⟨ni⟩ /L the average particle density. For these calculations,

we �x L and vary n = N/L in an equidistant manner N ∈ N,
such that ∆n = (N1 − N0)/L for di�erent �llings. The sys-
tem becomes mechanically unstable and phase separation occures
when the compressibility becomes in�nite (or κ−1 = 0) [154]. We
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Figure 6.6: Main characteristics of the phase-separated ground state.
Panel 1) Density pro�le. The system is separated into two phases de-
scribed by a �at density typical to a �uid (SF phase) and a periodic
structure typical to a solid (SS phase). The solid patterns of alternat-
ing occupation are pinned at the edges due to the use of open boundary
conditions, leaving the super�uid uniform density in the middle. The
volume occupied by each of the phases depends on the �lling n, which
here is n = 1. Panel 2) O�-diagonal single-particle correlation func-

tion ⟨b†jbi⟩ in SF and SS phases. Slow power-law decay [seen as straight
lines in a log-log plot in insets 2(a) and 2(b)] allows the system to be
coherent at distances larger than the lattice spacing which is a one-
dimensional analog of Bose-Einstein condensation, and implies that
both phases are super�uid. 3) The entanglement spectrum shows dif-
ferent periodicities in the two di�erent phases. The �rst four largest
elements of the entanglement spectrum {λi} are plotted in descending
order λ1 ≥ λ2 ≥ λ3 ≥ λ4.
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show that this is exactly the case and report the �nite-size scal-
ing of the SF-PS transition in �g. 6.7. We estimate the tran-
sition point at the crossover for di�erent �nite system sizes as
nSF-PSc ≈ 0.815 (see �g. 6.7 inset 1b) for a detailed view). For
larger �llings, n > nc, the inverse compressibility κ−1 tends to-
wards zero in the thermodynamic limit (see �g. 6.7 inset 1a)),
signaling spinodal decomposition leading to the phase-separated
ground states for intermittent �llings. We estimate the critical
�lling as nPS-SSc ≈ 1.27 from extrapolating the points for which
the second derivative changes abruptly (see �g. 6.7 a)). This �ll-
ing coincides with the average density of the SS part in the PS
con�guration n ≈ 2.55/2 in the vicinity of PS transition, as shown
in �g. 6.7 inset 2b). To rule out artifacts from the restricted local
Hilbert space dimension, we achieve consistent results for maxi-
mal local occupation number d = 4, 6, 9 and found no signi�cant
di�erences between d = 6 and d = 9 (see appendix A). As a com-
promise between performance and accuracy, we �xed d = 6 for
all presented calculations.
The surface energy between SS and SF phases is minimized in
con�gurations with only two domains. Open boundary condi-
tions, employed in DMRG calculations, pin the solid region to
the edges while the super�uid one is observed in the center [see
�g. 6.6]. The solid region appears at random positions within the
unit cell in iDMRG calculations, where unit cells are repeated
periodically, as one would expect in a phase-separated ground
state.
An alternative way to narrow down the appearance of phase sep-
aration is via altering the chemical potential µ := ∂E/∂n (note
that κ = n−2∂n/∂µ). In �g. 6.8 we show the �lling n(µ) ob-
tained with open boundary conditions for �nite chains as we vary
the chemical potential µ. Notably, we observe a discontinuity at
µc ≈ 1.13, exactly at the point where the compressibility κ be-
comes in�nite. We extrapolate the critical �llings to be between
nc ∈ [0.82, 1.31]. This is in agreement with the densities we ob-
tained in the previous calculation. We show in �g. 6.9 how the
dependence n(µ) changes if we alter (U, V ). In �g. 6.9(1) discon-
tinuities in n(µ) are clearly visible, signaling formation of a PS
state below a critical Uc(V = 4) ≈ 1. For larger values of U , the
system forms a CDW phase at commensurate �llings, signaled by
the formation of plateaus with constant n(µ) (i.e. n = 1 here).
From �g. 6.9 (2) we observe that the phase separation occurs for
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Figure 6.7: Finite-size study of the inverse compressibility κ−1,
Eq. (6.6), as a function of the �lling n for (U, V ) = (0.5, 4) as in
�g. 6.6. Vanishing thermodynamic value of κ−1 eq. (6.6) signals insta-
bility towards phase separation. 1) SF-PS transition: The transition
point is estimated at critical �lling nSF-PSc = 0.815 de�ned as the posi-
tion of the intersection of lines corresponding to di�erent system sizes.
In the phase-separated region, n > nc region, the value of the inverse
compressibility κ−1 is lowered as the system size is increased (lines cor-
respond to L = 101; 127; 201; 301, from top to bottom) and vanishes in
the thermodynamic limit. Inset (1a): example power-law decay of the
inverse compressibility κ−1 as a function of system size L in the phase-
separated regime, n > nc Inset (1b): Zoom-in on the intersection. 2)
PS-SS transition: Dependence of the inverse compressibility on �lling
n is scaled with the system size L leading to the estimated value for
the critical density equal to nPS-SSc = 1.27 (Inset (2a)). Inset (2b):
Example density in PS state close to the transition to SS. Note that
in the solid part the average density n ≈ 2.55/2 matches the critical
�lling nPS-SSc .
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Figure 6.8: Filling n versus chemical potential µ for �nite chains of
length L with OBC and no explicit U(1) symmetry. The apparent
discontinuity at roughly µ ≈ 1.13 signals spinodal decomposition for
�llings between n = 0.817 and 1.31. Insets (a) Wider range in µ
showing the extent of the SS phase, (b) Finite-size extrapolation for
the �lling values in the main plot at µ = 1.1296 to estimate the lower
critical �lling nc = 0.817.

larger average densities n > 1 if the nearest neighbor interaction
is weak. Therefore, the reported e�ects go beyond the usual com-
mensurate e�ects between lattice geometry and average density.

6.6 Spatial oscillations in SF phase

For the homogeneous super�uid at �llings below the phase-separated
phase, enhanced spatial oscillations appear in the entanglement
spectrum (ES) and other observables (see �gs. 6.10 to 6.13).
These signatures are present in SF states for weak on-site in-
teractions U over a broad range of V . Such oscillatory patterns
were reported earlier in Ref. [130] at (U, V ) = (0.5, 3) and n = 1.
However, for the super�uid at integer �llings, we observe the ab-
sence of oscillations in the thermodynamic limit such that they
cannot be linked to a bulk feature of the given phase and must
be related to �nite-size e�ects, instead. We demonstrate this in
�g. 6.10, where we show the spatial period of the oscillatory pat-
terns in the entanglement spectrum (examples thereof are visible
in insets a) and b)) as a function of the system size, for which we
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anymore (lines are ordered in increasing order of U from the top lines
to the bottom ones).
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Figure 6.10: Spatial period Λ taken from the Entanglement spec-
trum (ES) at (U, V ) = (0.5, 3) with OBC and χmax = 100, d = 6
as a function of the system size L. This state was reported as SS in
Ref. [130], but it is actually an SF. Further, the spatial oscillations
vanish in the thermodynamic limit as the spatial period grows linearly
in system size. However, we show that for incommensurate �llings like
in �gs. 6.11 and 6.12 this kind of oscillations do survive in the ther-
modynamic limit. a,b) ES λsi for bonds at the center of a system of
length L = 50 and L = 200, respectively. c) ES for iDMRG simulation
in the thermodynamic limit with a unit cell size L∞ = 100 showing no
spatial oscillations.



86
Chapter 6. Discovering new features in the extended Bose

Hubbard model

40 45 50 55 60 65
0.0002

0.0001

0.0000

0.0001

S s
l

L 1

1) OBC; n = 0.77, L = 104, max = 800, d = 6

40 45 50 55 60 65
bond i

0.1

0.2

0.3

s i

2)

1

2

3

4

0 65 1

4.0

4.3

a)

fit

Figure 6.11: Entanglement properties of the super�uid bulk for �lling
n = 0.77 and (U, V ) = (0.5, 4) close to phase-separation. 1) Oscillatory
sub-leading part Ssl of the Rényi-2 entropy S2 in section 6.6. 2) The
four largest squared Schmidt coe�cients λsi shown spatially along the
bonds. The inset 1a) shows spatial frequencies from Fourier analysis
of λsi . The extrapolation yields a spatial period Λ = 4.3 in the ther-
modynamic limit.

observe a linear increase, i.e. a vanishing frequency for L → ∞.
This is in agreement with iDMRG simulations (thereby directly
approximating the ground state in the thermodynamic limit), for
which we do not �nd oscillations at all. It shall also be noted that
the system is in a super�uid phase for these parameters, and not
a supersolid phase as claimed in [130]. The commensurate sce-
nario at n = 1 is in strong contrast to incommensurate �llings,
for which oscillations in the entanglement spectrum are a robust
feature of the bulk.
In the inset of �g. 6.11 a), we display a �nite-size extrapolation of
the spatial period, which is extracted from the leading frequency
in the Fourier transform of the oscillatory part of the entangle-
ment spectrum (see �g. 6.11 2))). Notably, Λ(1/L → 0) ≈ 4.3
assumes a �nite value in the thermodynamic limit.
The oscillations of the entanglement spectrum cannot be detected
by standard local observables and two-body correlations, but, in-
terestingly, they appear prominently in non-local observables like
the string-order correlator, for which the long-range power-law
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Figure 6.12: a) Sub-leading part Csl containing the oscillatory part
of the string-order correlator CHI eq. (6.4). b) Oscillatory part of
the Rényi-2 entropy S2. c) The spatial dependence of the four largest
squared Schmidt coe�cients λ2si on the bonds of the MPS. For all a),b)
and c): The orange lines are guides to the eye with every third data
point plotted to highlight the envelope. We highlight one line in cyan
color in all three subplots as a guide to the eye, making it apparent
that the period is the same in all three quantities.
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Figure 6.13: Comparison of di�erent common correlators for the
same state as in �g. 6.12 in the SF phase with oscillating ES. We denote

the non-local string term as Π = exp
(
−iπ∑0≤l<j δnl

)
with δnl =

nl−n. We see that only the correlators with this string term show the
oscillations matching the ES. The critical exponent α is obtained from
linear �tting the respective correlator in a double logarithmic scale
(dotted lines in corresponding colors).

decay is modulated by oscillations of the same frequency (c.f.
�g. 6.12 a)). In order to extract the oscillatory part of Csl we �t
it with a power-law decay CHI(i, j) = c/|i− j|αCsl and divide the
correlator by the envelope c/|i−j|α to show the remaining oscilla-
tory part. In contrast, common correlators without the non-local
string term do not show this oscillatory behavior as depicted in
�g. 6.13. All of the correlators here decay algebraically, in partic-
ular the ones involving the non-local string term, indicating lack
of long range trivial and topological order, but power-law corre-
lations. The correlators with string term exhibit oscillations in
the tails reminding us of the oscillations of the ES.
A complementary way to resolve these spatial oscillations is given
by the Rényi entropy

Sα(ℓ) = − ln(Trρα(ℓ))/(1− α), (6.7)

accessible in experiments for the special case α = 2. S2(ℓ) de-
pends on the purity ρ2(ℓ) for a lattice block of size ℓ, which can be
detected in the framework of trapped ions through quantum state
tomography [155] or through direct measurement of the quantum
purity [156].
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The asymptotic decay of the Rényi entropies Sα(ℓ) for critical
systems is well-known [157, 158] and given by

Sα(ℓ) =
α+ 1

α

c

6b
ln (d[ℓ|L]) + Ssl + γ, (6.8)

d[ℓ|L] = |L/π sin (πℓ/L)| . (6.9)

The leading contribution to Sα(ℓ) is proportional to ln (d[ℓ|L])
and describes a universal scaling law with prefactor factor c called
the central charge of the conformal �eld theory (in a fermionic
system, it is equal to the number of Fermi points). An additional
factor b distinguishes the case of periodic (b = 1) and open (b = 2)
boundary conditions and γ constitutes a non-universal constant.
Subleading terms are denoted by Ssl and, in general, oscillate
in space. The subtle oscillations of the entanglement spectrum
are obviously carried over to the subleading terms of the Rényi
entropies, which we present in �gs. 6.11 and 6.12.
We note that we observe the same properties for the homogeneous
SS above the �lling for phase separation. The main di�erence is
that for this SS, there is a spatial solid pattern in the density.
Taking this into account, the remaining properties are the same
as is shown in appendix A.
Overall, the spatial oscillations in the entanglement spectrum,
that can be uncovered by looking at the string order correlators
or Rényi entropies, are a clear manifestation of a broken trans-
lational symmetry. This point is further strengthened by sim-
ulations with iDMRG: Upon choosing a suitable unit cell size,
iDMRG can converge, as is the case in �g. 6.12, and yields re-
sults in agreement with the bulk of �nite size simulations. For
unit cell sizes incommensurate with the spatial period, iDMRG
has trouble converging. We show further details about this in
appendix A. This feature distinguishes the super�uid phase un-
der investigation from the super�uid phase at �lling n = 1. In
the following, we convince ourselves that this phase is still well
described by Luttinger liquid theory and shows the same critical
�nite-size scaling behavior.

6.7 Luttinger liquid description

Long-range properties of gapless one-dimensional systems are well
captured by the Luttinger liquid theory and are governed by the
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Figure 6.14: Critical scaling for a super�uid and supersolid states
with and without spatial oscillations. Solid blue lines: SF at (U, V ) =
(0.5, 4) with n = 0.62 and spatial oscillations. Dashed orange lines:
SF at (U, V ) = (0.5, 0.5) at integer �lling without spatial oscillations.
Dotted green lines: SS at (U, V ) = (0.5, 4) with n = 1.333 and spatial
oscillations. Despite very di�erent spatial features, all states seem
to be well described within the same �eld theoretic description. a)
Finite-size scaling of the level splitting ∆E = E1 − E0 vanishing in
the thermodynamic limit and yielding the critical exponent p from
∆E ∝ 1/(L + 1)p, roughly matching the expected pLL = −1 for a
Luttinger liquid. b) Central charge c eq. (6.11) extrapolated to the
thermodynamic limit c∞ from c = c∞+ const./L matching the central
charge cLL = 1 for a spinless Luttinger liquid.

Luttinger parameterK. This theory is based on using an e�ective
low-energy Hamiltonian and can be used to calculate the small-
momentum and long-range behavior of the correlation functions.
The Luttinger theory, being an e�ective one, takes the Luttinger
parameter as an input and an independent calculation is needed
to relate the value of K to the microscopic parameters of the
lattice model. In the following, we use two independent ways
to calculate K, which is useful for the characterization of the
system properties. Furthermore, it serves as a stringent test for
the internal consistency of the numerics.
We check various other quantities and compare them with known
parameters for an SF without spatial oscillations. Within the Lut-
tinger liquid description, the lowest-lying excitation spectrum is
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considered to be linear in momentum k, i.e. E(k) = ℏkvs, where
vs is the speed of sound. Furthermore, the speed of sound is re-
lated to the compressibility throughmv2s = n∂µ/∂n = (nκ)−1[159].
In a �nite-size (open boundary) system of size L, the minimum
allowed value of the momentum is inversely proportional to the
length of the wire, i.e. kmin = π/(L+1). As a result, the excita-
tion spectrum has a level splitting

∆E =
πℏvs
L+ 1

(6.10)

which vanishes in the thermodynamic limit, L→ ∞. We con�rm
this antiproportional scaling ∆E ∝ (L+1)p in �g. 6.14(a) by a �t
of the critical exponent p = −0.931 ± 0.006, which is consistent
with the expected value of pLL = −1.
We further extract the central charge c from the von Neumann
entropy (Rényi entropy in the limit α→ 1)

S1 =
c

6
log(d[ℓ|L]) (6.11)

for which we obtain an extrapolated value of c(L → ∞) ≈ 0.99
throughout the super�uid phases, which is in perfect agreement
with the predicted result cLL = 1 for a spinless Luttinger liquid
(see �g. 6.14 panel b)).
To check the validity of eq. (6.10), we compute the speed of
sound vs at four distinct points in parameter space (V, n) ∈
{(4, 0.6), (4, 0.4), (0.5, 1), (0.5, 0.6)} with �xed U = 0.5 and com-
pare them with dynamical simulations. For this, we disturb
the ground state at the middle of the chain |δΨ0⟩ = b†L/2 |Ψ0⟩
and compute its time evolution |Ψ(t)⟩ = exp (−iτH) |δΨ0⟩ via
trotterization (TEBD) [160, 38]. We then compute the density
distribution at each time step and substract the ground state
density, ⟨δni⟩ = ⟨Ψ(τ)|ni|Ψ(τ)⟩ − ⟨Ψ0|ni|Ψ0⟩. The resulting
lightcones are displayed in �g. 6.15 and match well the over-
layed �tted speed of sound from eq. (6.10) (in magenta). Fur-
ther we compare these values of the speed of sound obtained
via vs = 1/

(
ℏπn2κK

)
, incorporating the Luttinger parameter

K from eq. (6.23) and the compressibility κ from eq. (6.6). We
extrapolate results to the thermodynamic limit and �nd a reason-
able agreement within 18%, 14%, 1% and 9%, again for (V, n) ∈
{(4, 0.6), (4, 0.4), (0.5, 1), (0.5, 0.6)} and �xed U = 0.5, respec-
tively. This is a stringent test of the internal consistency of the
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Figure 6.15: Dynamical analysis of a local perturbation. We create
a particle at a central site of the ground-state wave function and track
the time evolution of the space-resolved density. The propagating de-
fect ⟨δni⟩ = ⟨Ψ(τ)|ni|Ψ(τ)⟩ − ⟨Ψ0|ni|Ψ0⟩ shows a typical �light-cone�
structure, for which the red and blue coloring corresponds to positive
and negative excess with respect to the average ground-state density.
The boundary of the cone propagates with the speed of sound (high-
lighted in magenta), obtained by �ts of the level splitting according
to eq. (6.10). In all panels, we �xed U = 0.5 and parameters L = 30,
χmax = 400, and d = 6.
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method, as thermodynamic relation between the compressibility
obtained from equation of state and the speed of sound is tested.
In the following, we rely on Luttinger liquid theory to describe
the asymptotic behavior of correlation functions. To do so, we
employ an abelian bosonization analysis [161],

b†x → ψ†(x) ∼
∞∑

m=−∞
e2πim(nx+ϕ)+iθ(x) (6.12)

in which [ϕ(x), ∂x′θ(x′)] = iδ(x − x′) satisfy canonical commu-
tation relations. Here the ∼ symbol denotes equality up to a
prefactor, which depends on the momentum cuto� employed to
derive the low-energy description [162]. The low-energy e�ective
Hamiltonian of the extended Bose Hubbard model in 1D results
to

H =
1

2π

∫
dx

(
uK(∂xϕ)

2 +
u

K
(∂xθ)

2
)
+Osg (6.13)

in which Osg denotes additional sine-Gordon type operators as
a result of the density-density interactions which are responsible
for the opening of energy gaps (e.g. in the MI and HI phase). For
the characterization of the super�uid phase, these operators are
irrelevant and can be disregarded.
The local density is given by

nx → ρ(x) = (n+ ∂xϕ(x))
∑
l

e2πil(nx+ϕ(x)) (6.14)

in which n denotes the average density. Note that the slowly
oscillating contributions correspond to l = 0, which allows one to
identify δρ(x) = ρ(x) − n ≈ ∂xϕ as the �eld encoding the local
density �uctuations. This allows to approximate the argument of
the Π operator to

∑
x<l<x′ δnl → ϕ(x′)− ϕ(x).

Correlation functions of the rescaled �elds ϕ′ = ϕ
√
K and θ′ =

θ/(
√
K) are readily obtained by a generating functional of the

corresponding quantum mechanical partition function [163] and
result in the asymptotic expressions

⟨ϕ(x)ϕ(x′)⟩ = − 1

2K
log

(
|x− x′|

)
, (6.15)

⟨θ(x)θ(x′)⟩ = −K
2
log

(
|x− x′|

)
. (6.16)
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By using the identity

⟨ei
∑

k bkf(xk)⟩ = e−
1
2

∑
k,k′ bkbk′ ⟨f(xk)f(xk′ )⟩, f ∈ {ϕ, θ} (6.17)

we arrive at the following asymptotic forms of the correlation
functions, keeping only the dominant contributions

| ⟨ψ†(x)ψ(x′)⟩ | ≈ | ⟨ei[θ(x)−θ(x′)]⟩ | ∝ |x− x′|−K/2, (6.18)

| ⟨ψ†(x)Πψ(x′)⟩ | ≈ | ⟨eiθ(x)ei[ϕ(x′)−ϕ(x)]e−iθ(x′)⟩ |
∝ |x− x′|−1/2(K+1/K), (6.19)

| ⟨δρ(x)Πδρ(x′)⟩ | ≈ | ⟨∂xϕei[ϕ(x
′)−ϕ(x)]∂x′ϕ⟩ |

∝ |x− x′|−1/(2K)−2, (6.20)

| ⟨ρ(x)ρ(x′)⟩conn. | ≈ | ⟨∂xϕ∂x′ϕ(x′)⟩ | ∝ |x− x′|−2. (6.21)

The Luttinger liquid predictions for the long-range asymptotic of
the correlation functions are veri�ed in �g. 6.13 and a very good
agreement is found. Note that the oscillations observed in �g. 6.11
and �g. 6.12 are consistent with the �eld theoretic description if
sub-leading corrections are not neglected.
Thus, the Luttinger liquid is capable of capturing correctly the
long-range properties. At the same time, a microscopic simulation
is needed to connect the parameters of the microscopic Hamilto-
nian to the e�ective parameters of the Luttinger liquid model.
In particular, it is of great practical value to �nd such a rela-
tion for the Luttinger parameter K. We extracted the Luttinger
parameter K from correlation functions in eqs. (6.18) to (6.20).
However, we expect that oscillatory subleading terms are more
important in eqs. (6.19) and (6.20), causing large error bars for
�ts of the leading order only, and we resort to a detailed compar-
ison between the value of K obtained from eqs. (6.18) and (6.23)
only in �g. 6.16.
Alternatively, the Luttinger parameter K can be extracted from
the slope of the linear part of the structure factor [164, 165]

S(q) =
∑
ij

e−iq(i−j)(⟨ninj⟩ − ⟨ni⟩ ⟨nj⟩)/(L+ 1). (6.22)
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In the framework of the Tomonaga-Luttinger description, we can
compute the Luttinger parameter via

1

2πK
= lim

q→0

S(q)
q

, (6.23)

where q and S(q) depend on the system size L and the bound-
ary conditions, see [166, 167]. We obtain S(q)/q by performing
a �t of the lowest momenta where S(q) ∝ q is linear. If the
lowest-lying excitation spectrum is exhausted by linear phonons,
the Luttinger liquid description is applicable and the Luttinger
parameter de�ned according to Eq. (6.23) is independent of the
actual size of the system L if it is large enough. We see that both
estimations of K match well in the SF phase, as seen in �g. 6.16.
The knowledge of the Luttinger parameter K allows one to ap-
ply the e�ective description as provided by the Luttinger liquid
to static and dynamic long-range properties. In particular, low-
momentum behavior of the momentum distribution can be ob-
tained as a Fourier transform of o�-diagonal single-particle cor-
relation function (6.19) resulting in a divergent n(k) ∝ |k|1−K/2

behavior for K < 2. That is, for all cases shown in Fig. 6.16, the
occupation of zero-moment state diverges in the thermodynamic
limit which is a reminiscence of Bose-Einstein condensation in
one dimension. Another special value of the Luttinger parameter
is K = 1/2, below which an SF state might be sustained a unit
�lling as opposed to a Mott insulator which is realized for any
�nite height of the optical lattice[168, 169]. In the considered
system, small values of K correspond to a large �lling fraction n,
and further increasing n leads to phase transition.
In conclusion, we do not �nd signatures that suggest an alter-
nate �eld-theoretic description for the SF with spatial oscillations
linked to a �symmetry enriched quantum criticality� [170, 171].
The most striking evidence for the absence of (quasi) zero energy
edge modes is provided by the �nite-size scaling of the energy
level splitting ∝ (L+1)−1. Due to the bulk-boundary correspon-
dence and as outlined in [171], an intrinsically gapless topological
phase would host edge excitations that provide strong corrections
to the lowest splitting, i.e. eq. (6.10), which we do not observe
throughout the super�uid phase. Furthermore, we do not see
any spontaneous boundary occupation, nor did we observe non-
vanishing edge-to-edge correlations in the thermodynamic limit.
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Figure 6.16: Luttinger parameter K dependence on the �lling n,
calculated with OBC with χmax = 400 and d = 6 at U = 0.5 and
V = 4. Two independent estimations are used, from the long-range
asymptotic of the o�-diagonal single-particle correlation function ⟨b†i bj⟩
eq. (6.18) and from the small momenta of the structure factor S(q) via
eq. (6.23). a) Structure factor S(q) for small momenta at di�erent
�llings. With the onset of phase separation, S(q) deviates from linear
dependence at its origin and eq. (6.23) becomes invalid.

Instead, we demonstrated the applicability of the standard Lut-
tinger liquid description by numerical estimates of the excitation
spectrum, the central charge, and the Luttinger liquid parameter.

6.8 Conclusions

In this chapter, we investigated the extended Bose Hubbard model
in one dimension with tensor network and machine learning meth-
ods. We �rst showed how to map out the phase diagram with
no a priori knowledge with entanglement spectra, central tensors
and observables as data using anomaly detection. We found an
unexpected new phase in the �lling n = 1 phase diagram and
con�rmed the �ndings of [117] that it is a phase-separated phase
and at the same time clari�ed misconceptions of [130] regarding
the same region. Further, we rigorously demonstrated the hid-
den broken translational symmetry of the homogeneous super-
�uid and supersolid phases at incommensurate �llings and show
that it is a true physical property in the thermodynamic limit. It
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is hidden in the sense that it is only visible in the entanglement
structure or non-local string-order correlation functions. The lat-
ter is often related to topological properties of the ground state,
for which we �nd no evidence, i.e. we have not observed any edge
states, or bulk-edge correspondence in these regions, nor could we
see variations from expected scaling in this universality class. Fur-
thermore, we con�rmed that the model agrees in the super�uid
phase with the predictions made within the standard framework
of Luttinger-Tomonaga theory. We did so by showing a match of
the predicted speed of sound with dynamical simulations (using
TEBD) and providing a relation between the Luttinger parameter
and the microscopic parameters of the model.
In view of recent progress with experiments on dipolar atoms,
Rydberg atoms, and trapped ions, as well as novel methods of
detection of entanglement entropies and spectrum, our results
open an interesting playground to test CFT and Luttinger liquid
properties in experiments. Our simple bosonization approach is
fully applicable in the super�uid phase only. A more powerful
�eld theory predicting the phase transition between super�uid
and supersolid would be of general interest. The outlook for fu-
ture studies includes investigations of the same model in 2D, and
extension to true long-range interactions, with a particular focus
on dipolar ones, where the experiments are on the way.
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Chapter 7

Unsupervised mapping of

phase diagrams of 2D

systems from iPEPS via

deep anomaly detection

The following chapter is a taken over from our publication Un-
supervised mapping of phase diagrams of 2D systems from in�-
nite projected entangled-pair states via deep anomaly detection [3]
with slight modi�cations to put it into context of this thesis. We
are again applying algorithm 1, but this time look at data from
two-dimensional systems. This necessitates substantially more
complicated physical simulation algorithms and changes the data
format. I.e. the singular values that arose naturally in previous
simulations have a clear physical interpretation as the entangle-
ment spectrum, whereas in 2D this is not the case. Here we show
that singular values taken from 2D tensor networks still contain
su�cient information to map out the phase diagram. Curiously,
we �nd that training with one single example is su�cient, which
raises the question of the necessity of neural networks in the �rst
place.

7.1 Introduction

With the introduction of a new data-driven computation paradigm,
machine learning (ML) techniques have been very successful in
performing recognition tasks and have had a big impact on in-
dustry and society. ML has been successfully applied to a variety
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of physical problems, and vice versa, physics has inspired new di-
rections to explore in understanding or improving ML techniques
[69]. Among the most prominent and successful applications of
ML in physics is the classi�cation of phases in many body physics
[123, 172, 173, 174, 122, 124, 125, 175, 176, 177, 178, 179, 180, 132,
131, 181, 182, 142, 183]. Of particular interest are unsupervised
methods that require no or little prior information for labeling
[172, 122, 123, 124, 125, 184]. In particular, phase diagrams have
been mapped out in a completely unsupervised fashion with no
prior physical knowledge from 1D tensor network data [1] and
experimental data [5] via anomaly detection as described in algo-
rithm 1.
In this work, we extend the application of anomaly detection for
phase characterization to 2D quantum many body systems with
projected entangled-pair states (PEPS). PEPS have been intro-
duced as an e�cient ansatz for ground states for 2D Hamiltonians
[44, 185, 186] and extended to simulate the thermodynamic limit
with in�nite PEPS (iPEPS) [61]. Various methods to optimize
the iPEPS tensors exist, including (fast-) full update imaginary
time evolution algorithms [61, 62] and energy minimization ap-
proaches [187, 188, 189]. Computationally cheaper alternatives
were introduced with the simple update [37, 60] and cluster up-
date [190] algorithms that perform optimizations locally at the
cost of numerical accuracy. Progress in the systematic study of
continuous phase transitions has recently been achieved based on
a �nite correlation length scaling analysis [191, 192, 193].
The intention of the scheme presented in this work is not to im-
prove numerical accuracy of determining phase boundaries, but
to obtain a qualitative phase diagram with low computational cost
and no physical a priori knowledge. The former, low computa-
tional cost, is achieved by employing the simple update optimiza-
tion algorithm with contractions omitted throughout the whole
process. Physical knowledge in this scheme is redundant as we re-
sort to quantities obtained directly from the iPEPS wave function
from simulations as inputs for the machine learning method; in
this case singular values between bonds or reduced density ma-
trices. In other words, we do not need to choose and compute
suitable observables that contain su�cient information about the
phase boundaries for the machine learning processing. In 1D sys-
tems, the singular values between bonds have a clear physical
interpretation, as they characterize the entanglement properties
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between the subsystems at each end of the bond. In 2D, however,
there is no such interpretation and it is non-trivial to show that
singular values at bonds are still su�cient to determine phase
boundaries. In the considered approach, phase boundaries are
characterized without the need to know the order parameter or
symmetry groups of the phases. In fact, in a scenario where we
are given data from iPEPS to analyze, in principle we do not even
need to know the Hamiltonian.
In contrast to supervised methods, where at least a rough idea
of the regions of di�erent phases (and the number of separate
phases) is needed for labeling a training set, we do not need to
know anything about the phase diagram by using unsupervised
anomaly detection. This is because in this scheme a region of the
diagram is chosen to represent normal data and is then tested
for the whole diagram. Initially, this normal region is chosen
randomly and may contain states from one or multiple phases.
When states from di�erent phases than it has been trained on are
tested, they are marked as anomalies. Between those states and
the training region, there is a transition from normal to anoma-
lous data that corresponds to the phase transition. In the next
training iteration, the normal region is put where anomalies have
been found in the previous round and the process repeated until
no previously unseen anomalous region is found. This process
only needs O(Nphases) iterations where Nphases is the number of
phases in the diagram. This is in contrast to learning by confu-
sion schemes where the phase diagram is scanned by iteratively
shifting the labeling and retraining [172, 122].
In spirit, the approach presented here is similar to the method
described in [194, 195]. There, phase transitions are determined
by looking at the overlap (�delity) between neighboring ground
states in the phase diagram, with a drop in the �delity at quan-
tum phase transitions as the overlap between states from di�erent
phases is small (zero) for �nite (in�nite) system sizes. The big
advantage of the approach presented here is that we avoid com-
putationally expensive contractions of the tensor network, which,
in contrast, is needed to compute overlaps.
As an example, we examine the 2D frustrated bilayer Heisenberg
model, a challenging problem which su�ers from the negative sign
problem [196]. The model contains two 1st order and one 2nd or-
der phase transition and is therefore a good benchmark for the
success of this method. This manuscript is organized as follows:
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The general approach of applying anomaly detection with neural
networks to map out phase diagrams is described in section 7.2.
Details on iPEPS are described in section 7.3 and a brief overview
of the 2D frustrated bilayer Heisenberg model is given in sec-
tion 7.4. The results are then presented in section 7.5, followed
by our conclusions in section 7.6.

7.2 Anomaly Detection

We follow the approach in described in the previous chapters 5
and 6, where it was shown that phase diagrams can be mapped
out from di�erent data types in an unsupervised fashion via anomaly
detection. The scheme works in the following way: We employ a
special neural network architecture, called an autoencoder, to e�-
ciently decode and encode data of the type it has been trained on
(data speci�c compression). For the training1, we de�ne a train-
ing dataset containing normal data. The autoencoder is trained
to e�ciently reproduce data with the same or similar character-
istics. Anomalies are detected by deviations of a loss function
between input and output of the autoencoder, compared to the
region it has been trained on and amount to separate phases in
the diagram. This training has to be performed only O(Nphases)
times where Nphases is the number of phases present in the phase
diagram. Moreover, this procedure does not necessitate any prior
physical knowledge about the system as one starts with an arbi-
trary parameter range, typically at the origin of the parameter
space. From there, abrupt changes in the reproduction loss are
saved as possible phase boundaries and the next training itera-
tion is done in the region with the highest loss after the previous
training. Note that in principle one does not even need to know
the underlying Hamiltonian, it su�ces to be provided with data
and the corresponding physical parameters.
We employ autoencoder neural network architectures implemented
with TensorFlow [146]. An autoencoder is composed of an en-
coder and a decoder. The encoder takes the input x and maps
it to a latent space variable z. This latent space variable is then
mapped by the decoder to the output y(x). Both encoder and de-
coder are composed of multiple consecutive layers, parametrized

1Training in machine learning refers to data-speci�c optimization. This
is described in more detail below around eq. (7.1).



7.3. In�nite projected entangled-pair states 103

by free parameters θ. We tried di�erent architectures compris-
ing di�erent combinations of fully-connected and convolutional
layers. We �nd no speci�c model dependence, with di�erent ar-
chitectures performing similarly such that simple vanilla autoen-
coders composed solely of fully-connected layers su�ce and are
used throughout this paper. For details about the implementa-
tion see [197]. The goal of the autoencoder is to reproduce x,
i.e. matching the output of the network with its input y(x) = x,
which is achieved by minimizing the reproduction loss

L(θ) =
∑
i

||xi − yi(xi)||2 (7.1)

with respect to the free parameters θ (y(x) implicitly depends
on θ). The sum reaches over the training examples de�ned for
the training iteration. Here we have chosen the loss to be the
mean squared error as it is simple and e�ective for our task, but
in principle there is a variety of possible and valid loss functions
depending on the task and data at hand. The optimization task
of minimizing L is achieved by gradient descent θ 7→ θ−α∇θL(θ),
i.e. computing the gradient of L and changing the free parame-
ters in the opposite direction for some stepsize α (hyper param-
eter given by the user). For neural networks, there is an e�-
cient implementation called backpropagation [198]. We employ
ADAM, a modern optimization scheme with adaptive stepsizes
based on gradient descent with backpropagation for faster opti-
mization [72].

7.3 In�nite projected entangled-pair states

An iPEPS [61] is a tensor network ansatz to represent 2D ground
states directly in the thermodynamic limit and can be seen as
a generalization of 1D in�nite matrix product states (iMPS) to
2D. The ansatz consists of a unit cell of rank-5 tensors repeated
periodically on a lattice. Here we use a unit cell with two tensors
arranged in a checkerboard pattern on a square lattice, with one
tensor per dimer in the bilayer model introduced in Sec. 7.4. Each
tensor has one physical index representing the local Hilbert space
of a dimer and four auxiliary indices, which connect to the four
nearest-neighbor tensors. The accuracy of the variational ansatz
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is systematically controlled by the bond dimension D of the aux-
iliary indices. To improve the e�ciency of the calculation we use
tensors which exploit the U(1) symmetry of the model [199, 200].
In this paper the optimization of the tensors is done based on an
imaginary time evolution, which involves a truncation of a bond
index at each time step (see Refs. [61, 201, 62] for details). While
an optimal truncation requires a full contraction of the 2D tensor
network (called the full update [61]), which is computationally ex-
pensive, there exist also local, approximate schemes avoiding the
full contraction. In the simple-update approach [37, 60], which
we use in this work, the truncation is performed by a local sin-
gular value decomposition of two neighboring tensors. A more
accurate, but still local scheme is provided by the cluster update
introduced in Ref. [190], in which the truncation is done based
on a cluster of tensors, where the accuracy is controlled by the
cluster size.
We start the iPEPS optimizations from random initial states,
thereby avoiding the need for any knowledge of the system a
priori. Depending on the initial state, the iPEPS may converge
to a local minimum. To improve the convergence behavior, the
state is initially evolved for a few steps at large bond dimension
and large imaginary time step, then projected to D = 1, and
then evolved at the target D. Optimization runs are discarded
and repeated when convergence is not reached after a certain
number of steps. Finally, the state is further evolved at the target
dimension at a smaller time step until convergence is reached. We
found that this scheme improves the e�ciency and quality of the
results, compared to an evolution only at the target D, especially
close to the �rst order phase transition line of the model.
As input data for the anomaly detection, we use the singular val-
ues of the four auxiliary bonds obtained from the simple-update
approach. In 1D iMPSs in canonical form, they correspond to the
Schmidt coe�cients, characterizing the entanglement between the
two sides of the system connected by the bond. In 2D, however,
there exists no canonical form and the singular values do not
correspond to the Schmidt coe�cients because of the loops in the
tensor network ansatz. Still, we will show that the singular values
contain information that can be used for and interpreted by the
machine learning algorithm to characterize the underlying ground
state.
For comparison we also consider the 2-site reduced density matrix
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as input data, which is computed by contracting the 2D tensor
network using the corner transfer matrix method [202, 203, 46].

7.4 Model

We test the anomaly detection scheme in combination with iPEPS
for the S = 1/2 2D frustrated bilayer Heisenberg model - a chal-
lenging problem, where a large part of the phase diagram is inac-
cessible to Quantum Monte Carlo due to the negative sign prob-
lem [196]. The model can be represented as a two-dimensional
lattice of coupled dimers, formed by the two S = 1/2's of the
adjacent layers. The Hamiltonian reads

H =
∑
i

J⊥S⃗i,1 · S⃗i,2 +
∑

i,m=1,2
j=i+x̂,i+ŷ

[
J∥S⃗i,m · S⃗j,m + JxS⃗i,m · S⃗j,m̄

]
(7.2)

where J∥ is the nearest-neighbor intralayer coupling and J⊥ (Jx)
the nearest (next-nearest) neighbor interlayer coupling, i is the
index of a dimer, j runs over the nearest-neighbor dimers, m
denotes the two layers, and m̄ the layer opposite to m.
In the limit of strong J⊥ the ground state is a dimer singlet
(DS) state with vanishing local magnetic moment. For Jx = 0
the model is unfrustrated with an ordered bilayer antiferromag-
netic (BAF) ground state for J⊥/J∥ < 2.5220(2) [204], separated
from the DS phase by a continuous transition. The limit Jx =
J|| corresponds to the fully-frustrated Heisenberg bilayer model
with a dimer-triplet antiferromagnetic (DTAF) ground state for
J⊥/J∥ < 2.3279(1) [205], in which spins on a dimer are parallel
(in contrast to the BAF phase where the spins on a dimer are an-
tiparallel). The ground state phase diagram of the full model was
mapped out with iPEPS in Ref. [196] and is shown in �g. 7.1 1a)
by the white-dashed lines. It hosts a quantum critical endpoint
at which the line of continuous transitions between the BAF and
DS phase terminates on the �rst order line separating the DTAF
phase from the DS and BAF phases.

7.5 Numerical Results

We now use the anomaly detection scheme described in section 7.2
with data from iPEPS, described in section 7.3 to map out the
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Figure 7.1: Three training iterations to map out all three phases of
the phase diagram without contraction and prior knowledge of the sys-
tem, i.e. using simple update algorithm starting from random initial
iPEPS. The cyan rectangles show the training regions. Overlayed in
white are theoretical predictions, extrapolated to the in�nite D limit
with full update optimization from [196]. Deviations of the second
order BAF-DS transition are expected due to �nite D = 6 and sim-
ple update optimization. 1a) Starting the training at the top-left (in
DTAF phase) yields the �rst-order transition line. Even the second
order transition line is already pronounced inside the region of higher
loss beyond the �rst order line. 2a) Second iteration in the region of
highest loss (DS phase) from the previous picture showing the part
of the �rst order line adjacent to the DS phase and the second order
line. 3a) Con�rming and completing the picture by training in the
BAF phase. The second row (1b-3b) is a single cut as indicated by
the magenta line in the phase diagram above. The third row (1c-3c)
shows the loss after training and evaluating extra single cut data with
�ve independent simulations per data point. Around the �rst order
transition two branches are obtained due to the characteristic hystere-
sis behavior.
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phase diagram of the model without prior physical knowledge in
�g. 7.1. Three training iterations su�ce to map out the bound-
aries of all three phases of the system. We start in the top-left
corner of the phase diagram corresponding to the DTAF phase
in �g. 7.1 1a) and obtain the �rst order transition line. The
noise around the line is due to hysteresis e�ects in the vicinity
of the �rst order phase transition: Depending on the random
initial tensors, the converged states end up in one of the two ad-
jacent phases. We will later see how a sharp transition line can
be obtained by measuring the energy of the states. Note how
the second order transition line is already indicated within the
anomalous region of high loss. The second training is performed
in the region of highest loss from the previous iteration in the
top-right corner corresponding to DS in �g. 7.1 2a). The sec-
ond order transition line to the BAF phase is again signaled by a
bump in the loss diagram. To complete and con�rm both lines,
training is performed in the BAF phase in �g. 7.1 3a). In �g. 7.1
(1c-3c) we present data for the single cut at Jx/J|| = 0.3 with
�ve independent simulations for each value of J⊥/J||, illustrat-
ing the characteristic hysteresis behavior around the �rst order
DTAF-BAF transition.
All the results in �g. 7.1 are overlaid with the previous iPEPS
simulation results from [196]. Note that those results are much
more precise since the iPEPS were optimized with the more ex-
pensive full update algorithm and the data has been extrapolated
to the in�nite D limit, whereas here we only consider simple-
update data at �nite bond dimension D = 6. Thus a quantita-
tive deviation can be expected, especially for the location of the
second order BAF-DS transition line. However, the main goal
here is to get a cheap and fast overview of the phase diagram,
which serves as a useful starting point for more accurate numeri-
cal investigations (e.g. based on a �nite correlation length scaling
analysis [191, 192]). We note that the ML approach could also
be combined with the more accurate cluster update scheme [190],
which is still a local approach, or with the full-update [61, 62] or
energy minimization schemes [187, 188, 189, 206], which require
full contractions 2.
To get an even clearer picture of the predicted phase boundaries,
we compute the energy of the states to post-select the best ground

2In the latter two cases the singular values can be extracted using the
approach described in Ref. [207].
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Figure 7.2: Three training iterations to map out all three phases of
the phase diagram. Here, the reduced 2-site density matrix is used as
input data. In comparison to �g. 7.1, the �rst order transition line
is much sharper as the ground states were post-selected from energy
considerations. The second row (b) shows the line at J⊥/J|| = 0.3
as indicated by the dotted magenta line in row (a). In row (c), the
eigenvalues of the reduced 2-site density matrix in log-scale are used.
The training is done just for the single cut at J⊥/J|| = 0.3. Row (d)
uses again the singular values like in �g. 7.1.
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states. The ground-state optimization is initialized from three
di�erent initial iPEPS (a representative point in each phase) and
only the lowest in energy is kept. The boundaries in the resulting
pictures are now much more pronounced at the cost of invoking
contractions to calculate the energy, yet still not taking any phys-
ical knowledge of the order into account. For the sake of show-
casing the method with di�erent inputs, we here use the 2-site
reduced density matrix ρ(2) but also con�rm again the viability
with singular values.
We proceed in an analogous fashion and perform three trainings
to map out the phase diagram in �g. 7.2. The phase boundaries
appear even sharper compared to �g. 7.1, especially for the �rst
order transition line with a corresponding discontinuity (jump)
in loss at the transition. In �g. 7.2 c) we con�rm that the results
are qualitatively the same when using the singular values as an
input instead.
We note that, while in practice the singular values are found to
be gauge-invariant (see also Ref. [207]), the reduced density ma-
trix is not necessarily unique. If the state breaks, e.g., SU(2) spin
symmetry, then di�erent random initial states will lead to di�er-
ent reduced density matrices (since the local magnetic moments
can be aligned along di�erent directions). In Fig. �g. 7.2, this is
not an issue, because each anomaly detection is based on a single
initial state (which �xes the direction of the magnetic moments),
and by using U(1) symmetric tensors, the magnetic moments are
automatically parallel to the z-axis. Alternatively, one can also
consider the eigenvalue spectrum of the reduced density matrix as
input data, which is gauge-invariant, as shown in �g. 7.2 (1c-3c).
It is a common mantra in machine learning that more data always
yields better results. In the present study, where the machine
learning task is to �nd the phase boundary from singular values,
we �nd this to actually not be the case. Also, the result of the
algorithm is not sensitive to the extent of the training region,
i.e. how far in parameter space the examples during training
reach. It seems that one example of the phase already captures
the characteristic features and that the data within the phase
is so homogeneous that adding more examples does not improve
the result. To show this, we take a single cut at Jx/J|| = 0.3
and vary the extent of the training regions in �g. 7.3 for singular
value data with D = 10. In all cases the predicted transitions
are the same and the result is insensitive to the chosen training
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Figure 7.3: Varying the training region to show that the outcome of
the algorithm is not sensitive to the number of training examples Nex.

and the extent of the training region. The number of epochs Nepochs

is chosen such that Nepochs ·Nex. = const., i.e. the neural network sees

the same amount of examples throughout all training iterations. We
see that we can even map out the regions with just one single training
example (dotted magenta curve).

region. We can put this to the extreme and only use one single
training example Nex. = 1 and still obtain the same results. In
all the cases of training regions in �g. 7.3, the number of epochs
Nepochs, that is the number of times the neural network processes
the full training set, is chosen in such a way that Nepochs · Nex.

is held constant, such that during training the same number of
examples are processed for a fair comparison.
This raises the question of the necessity of the neural network
machinery for the anomaly detection. In �g. 7.4 we show simple,
purely geometric and data-driven approaches that indicate the
phase boundaries in the spirit of anomaly detection without using
neural networks. In the �rst case, we compute the inner product
between normalized singular value vectors si for di�erent physical
parameters. Here, the inner product is just the standard inner
vector product

inner(si, sj) =
∑
k

ski s
k
j . (7.3)

The normalization is done such that inner(si, si) = 1. Using inner
products, there is a clear interpretation of the overlap values and
we can see that the contrast in �g. 7.4 1) is of order ∼ 0.01 and
therefore arguably small. We get better results when using a
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Figure 7.4: Detecting the phase boundaries with purely geometric
data driven methods at Jx/J|| = 0.3. 1) Inner product between the
singular values Si along the parameter space and a �xed point (indi-
cated by the X). 2) Geometric similarity measure equivalent of the loss
for the autoencoder eq. (7.1).

geometric similarity measure

similarity(si, sj) =
∑
k

|ski − skj |2 (7.4)

between a �xed normalized singular value vector along the phys-
ical parameter space in �g. 7.4 2). Note that this is equivalent
to the loss in eq. (7.1), used for the autoencoder. These results
are now very similar to the ones obtained with the autoencoder
in �g. 7.3. An interesting open question to answer in future work
is whether such a data-driven geometric analysis in the spirit of
machine learning but without neural networks su�ce in general
or if this is speci�c to the model and data at hand.

7.6 Conclusions

In this work, we showed how to combine anomaly detection,
a method for unsupervised ML, with iPEPS, a tensor-network
ansatz for variational optimization, to map the phase diagram of
2D systems. By employing ML, we circumvented the necessity
for de�ning and calculating suitable observables to identify the
phases. Furthermore, no prior physical knowledge was required
to run the unsupervised anomaly detection (i.e. no labels needed).
We saw that a successful training can be achieved with an arbi-
trarily small amount of examples, therefore making the amount
of data generated a matter of aesthetics by the user. Based on
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this, we saw that for the present model and data, purely geo-
metric and data-driven analyses su�ced and raised the question
whether such approaches are feasible in general for �nding phase
transitions from data.
It shall also be mentioned that the dimension of the data being
used was small, D×4 in the case of the singular values, such that
in this case there was no necessity for dedicated machine learning
hardware like graphical processing units (GPUs) and all trainings
were performed in less than 10 seconds on a commercial laptop
with an Intel i7-4712HQ CPU, see [197]. Here we used the resource
economic simple update algorithm to obtain the iPEPS ground
states, but we note that the ML approach could also be combined
with more accurate (but computationally more expensive) opti-
mization approaches. In summary, we provided a very fast and
e�cient approach to qualitatively map out the phase diagram of
2D systems with no prior physical knowledge of the underlying
system, o�ering a powerful way to obtain quick insights into the
physics of new models.
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Chapter 8

Variational Quantum

Anomaly Detection

This chapter is taken from our publication Variational Quantum
Anomaly Detection: Unsupervised mapping of phase diagrams on
a physical quantum computer [4]. We extend the application of
anomaly detection to discover phases on a quantum computer, i.e.
performing a quantum machine learning (QML) routine on the
same device that is simulating the quantum system. The overall
concept is very similar to algorithm 1, described in chapter 5,
but with some technical subtleties. Most notably, the input and
output to the QML routine are quantum states, so comparing
them is not straight-forward. We circumvent this problem by
�nding a di�erent cost function as our anomaly syndrome, as we
discuss later in 8.2. We demonstrate the success of the method for
a system with a topologically non-trivial phase in simulation, and
for the transverse-�eld Ising model on a (noisy) physical quantum
computer in section 8.3.

8.1 Introduction

With the rise of deep learning in the 2010s, the term quantum
machine learning was mostly used to refer to leveraging quan-
tum computers for linear algebra tasks such as matrix inversion
in sub-polynomial time via the Harrow-Hassidim-Lloyd algorithm
[208, 209]. One famous use-case was the quantum recommenda-
tion system algorithm with an exponential quantum speed-up at
the time [210], which inspired classical analogs of the algorithm
with the same, sub-polynomial, complexity (termed as quantum-
inspired machine learning algorithms) [211]. Today, quantum ma-
chine learning refers to using quantum circuits as neural networks
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[212], or kernel functions [213] to perform classical machine learn-
ing tasks like supervised learning [214, 215]. There are cases,
where quantum models have provable advantages over classical
models [216], but it has been argued that these instances are spe-
cial cases and no quantum speed up is to be expected for quantum
machine learning with classical data [217].
On the other hand, applying classical machine learning to quan-
tum physics has been a great success story [69], most prominently
for the classi�cation and mapping of phase diagrams [218, 172,
219]. These methods rely on classical data and are therefore re-
stricted by the available classical simulation methods. With phys-
ical devices surpassing system sizes that are classically tractable
[16], there is need for methods to investigate physical quantum
states with quantum computers.
In this paper, we propose a quantum machine learning algorithm
for quantum data. The data are ground states of quantum many-
body systems that are prepared by a quantum simulation sub-
routine and serve as the input for Variational Quantum Anomaly
Detection (VQAD). Our quantum anomaly detection scheme be-
longs to the category of variational quantum algorithms where the
circuit learns characteristic features of the input state 1. This can
in principle be leveraged for obtaining physical insights of the sys-
tem from training [220] and is in contrast to previous proposals
that are based on kernel methods (one-class support vector ma-
chines) [221, 222]. In the present study, we use it to map out
an unknown phase diagram of a system without requiring knowl-
edge about the order parameter or the number and location of
the di�erent phases.
In anomaly detection, the task is to di�erentiate normal data
from anomalous data, opposed to supervised learning tasks, where
a �xed set of classes with labels for training are di�erentiated.
On the other hand, the task of anomaly detection requires an
anomaly syndrome, i.e., an observable that is trained to be of a
certain value (typically 0) when normal data is input, and be
signi�cantly larger for anomalous data it is tested on. In classi-
cal machine learning, anomaly detection has already been used
to extract phase diagrams in an unsupervised fashion from sim-
ulated and experimental data [1, 5, 3]. VQAD allows us to per-
form anomaly detection directly on a quantum computer, and,

1The term learning is commonly used in (quantum) machine learning and
data-driven problem solving to refer to data-speci�c optimization.
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Figure 8.1: Overview of our proposal. First, the quantum states
are prepared via VQE. Then, they are processed through the anomaly
syndrome, consisting of a parameterized unitary U(θ) and a measure-
ment of a subset of qubits, referred to as trash qubits. Ry indicates a
parameterized y-axis rotation and CZ a (�xed) controlled-z gate.

with programmable devices readily available, we demonstrate it
experimentally on a real device.

8.2 Proposal

The task of detecting anomalies in ground states of quantum
many-body Hamiltonians can be loosely divided into two sub
tasks: Preparing the ground state for speci�c Hamiltonian param-
eters, and computing an anomaly syndrome indicating whether
the state corresponds to a normal example or an anomaly. An
overview of our proposed algorithm is shown in �g. 8.1. The
problem of state preparation on quantum computers is one of
ongoing research, and in principle, one can use any state prepa-
ration subroutine for preparing the ground state. Here, we choose
the Variational Quantum Eigensolver (VQE) as it has the lowest
hardware requirements while achieving reliable results on current
devices [97, 223]. The VQE algorithm iteratively minimizes the
expectation value of a Hamiltonian with the ansatz circuit to �nd
the ground state by optimizing the parameters of the circuit via
a quantum-classical feedback loop. We choose a minimal ansatz
as depicted in �g. 8.1 that is su�cient for simulating the Ising
Hamiltonian discussed in Sec. 8.3. A shallow ansatz allows us
to run both, the quantum simulation, and the quantum anomaly
detection on real noisy devices. For more complex systems, the
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Figure 8.2: Scaling of the training cost of the anomaly syndrome
ansatz. Successful training of the proposed anomaly syndrome ansatz
for L ∈ {3, 4, 8, 16, 32} corresponding to nt ∈ {1, 2, 3, 4, 5} trash qubits
(and therefore nt circuit layers). The result for L = 32 was obtained
through MPS simulations with a maximal bond dimension of BD =
100. We used 1000 shots per evaluation and achieve a perfect cost
value of 0.00 for all system sizes, however the run for L = 32 shown
here �nished at 0.03.

problem of �nding a suitable hardware e�cient ansatz can be
addressed for example by the adaptive VQE algorithm [98]. In
this work we employed the VQE implementation provided by the
Qiskit library [224] and optimized it using simultaneous pertur-
bation stochastic approximation (SPSA) [225]. For all technical
details we refer to App. 8.5.
Once the ground state is prepared on the quantum device a subse-
quent circuit serves as the anomaly syndrome. Our circuit ansatz
is inspired by the recently proposed quantum auto-encoder, which
similar to its classical counterpart can be used for compression of
classical and quantum data [226, 227]. It is composed of several
layers each consisting of parameterized single qubit y-rotations
and controlled-z gates. After the �nal layer a prede�ned num-
ber nt of trash qubits is measured in the computational basis.
The objective is to decouple the trash qubits from the rest of the
system, e�ectively compressing the original ground state into a
smaller number of qubits. The circuit parameters are then opti-
mized to faithfully compress states that are considered normal.
However, when the optimized circuit is tested on anomalous states
not seen during training, it is expected that the circuit fails to de-
couple the trash qubits from the rest of the system. To quantify
the degree of decoupling we use the Hamming distance dH of the
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trash qubit measurement outcomes to the |0⟩⊗nt state, i.e., the
number of 1s in a bit-string of measurement outcomes [227]. The
cost function C can then be de�ned as the Hamming distance av-
eraged over several circuit evaluations C = 1/N

∑N
i dHi, where

N is the number of performed measurements or shots. The cost
function can also be rewritten in terms of expectation values of
local Pauli-z operators Zj

C =
1

N

N∑
i=1

dHi =
1

2

nt∑
j=1

(1− ⟨Zj⟩) . (8.1)

The VQAD circuit achieves perfect compression if the trash qubits
are fully disentangled from the remaining qubits and mapped into
the pure |0⟩⊗nt state resulting in a cost equal to zero.
The speci�c circuit ansatz for the anomaly syndrome is shown
in �g. 8.1 for the case of nt = 2 trash qubits. Each layer of the
circuit starts with parameterized single-qubit y-rotations applied
to every qubit followed by a sequence of entangling controlled-z
gates. The currently available NISQ devices are inherently noisy
and the computations are subject to gate errors. To minimize the
number of two-qubit gates we apply the controlled-z gates only
between trash qubits and non-trash-qubits as well as between
trash qubits themselves instead of an all-to-all entangling map
[227]. This entangling map is physically motivated as the goal of
the circuit is to disentangle the trash qubits from the rest, with
the trash qubits resulting in the |0⟩⊗nt state. In a single layer each
non-trash qubit will be coupled to exactly one trash qubit. This
entangling scheme is repeated in the subsequent layers until every
non-trash qubit has been coupled to each trash qubit exactly once,
i.e. the number of layers of the circuit is equal to nt. After the
�nal layer, additional single-qubit y-rotations act on the trash
qubits before they are measured.
Barren Plateaus are the fundamental obstacle prohibiting train-
ing of variational circuits with increasing numbers of qubits [100].
It was previously shown that using local cost functions and cir-
cuits featuring a number of layers scaling at most logarithmically
in the system size can prevent the occurrence of Barren Plateaus
[101]. Additionally for realistic devices, gate errors lead to deco-
herence, making quantum simulation on real devices a challeng-
ing task even for small systems and low depths [228]. The former
calls for a minimal number of layers while the latter calls for a
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minimal number of gates overall. Therefore, we seek a minimal
solution for our variational circuit that we want to implement on
a readily available NISQ-era quantum computer. On the other
hand, it is desirable to have an ansatz as general as possible to be
able to capture a wide range of problems (see circuit complexity
[229, 230]).
For the anomaly syndrome in this paper, we propose an ansatz
that aims at compromising between being general enough to com-
press the ground states of the investigated systems while still be-
ing trainable. One way to make our circuit scalable for larger
systems is to choose the number of trash qubits nt = ⌊log2 L⌋,
where L is the total number of qubits. Together with the fact
that our cost function is composed of only local operators, the
training is expected to not su�er from Barren Plateaus. We em-
pirically con�rm successful trainability, i.e., achieving a cost of 0.0
for ground states of the systems discussed later in the manuscript,
for L ∈ {3, 4, 8, 16, 32}, corresponding to nt ∈ {1, 2, 3, 4, 5}, re-
spectively. In �g. 8.2, a ground state of the Ising model eq. (8.5)
at gx, gz, J = (0.3, 0, 1) is taken as a realistic example and we can
con�rm successful trainability in all cases.
Note that in principle the trash qubits can be placed anywhere in
the circuit, however, when performing computations on a real
quantum device it proved advantageous to explicitly take the
qubit connectivity structure of the device into account in order
to reduce the number of required SWAP operations. Speci�cally
here, we placed the trash qubits in the middle of the IBMQ de-
vices.
The training and inference procedure is identical to the classical
anomaly detection schemes for mapping out phase diagrams [1].
In the �rst step, one randomly chooses a training region in the
phase diagram that represents normal data, which is an arbitrary
de�nition. Note that no prior knowledge about the phase diagram
is therefore required. The circuit representing the anomaly syn-
drome is then trained on ground states of the training region, and
tested on the whole phase diagram. States in the same phase as
the training data are normal and can be disentangled, leading to a
low cost. Anomalous states can be inferred through an increase in
the cost function signaling that the corresponding ground state
cannot be disentangled by the optimized circuit. From the re-
sultant cost pro�le, we can deduce the phase boundary between
the phase the circuit has been trained on and any other phases
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Figure 8.3: (a)-(b) Phase diagram of the DEBHM from Eq. (8.2)
using (a) the order parameter OCDW de�ned in Eq. (8.3), and (b) the
degeneracy of the entanglement spectrum, DES , de�ned in Eq. (8.4).
The results were obtained from DMRG simulations for a system of
length L = 12 at half �lling n̄ = 0.5. We �x the maximum bond
dimension BD = 50 and the maximum number of bosons per site to
n0 = 1. (c)-(e) Cost/anomaly syndrome of a VQAD trained on a single
ground state (indicated by a cross) of the L = 12 DEBHM using nt = 6
trash qubits in the (c) MI phase, (d) CDW phase, and (e) TMI phase.
The cost at each data point is the Hamming distance averaged over
1000 measurement shots using an ideal quantum device simulator.

in the diagram. This procedure is then repeated by training in
the anomalous region from the previous iteration until all phase
boundaries are found. An example is provided in �g. 8.3.
Anomaly detection is a semi-supervised learning task. The setting
is typically that one is provided with one class of data that is well
known, normal data, and aims at �nding outliers of that distri-
bution, anomalous data. An archetypical example is credit card
fraud where a big database of normal transactions is provided and
one aims at �nding fraudulent ones. We consider anomaly detec-
tion semi-supervised as labeled data (x, �normal�) is provided for
training while (x, �anomalous�) is to be inferred. Here, however,
we arbitrarily de�ne (x, �normal�) and iteratively �nd the di�er-
ent classes (phases of matter). The de�nition of (x, �normal�) is
arbitrary and does not necessitate prior knowledge. Furthermore,
it is merely a means to an end to �nd the di�erent classes. In that
sense, the way anomaly detection is used to map out the phase
diagram can be regarded as an unsupervised learning method.
Note that in previous works, where the same task has been tackled
with classical machine learning techniques, it has been shown that
a single ground state was su�cient to successfully train the model
[3]. This feature stems from the fact that ground states within
the same phase share similar properties and there is very little
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variance when changing the physical parameters inside one phase.
We observe this feature also in the training of the VQAD.

8.3 Results

Simulations with ideal quantum data

In order to test the performance of VQAD, we �rst study the
one-dimensional extended Bose Hubbard model with dimerized
hoppings (DEBHM) [231],

H = −
L−1∑
i=1

(J + δJ(−1)i)(b†ibi+1 + h.c.) +

+
U

2

L∑
i

ni(ni − 1) + V

L−1∑
i

nini+1, (8.2)

where b†i (bi) is the bosonic operator representing the creation (an-
nihilation) of a particle at site i of a lattice of length L. The tun-
neling amplitudes J − δJ (J + δJ) indicate hopping processes on
odd (even) links connecting nearest-neighbor sites, while V rep-
resents the nearest-neighbor (NN) repulsion. Here, we take the
hardcore boson limit, i.e. the on-site repulsion U/J → ∞, such
that the local Hilbert space is two-dimensional and each site can
only accommodate 0 or 1 bosons. This model can be e�ectively
mapped into a spin-1/2 system [232].
Previous studies of the DEBHM model at half �lling (n̄ = 0.5)
have demonstrated the existence of three distinct phases [231].
For small and intermediate values of V/J and δJ > 0, we �nd a
topological Mott insulator (TMI) displaying features analogous to
a symmetry protected topological phase appearing in the dimer-
ized spin-1/2 bond-alternating Heisenberg model [232]. On the
other hand, for negative values of δJ we expect a trivial Mott
insulator (MI), while in the regime where the nearest-neighbor
repulsion dominates, a charge density wave (CDW) appears.
In �g. 8.3(a)-(b), we study the phase diagram of the model in
Eq. (8.2) in terms of the parameters δJ and V/J , using the den-
sity matrix renormalization group algorithm (DMRG) [233, 234,
144]. In order to di�erentiate between the Mott insulating phases
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and the CDW, one can compute the CDW order parameter

OCDW =

L/2∑
i=1

(−1)iδni, (8.3)

which detects staggered patterns in the density. In �g. 8.3(a)
we report a vanishing value of OCDW everywhere but in the re-
gion with large values of V/J , which corresponds to the CDW
2. To characterize the TMI we study the entanglement spectrum
(ES), which is expected to be doubly degenerate in a topologically
non-trivial phase [235] due to the existence of edge states. The
entanglement spectrum {λi} is de�ned in terms of the positive
real-valued Schmidt coe�cients {αi} of a bipartite decomposition
of the system by α2

i = exp(−λi). We determine its degeneracy
using

DES =
∑
i

(−1)ie−λi . (8.4)

In �g. 8.3(b), we show that the quantity DES vanishes only for
small NN interaction strengths V and positive values of δJ , which
correponds to the TMI. The trivial MI and CDW phases do not
show a degeneracy and hence do not host topological edge states.
In the following, we test the capabilities of the VQAD with ideal
states obtained from DMRG simulations. The anomaly syndrome
is trained using a single representative ground state within one of
the phases such that the cost measured at the trash qubits is min-
imised and the states of this phase can be e�ciently compressed
by the circuit. Afterwards, the trained circuit processes all states
from the full phase diagram, ideally with similarly low cost in the
same phase and signi�cantly higher cost in other phases.
In �g. 8.3(c)-(e) we show the resultant cost diagram for three
circuits, each optimized at a di�erent point in the phase diagram.
Indeed, ground states outside of the training phase give rise to
a large cost and hence are correctly classi�ed by the VQAD as
anomalous. Surprisingly, a single ground state example (indicated
by the cross) was su�cient to successfully train the VQAD and
infer all three phases. Similar results were recently reported for

2In the de�nition of OCDW , we consider only half of the sites of the
system because the DMRG algorithm outputs a symmetric state, which is a
superposition of the two degenerate ground states.
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Figure 8.4: Cost of a VQAD trained on a single ground state in the
MI phase (marked by the cross) of the DEBHM with L = 12 sites
and nt = 2 trash qubits. The gates of the VQAD circuit are subject
to depolarizing noise with perr = 0.001 (single-qubit gates) and (a)
perr = 0.01, (b) perr = 0.07 (two-qubit gates). The chosen values are
motivated by the error probabilities of real devices.

the case of classical anomaly detection using neural network auto-
encoders [3].
To demonstrate the robustness of the VQAD against noise present
in currently available NISQ devices we apply a depolarizing noise
channel after each gate with error probabilities perr = 0.001 (single-
qubit gates) and perr = 0.01, 0.07 (two-qubit gates) and show
two exemplary cost pro�les of the trained anomaly detector in
�g. 8.4. Since the noise becomes more prominent with larger cir-
cuit depths, we used the two-layer VQAD circuit ansatz with only
two trash qubits in this case. While it is not possible to reach a
cost of zero in the training phase, the optimization still converges
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and all three phases can be successfully inferred. Hence, this sug-
gests that even if the VQAD is not able to fully disentangle the
trash qubits, the phase diagram can still be recovered from the
resultant cost pro�le.

Experiments on a real quantum computer

We have seen that with ideal quantum data, VQAD can map
out non-trivial phase diagrams including topologically non-trivial
phases with and without noise in the anomaly syndrome. Next,
we discuss its performance in real-noise simulations, that is with
noise pro�les and qubit connectivities from a real quantum device.
Furthermore, we perform the quantum simulation subroutine, i.e.,
the ground state preparation via VQE, on the same circuit. For
this task, we consider the paradigmatic transverse longitudinal
�eld Ising (TLFI) model [236]

H = J
L∑
i=1

ZiZi+1 − gx

L∑
i=1

Xi − gz

L∑
i=1

Zi, (8.5)

where Xi, Zi are the Pauli matrices on site i, J is the coupling
strength, and gx, gz are the transverse and longitudinal �elds, re-
spectively. For gz = 0 the model is exactly solvable and shows
a quantum phase transition from a ferromagnetic (antiferromag-
netic) phase for gx/J < 1 and J negative (positive) to a para-
magnetic one for gx/J > 1 [237]. In the following we set J = 1
and vary the longitudinal and transverse �elds. In this regime
the model is not exactly solvable and the phase diagram has been
extensively studied numerically [238, 239]. The antiferromagnet-
paramagnet quantum phase transition is best characterized by
the order parameter which in this case is the staggered magneti-
zation

Ŝ =
L∑
i=1

(−1)i
Zi

L
. (8.6)

We simulate the ground states of the Hamiltonian in eq. (8.5)
using VQE for L = 5. On a noisy device, long-range entangling
gates are performed by consecutive local two-qubit gates (SWAP
operation), increasing the actual circuit depth. A large number
of consecutive gates leads to decoherence due to gate errors and
destroys the results. With the circuit presented in �g. 8.1 for



124 Chapter 8. Variational Quantum Anomaly Detection

the VQE subroutine, we found a trade-o� between expressibility
and noise tolerance with a circular entanglement distribution and
only one layer. Additionally, we performed measurement error
mitigation [240], which can further improve the results of the
cost function as seen in �g. 8.7 in App. 8.5.
For small values of gx and gz, in the ferromagnetic ordered phase,
the ground states ψ ≃ |10101⟩ (⟨Ŝ⟩ = 1) and ψ ≃ |01010⟩ (⟨Ŝ⟩ =
−1) have a similar energy, which is why the optimization can
get stuck in local minima. Hence, in the ordered phase, VQE
can converge to both a state with positive or negative staggered
magnetization, or an equal superposition of the two as can be
seen in �g. 8.5(a). The VQAD simulation results in �g. 8.5(b)
show a perfect correlation between positive ⟨Ŝ⟩ and low cost, and
vice versa, negative ⟨Ŝ⟩ and high cost - which, intuitively, can be
expected 3. The disordered phase is detected from the plateau of
high cost (∼ 1).
We see that VQAD also performs well under realistic conditions,
so we next test the algorithm on a physical device. For this task,
we use the L = 5 qubits on ibmq_jakarta [240]. To avoid jumps
in the staggered magnetization in the ordered phase and improve
convergence of the VQE optimization, we reuse already optimized
parameters at neighboring points in the phase diagram as a good
initial guess. Due to a large computation time overhead per exe-
cution on the real device, we additionally prepared pre-optimized
parameters for both subroutines from a realistic noisy simula-
tion, and use these as initial guesses for the optimization on the
device. We found that for computing the staggered magnetiza-
tion it is actually not necessary to re-run the VQE optimization
on the physical device, and we can achieve faithful results by
directly using the optimized parameters from the simulation as
seen in �g. 8.6. The resulting cost values for the optimized cir-
cuit, plotted in �g. 8.6, clearly distinguish the two phases, with
the cost from the experiment showing solely an almost constant
o�set compared to the noisy simulation.

3In a very hand-wavy way, we can understand this as we train the circuit
U to perform U |10101⟩ = |Ψ⟩⊗|00⟩

trash
such that U |01010⟩ = |Ψ⟩⊗|11⟩

trash

if we input a state with opposite ordering.
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Figure 8.5: Real-noise simulations of the staggered magnetization Ŝ
(a) and the anomaly syndrome (b) for the TLFI model. We trained
the anomaly syndrome in the ordered phase on a state with positive
Ŝ, indicated by the purple cross. Inside the ordered phase, there is
a perfect correlation between low cost states for positive Ŝ, and very
high cost where VQE converged to a negative Ŝ. The paramagnetic
phase is detected by a plateau in the anomaly syndrome.
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(b) phase. For sampling Ŝ, we use the same parameters for the VQE
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agnetic phase are negative, hence, for better visualization we plot its
absolute value |Ŝ|. For training the anomaly syndrome, the optimized
parameters from the simulation are taken as an initial guess.
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8.4 Outlook

We showed that our proposed algorithm is capable of mapping
out complex phase diagrams, including topologically non-trivial
phases. We further demonstrated that the algorithm also works
in realistic scenarios for both real-noise simulations and on a real
quantum computer. Hence, we provide a tool to experimentally
explore phase diagrams in future quantum devices, which will be
especially useful when physical devices surpass the limit of what
can be classically computed.
Currently, the main bottleneck of VQAD is the presence of noise
in real devices. We were able to improve our anomaly detection
scheme by employing measurement error mitigation and adopt-
ing the circuits according to the physical device. These results
are promising, and with current e�orts on enhancing device per-
formances, error mitigation and circuit optimization strategies in
the community, we are hopeful to see even further improvements
soon.
In this work we focused on using VQAD to extract the phase
diagram of quantum many-body systems. A possible future ex-
tension would be to apply it to the problem of entanglement wit-
nessing and certi�cation in many-body scenarios without tomog-
raphy. Furthermore, the use of an autoencoder-like architecture
has the advantage over kernel-based schemes in that there exists
tools of interpreting the feature space in classical autoencoders
to gain physical insights [220], which can be a possible future
extension for the quantum case discussed here.

8.5 Technical details

The code to run the simulations and experiments discussed in
the main text can be found in our repository on GitHub [241].
The optimization of the circuit parameters was performed us-
ing simultaneous perturbation stochastic approximation (SPSA)
[225, 223]. To obtain the results presented in �g. 8.3 of Sec. 8.3,
a VQAD circuit ansatz composed of 6 layers (6 trash qubits) was
employed resulting in 6L + 6 parameters. For the noisy simula-
tions and real-device execution discussed in Sec. 8.3, we used the
ansatz in �g. 8.1, counting 2L and 2L+2 parameters for the quan-
tum simulation and anomaly syndrome, respectively. In classical
real-noise simulations, we used 500 VQE optimization iterations
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Figure 8.7: Comparison of the trash qubit measurement outcomes
with and without measurement error mitigation. The anomaly syn-
drome circuit has been trained with and without error mitigation on
a ground state of the TLFI model in the ordered phase in real-noise
simulations. Ideally, all of the 1000 shots would result in the 00 bit
string. By mitigating the measurement errors we improve the results
towards this desired outcome.

for the initial ground state optimization, and 200 iterations for
all subsequent optimizations where the previously optimized pa-
rameters were taken as initial guesses. For the anomaly detection
circuit, we found converged results with less than 100 optimiza-
tion iterations. As an example, calculating the expectation value
of the magnetization takes roughly 2−10 seconds on a commercial
laptop (here: i7-4712HQ), while the real-device execution takes
about 30 seconds. Furthermore, we used measurement error mit-
igation [240] provided by the Qiskit library to improve the results
of the VQAD simulations in the presence of noise as illustrated
in �g. 8.7.
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Chapter 9

Discussion

We have provided a tool to study phase diagrams of quantum
many-body systems in an unsupervised fashion requiring no prior
physical knowledge about the phases of the Hamiltonian. We
demonstrate this on various di�erent platforms and models.
Foremost, we have employed matrix product states to simulate
the extended Bose Hubbard model. We were able to reproduce
the full phase diagram at integer �lling, including the mostly
overlooked phase-separating phase between a supersolid and a
super�uid part of the system. This led us to further physical
investigations of this region and we found previously unknown
features of this model with a homogeneous super�uid and super-
solid with hidden broken translational symmetry. Even though
this hidden broken symmetry can be unraveled with the same
string observables that are typically employed for symmetry pro-
tected topological phases, we provide convincing evidence that
this e�ect is most likely not of topological nature. Still, it would
be very interesting to observe these phases of matter experimen-
tally to con�rm our �ndings. Continued analytical, numerical
and experimental investigations may shed light on the nature of
this new e�ect.
Further, we demonstrate the viability of this anomaly detection
approach with data from projected entangled pair states of a two
dimensional system. We show that even though the singular val-
ues between nodes do not have a clear physical interpretation like
the entanglement spectrum for matrix product states, they can
still be used to infer information about the quantum phase of
matter using machine learning. A notable observation is that a
training set of just one single data point su�ces for this train-
ing. This on the other hand suggests that deep learning might
be super�uous when training with singular values from classically
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simulated quantum states, which are harder to obtain experimen-
tally. A natural question to ask is for which phases and which
data types purely geometric approaches struggle or generally fail
and deep learning becomes a necessity. Answering this question
in general is most likely di�cult, but testing with a variety of
examples may already give a lot of insights.
Finally, we extend this method to the quantum machine learning
(QML) realm. Here, quantum data in form of simulated ground
states serve as input to our QML routine, where a parametrized
quantum circuit is optimized in a quantum-classical feedback loop
to disentangle the trash qubits of the system from the rest of the
state. This data-speci�c disentangling scheme can then be used
in the same fashion as an anomaly syndrome when states of di�er-
ent structures, i.e. from di�erent quantum phases of matter, are
input. We demonstrated this both in noisy simulation, showing
scalability up to 32 qubits and on a real quantum device with 5
physical qubits. The most obvious continuation of this is scaling it
up to larger system sizes, i.e. employing tensor network methods
for simulation. The viability of variational quantum algorithms
is heavily debated due to the onset of barren plateaus for larger
system sizes. The complexity (depth) of an Ansatz to partially
disentangle the input state is unclear, so it would be interest-
ing to test this for larger system sizes and see whether there is
a trade o� between trainability and complexity for disentangling
the state.

Our initial vision was to have an arti�cial intelligence go through a
catalog of known and unknown quantum Hamiltonians and point
out interesting e�ects. We here provided a method to map out
phase diagrams in an unsupervised fashion. There are several
extensions of this work that may one day let this initial dream
come to fruition. While we provide a general procedure with
algorithm 1, in practice we perform all these steps by hand. En-
capsulating this procedure in a truly automated fashion would
be a very interesting and useful engineering task. Moreover, this
method points out phases which can then be compared with a
known catalog of phases to spot novelties that may have pre-
viously been overlooked. Setting up such a catalog would be
a matter of collecting information from publications of the last
∼ 30 years, for which natural language processing tools and web
scrapers could be useful. After all, a fully automatized arti�cial
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intelligence agent that performs these tasks with no human in-
terference seems out of sight since the two most crucial parts,
quantum simulation and interpretation, still necessitate expert
knowledge. Still, setting up such a framework can vastly reduce
the required work per person and enable accelerated scienti�c
discovery.
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Appendix A

Additional information on

the Super�uid-Supersolid

phase separation phase

and its surroundings

A.1 Phase Separation checks

One important check for the phase separation phase is to look at
how the size of the respective phases scales with L. In �g. A.1
we show the extent of the supersolid phase on the boundary for
di�erent system sizes and �nd a linear dependence, as expected.
I.e., this rules out the supersolid part being a boundary e�ect.

A.2 Local Hilbert space dimension

We give evidence to our claim in the main text, that we �nd
no sgni�cant di�erence between simulations with local Hilbert
space dimension d = 6 and d = 9. As a �rst relevant example,
we compare the density distribution for a �xed �lling n = 1 in
the phase separated phase in �g. A.2. Qualitatively, the cases
d = 6 and d = 9 yield no visible deviation. We con�rm this also
quantitatively in the inset, where we see relative deviations on the
order of 10−4. As a second example, we compare the correlation
function (CSF)ij = ⟨b†jbi⟩ for a super�uid ground state with again
the same local Hilbert space dimensions d in �g. A.3. We �nd
again no qualitative di�erences between d = 6 and d = 9, as well
es quantitative discrepancies on the order of 10−8. Overall, we
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Figure A.1: Linear dependence of the extent of the supersolid part
in the phase-separated phase in system size. The physical parameters
(U, V, n) = (0.5, 4, 1) are �xed and the bond dimension increases with
the system size with χmax ∈ [400, 1000]. The extent of the SS part
i∗ is indicated by the colored region and estimated by calculating the
maximum of the second derivative of ⟨ni⟩ with i even. The inset shows
i∗ vs system size L showing a linear dependence as expected.
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Figure A.2: Comparison of the density distribution for di�erent local
Hilbert space truncations. We �nd no qualitative di�erence between
d = 6 and d = 9. Inset: Quantitative analysis by comparing the
relative discrepancy |(⟨ni⟩d1 − ⟨ni⟩d2)/ ⟨ni⟩d2 |. The absolute value of
the peak deviation for d = 6, 9 is approx. 0.00025, corresponding to a
peak discrepancy of 0.04%.

conclude that d = 6 is su�cient for the e�ects that we study in
the main text.

A.3 Comparison SF and SS

We give more details on the characterization of the (homoge-
neous) super�uid and supersolid phases at incommensurate �ll-
ings. The main property that distinguishes the super�uid for
�llings below the phase separation phase and supersolid for �ll-
ings above the phase separation phase, is the solid pattern in
density as can be seen in �g. A.4. However, they share unex-
pected properties that manifest themselves in the entanglement
spectrum or string correlators as is discussed in the main text
for the SF phase. The main property is that the entanglement
spectrum shows spatial oscillations. In the case of the SS, the
oscillating nodes are pairs of two sites. Further, both phases are
super�uid with an algebraic deca in CSF = ⟨b†jbi⟩. In both cases,
the hidden pattern can be unveiled by looking at the string order
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Figure A.3: Comparison of ⟨b†i bj⟩ in the bulk for di�erent local
Hilbert space truncations. The physical parameters are set for the su-
per�uid phase. Again, we �nd no qualitative di�erence between d = 6
and d = 9. Inset: Quantitative analysis by comparing the relative dis-
crepancy.

correlator CHI = ⟨δnjΠδni⟩ with Π = exp
(
−iπ∑0≤l<j δnl

)
and

δnl = nl − n.

A.4 Translational invariance of the super-
�uid phase

The emergence of the spatial pattern in the super�uid and super-
solid phase close to the phase separation is a manifestation of a
broken translational symmetry. To further strengthen this point,
we perform some checks with iDMRG. We expect that iDMRG
is running into problems when the chosen unit cell size is incom-
mensurate with the spatial period of the entanglement spectrum
of the system. This is indeed what we �nd. The spatial period
depends on the targeted �lling. For some �llings, and thus for
some spatial periods, it has proven harder or easier to �nd a suit-
able unit cell size. We start with the case n = 13/20 = 0.65 that
is shown in the main text. We tried with L∞ = 40, 80, 120 and
reached good convergence in all cases as is displayed in �g. A.5.
There is no sign of strain as the emerging pattern is regular and
repeats perfectly. In this case, the bond dimension is chosen to be.
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Figure A.4: Comparison of the SF (left panel) and SS (right panel)
phase at incommensurate �llings with oscillating patterns. a) The
main di�erence of both phases is the �at vs. the solid pattern in
the spatial density. b) The entanglement spectrum (ES) shows spatial
oscillations. In the case of the SS, the oscillating nodes are pairs of sites.
c) Both phases are super�uid with an algebraic decay of CSF = ⟨b†jbi⟩.
Further, the hidden spatial oscillations can be unveiled by measuring

CHI = ⟨δnjΠδni⟩ with Π = exp
(
−iπ∑0≤l<j δnl

)
and δnl = nl − n.

Note that the frequency and shape of these oscillations changes with
the �lling n, what we display are just two examples.
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Similarily, we get good results for n = 13/21 ≈ 0.619 as shown
in �g. A.6 for L∞ = 21, 42, 63, 84. We also check the dependence
on the bond dimension in �g. A.7 and �nd su�cient convergence
for χmax = 400, that we use throughout this analysis. We can see
how strain is manifested in the ES pattern and how this leads to
convergence problems in the example of n = 3/5 = 0.6 in �g. A.8.
For L∞ = 27 it does not converge at all, the energy is oscillat-
ing until the maximum number of sweeps (1000) is reached. For
L∞ = 20 and 23, the convergence criteria is met, but we can
still see some non-monotonicities - however on a much smaller
scale. It seems there is a certain tolerance to strain when the
missmatch is not too large. For �lling n = 4/7 = 0.579 it proved
very di�cult to �nd a suitable unit cell size. We check for unit
cells that are multiples of 7 in �g. A.9. While the convergence
criteria is not met for L∞ = 28 and beyond, we still �nd compa-
rable ground state energies for uneven numbers of sites, as seen in
�g. A.10. We also tried for system sizes that are not multiples of 7
in �g. A.11. While the convergence criteria is eventually met here,
the irregular pattern in the entanglement spectrum indicates that
also here the unit cell sizes are not optimal to accommodate the
desired spatial pattern. We conjecture that with increasing unit
cell sizes, a suitable size can be approached, but is in practice
di�cult or infeasible to simulate due to large system sizes. Cu-
riously, even for these incommensurate sizes, the match between
in�nite and �nite DMRG is still well, as can be seen in �g. A.12.
To summarize: When simulating the system with iDMRG, one
encounters problems with convergence whenever the unit cell size
is incommensurate with the spatial period of the system, and
converges well when the unit cell size is commensurate. Overall,
this behavior is what one would expect of a system with broken
translational symmetry strengthens the point that the e�ect is
indeed physical.
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Figure A.5: iDMRG convergence for the �lling n = 13/20 = 0.65.
We check the convergence of the energy per site E/L∞ and mean
entanglement entropy S with respect to the number of sweeps through
the unit cell for sizes L∞ = 40, 80, 120. The bottom row shows the
emerging entanglement spectrum that matches perfectly in all three
cases. The used bond dimension is χmax = 400 and the convergence
criteria are to either have the relative change in energy be smaller than
10−10 or reaching a maximum number of 1000 sweeps. The vertical
grey line indicates where the unit cell is repeated.
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Figure A.6: iDMRG convergence for the �lling n = 13/21 ≈ 0.619.
We check the convergence of the energy per site E/L∞ and mean
entanglement entropy S with respect to the number of sweeps through
the unit cell for sizes L∞ = 21, 42, 63, 84. The bottom row shows the
emerging entanglement spectra that match well in all four cases. The
used bond dimension is χmax = 400 and the convergence criteria are
to either have the relative change in energy be smaller than 10−10 or
reaching a maximum number of 1000 sweeps.
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Figure A.7: Energy per site and mean entanglement entropy S for
di�erent bond dimensions χmax. In terms of energy, we are reaching
saturation for the bond dimension χmax = 400 that we are using. In
terms of the entanglement entropy, we see a logarithmic grows as is
expected for critical phases.
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Figure A.8: iDMRG convergence for the �lling n = 3/5 = 0.6. The
convergence criteria of relative change in energy be smaller than 10−10

is not met for L∞ = 27 with the optimization terminating at the max-
imum number of sweeps 1000. For L∞ = 20, 23 the criteria is met,
however the optimization is not monotonic. From the entanglement
spectra, it seems there is some strain and the unit cell sizes cannot ac-
commodate the desired spatial period the system is trying to establish.
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Figure A.9: iDMRG convergence for the �lling n = 4/7 ≈ 0.571
for system sizes that are multiples of 7. Again, we �nd that strain is
causing convergence problems. For L∞ = 7, 14, 21 it meets the conver-
gence criteria but fails for L∞ = 28 and beyond. The convergence for
L∞ = 7, 14, 21 might be misleading and might only arise because of a
lack of space for strain to emerge.
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Figure A.10: Energy per site for n = 4/7 with the unit cell being
a multiple of 7. Corresponding convergences are displayed in �g. A.9.
Despite strain and convergence problems, the �nale ground state en-
ergies are still well within range of each other.
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Figure A.11: iDMRG convergence for n =≈ 4/7 ≈ 0.571 with system
sizes that are not multiples of 7. We look at n = 33/58 ≈ 0.569, n =
53/93 ≈ 0.570 and n = 85/149 ≈ 0.570. In all cases the convergence
criteria is eventually met. However, the irregular entanglement spectra
patterns indicate that also here the unit cell sizes cannot accommodate
well the desired spatial pattern.
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Figure A.12: Comparison of �nite and in�nite DMRG simulations
for n = 4/7 with strain. Even though the unit cell size is not optimal
for the targeted �lling, the spatial pattern of the in�nite system is still
matching well with the bulk of the �nite system.
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